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Abstract

An Embodied Conversation Agent (ECA) is a computer interface designed

to simulate human face-to-face conversation with its users, through the pro-

duction of synthesized or prerecorded speech combined with an humanoid

embodiment: a representation, either physical or visual, of a body capable

of producing some portion of the nonverbal behaviors associated with speech,

such as mouth movements, eye movements, head movements, hand gestures,

facial expressions, and body posture. A key research problem in the design

and implementation of realistic ECAs is generating the range of verbal and

nonverbal behavior present in human conversation with appropriate frequency,

timing, and quality.

ECAs have been used in a variety of applications, motivated by their po-

tential to leverage the affordances of face-to-face conversation to build trust

and engagement with users, and their learnability given their use of universally

understood communicative cues. Many applications, including education and

counseling, are examples of long-term interaction; where an effective agent

must have many conversations, over a long period of time, while building rap-

port with its users. However, prior work on realistic conversational behavior

for ECAs has focused heavily on single conversations, isolated from any larger

context. To the extent that human conversational behavior is not fixed and

unchanging across multiple conversations with the same conversation partner,

this approach risks producing ECAs with behavior that becomes increasingly

unrealistic in long-term interaction.

In this thesis, I present an approach to designing ECAs with realistic verbal
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and nonverbal behavior in long-term interaction. Based on a longitudinal cor-

pus of health behavior change counseling dialogue, containing multiple conver-

sations between several counselor-client dyads, I construct a series of statistical

models demonstrating systematic changes in human conversational behavior

across multiple conversations; these changes are predicted both by the inter-

action history of a dyad, and by the strength or quality of their interpersonal

relationship. Based on these findings, I present a model and implementation

of verbal and nonverbal behavior generation for ECAs which reproduces some

of the observed behavior patterns. Finally, I present a longitudinal random-

ized controlled evaluation study demonstrating that the resulting model of

behavior generation, implemented in an ECA that acts as a virtual health

behavior change counselor, produces measurable improvements in user-agent

interpersonal bond in long-term interaction.



Acknowledgments

iii





Contents

Abstract i

Acknowledgments iii

Contents v

List of Figures xiii

1 Introduction 1

2 Background and Related Work 7

2.1 Social Reactions and Human-like Behavior in Computer Inter-

faces . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.2 Human Behavior in Long-Term Interaction . . . . . . . . . . 9

2.2.1 Comparison of Friends to Strangers . . . . . . . . . . 9

2.2.2 Greetings and Farewells . . . . . . . . . . . . . . . . 11

2.2.3 Indicators of Interpersonal Relationship . . . . . . . . 12

2.2.4 Coordination and Rapport . . . . . . . . . . . . . . . 12

2.2.5 Politeness and Familiarity . . . . . . . . . . . . . . . 15

2.3 ECAs Designed for Long-Term Interaction . . . . . . . . . . 16

2.3.1 Agents with Computational Models of Affect and Rela-

tionship . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.3.2 Agents with Behavior Designed to Promote Long-Term

Interaction . . . . . . . . . . . . . . . . . . . . . . . . 18

v



vi CONTENTS

2.3.3 Agents with Varying Linguistic Style . . . . . . . . . 19

2.4 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

3 The Exercise Counseling Corpus 23

3.1 Procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.2 Measures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3.2.1 Trait Measures . . . . . . . . . . . . . . . . . . . . . 28

3.2.2 Therapeutic Alliance . . . . . . . . . . . . . . . . . . 28

3.2.3 Trust . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.2.4 Task Outcome Measures . . . . . . . . . . . . . . . . 30

3.2.5 Cognitive Inventory . . . . . . . . . . . . . . . . . . . 31

3.3 The Corpus . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.4 Descriptive Summary of Measures . . . . . . . . . . . . . . . 33

3.4.1 Trait Measures . . . . . . . . . . . . . . . . . . . . . 33

3.4.2 Therapeutic Alliance . . . . . . . . . . . . . . . . . . 34

3.4.3 Task Outcome Measures . . . . . . . . . . . . . . . . 36

3.4.4 Behavioral Measures . . . . . . . . . . . . . . . . . . 38

3.4.5 Cognitive Inventory . . . . . . . . . . . . . . . . . . . 38

3.5 Correlations Between the Measures . . . . . . . . . . . . . . 39

3.5.1 Therapeutic Alliance . . . . . . . . . . . . . . . . . . 40

3.5.2 Therapeutic Alliance and Conversation Duration . . 43

3.5.3 Decisional Balance . . . . . . . . . . . . . . . . . . . 46

3.5.4 Stage of Change . . . . . . . . . . . . . . . . . . . . . 52

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

3.6.1 The Size and Scope of the Corpus . . . . . . . . . . . 57

3.6.2 Characterizing the Corpus by Self-Report Assessments 58

4 Speaking Rates and Coordination 61

4.1 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 61

4.2 A Model of Articulation Rates . . . . . . . . . . . . . . . . . 62

4.2.1 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 63



CONTENTS vii

4.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

5 Posture and Discourse Structure 69

5.1 Background and Related Work . . . . . . . . . . . . . . . . . 70

5.2 Coding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

5.2.1 Coding of Topic Shifts . . . . . . . . . . . . . . . . . 71

5.2.2 Coding of Posture Shifts . . . . . . . . . . . . . . . . 71

5.2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 72

5.3 A Model of Posture Shifts . . . . . . . . . . . . . . . . . . . 72

5.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

6 Openings and Reopenings 79

6.1 Coding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

6.1.1 Outcome Variables . . . . . . . . . . . . . . . . . . . 80

6.1.2 Development of a Coding Manual . . . . . . . . . . . 82

6.1.3 Description . . . . . . . . . . . . . . . . . . . . . . . 82

6.1.4 Interrater Reliability . . . . . . . . . . . . . . . . . . 84

6.1.5 Descriptive Results . . . . . . . . . . . . . . . . . . . 85

6.2 Models of Behavior in Conversation Openings . . . . . . . . 85

6.2.1 Gaze . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

6.2.2 Mouth . . . . . . . . . . . . . . . . . . . . . . . . . . 90

6.2.3 Nodding . . . . . . . . . . . . . . . . . . . . . . . . . 93

6.2.4 Speech . . . . . . . . . . . . . . . . . . . . . . . . . . 93

6.2.5 Self-Adaptors . . . . . . . . . . . . . . . . . . . . . . 97

6.2.6 Hand Gesture . . . . . . . . . . . . . . . . . . . . . . 97

6.2.7 Eyebrow Movement . . . . . . . . . . . . . . . . . . . 97

6.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

7 Rhythm: Behavior Generation for Long-Term Interaction 105

7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

7.2 Background and Related Work . . . . . . . . . . . . . . . . . 107



viii CONTENTS

7.3 Implementing Longitudinal Behavior Changes . . . . . . . . 108

7.4 Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

7.4.1 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 111

7.4.2 Behavior Generation . . . . . . . . . . . . . . . . . . 113

7.4.3 Behavior Adjustment . . . . . . . . . . . . . . . . . . 114

7.4.4 Behavior Filtering . . . . . . . . . . . . . . . . . . . . 115

7.5 Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

8 Evaluation 119

8.1 An ECA for Long-Term Interaction . . . . . . . . . . . . . . 121

8.2 A Preliminary Study of the Effect of Behavior Changes . . . 122

8.2.1 Apparatus and Measures . . . . . . . . . . . . . . . . 123

8.2.2 Procedure . . . . . . . . . . . . . . . . . . . . . . . . 124

8.2.3 Participants . . . . . . . . . . . . . . . . . . . . . . . 124

8.2.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 124

8.2.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . 125

8.3 A Long-Term Interaction Scenario . . . . . . . . . . . . . . . 125

8.3.1 Behavior Change Intervention . . . . . . . . . . . . . 126

8.3.2 Interaction Schedule . . . . . . . . . . . . . . . . . . 129

8.4 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

8.4.1 Measures . . . . . . . . . . . . . . . . . . . . . . . . 133

8.4.2 Procedure . . . . . . . . . . . . . . . . . . . . . . . . 135

8.5 Hypotheses . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

8.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139

8.6.1 Screening and Intake . . . . . . . . . . . . . . . . . . 139

8.6.2 Participants and Demographics . . . . . . . . . . . . 140

8.6.3 Baseline Assessments . . . . . . . . . . . . . . . . . . 141

8.6.4 System Usage . . . . . . . . . . . . . . . . . . . . . . 142

8.6.5 Therapeutic Alliance . . . . . . . . . . . . . . . . . . 144

8.6.6 Perceived Behavior and Immediacy . . . . . . . . . . 146



CONTENTS ix

8.6.7 Behavioral Realism (Gestalt) . . . . . . . . . . . . . 148

8.6.8 Behavioral Realism (Specific Behaviors) . . . . . . . 150

8.6.9 Behavioral Realism (Combined Behaviors) . . . . . . 157

8.6.10 Attitudes toward Physical Activity . . . . . . . . . . 160

8.6.11 Self-Reported Walking . . . . . . . . . . . . . . . . . 161

8.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

8.7.1 Agent Behavior and User Engagement . . . . . . . . 167

8.7.2 Exaggerated Behavior and Realism . . . . . . . . . . 168

8.7.3 Engagement and Behavior Change . . . . . . . . . . 169

9 Conclusions 171

9.1 Research Contributions . . . . . . . . . . . . . . . . . . . . . 172

9.1.1 A Methodology for the Study of Conversational Behav-

ior in Long-Term Interaction . . . . . . . . . . . . . . 173

9.1.2 Patterns of Conversational Behavior in Long-Term In-

teraction . . . . . . . . . . . . . . . . . . . . . . . . . 174

9.1.3 An ECA with Realistic Behavior in Long-Term Interac-

tion . . . . . . . . . . . . . . . . . . . . . . . . . . . 175

9.2 Future Research: Toward Rich Models of Behavior in Long-

Term Interaction . . . . . . . . . . . . . . . . . . . . . . . . 175

9.3 Future Research: Toward Rich Models of Conversational Be-

havior in Health Behavior Change . . . . . . . . . . . . . . . 179

9.4 Future Research: Toward an Integrated Model of Verbal and

Nonverbal Behavior . . . . . . . . . . . . . . . . . . . . . . . 180

9.5 Closing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 180

Bibliography 183

A Experimental Protocol for the Collection of the Exercise

Counseling Corpus 207

A.1 Initial Session . . . . . . . . . . . . . . . . . . . . . . . . . . 207



x CONTENTS

A.2 Subsequent Sessions . . . . . . . . . . . . . . . . . . . . . . . 212

B Coding Manual for Discourse Structure 235

B.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 235

B.2 Identifying Segment Boundaries . . . . . . . . . . . . . . . . 235

B.3 Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . 237

B.4 General Suggestions . . . . . . . . . . . . . . . . . . . . . . . 237

B.5 Difficult or Special Cases . . . . . . . . . . . . . . . . . . . . 237

B.5.1 Greetings . . . . . . . . . . . . . . . . . . . . . . . . 237

B.5.2 Topic Shifts over Multiple Phrases . . . . . . . . . . 238

B.5.3 Subtopics . . . . . . . . . . . . . . . . . . . . . . . . 238

B.5.4 Lengthy Narrative . . . . . . . . . . . . . . . . . . . 239

B.5.5 Vague or Open-Ended Questions . . . . . . . . . . . 239

C Coding Manual for Posture Shifts 241

C.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 241

C.2 Identifying Posture Shifts . . . . . . . . . . . . . . . . . . . 242

C.3 Coding Features of Shifts . . . . . . . . . . . . . . . . . . . . 242

C.3.1 Timing . . . . . . . . . . . . . . . . . . . . . . . . . . 242

C.3.2 Movement Pattern . . . . . . . . . . . . . . . . . . . 243

C.3.3 Direction . . . . . . . . . . . . . . . . . . . . . . . . 243

C.3.4 Energy . . . . . . . . . . . . . . . . . . . . . . . . . . 244

C.3.5 Co-occurrence . . . . . . . . . . . . . . . . . . . . . . 244

C.4 General Suggestions . . . . . . . . . . . . . . . . . . . . . . . 245

C.5 Difficult or Special Cases . . . . . . . . . . . . . . . . . . . . 245

C.5.1 Small Movements . . . . . . . . . . . . . . . . . . . . 245

C.5.2 Repetitive Movement . . . . . . . . . . . . . . . . . . 246

C.5.3 Co-occurring Actions . . . . . . . . . . . . . . . . . . 246

C.5.4 Single versus Multiple Shifts . . . . . . . . . . . . . . 247

C.5.5 Conversational Openings . . . . . . . . . . . . . . . . 247

C.6 Changes from Earlier Drafts . . . . . . . . . . . . . . . . . . 247



CONTENTS xi

D Coding Manual for Nonverbal Behavior in Openings 249

D.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 249

D.2 Materials and Coding Task . . . . . . . . . . . . . . . . . . . 250

D.3 Visibility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 250

D.4 Nonverbal Behavior . . . . . . . . . . . . . . . . . . . . . . . 251

D.4.1 Gaze Direction . . . . . . . . . . . . . . . . . . . . . 252

D.4.2 Eyebrows . . . . . . . . . . . . . . . . . . . . . . . . 252

D.4.3 Head Movement . . . . . . . . . . . . . . . . . . . . . 253

D.4.4 Mouth Shape . . . . . . . . . . . . . . . . . . . . . . 254

D.4.5 Hand Gesture . . . . . . . . . . . . . . . . . . . . . . 255

D.4.6 Shoulder Raising . . . . . . . . . . . . . . . . . . . . 258

D.4.7 Arm Openness . . . . . . . . . . . . . . . . . . . . . 258

E Experimental Protocol for the Evaluation Study 261

E.1 Experiment Sessions . . . . . . . . . . . . . . . . . . . . . . 261

E.1.1 Intake Session . . . . . . . . . . . . . . . . . . . . . . 261

E.1.2 Weekly Sessions . . . . . . . . . . . . . . . . . . . . . 262

E.1.3 Post-Intervention Sessions . . . . . . . . . . . . . . . 263

E.2 Email Messaging . . . . . . . . . . . . . . . . . . . . . . . . 264

F Sample Conversation Transcripts for the Evaluation Study 299

F.1 Initial Conversations . . . . . . . . . . . . . . . . . . . . . . 299

F.1.1 Initial Motivational Interviewing . . . . . . . . . . . . 300

F.1.2 Initial Goal Setting . . . . . . . . . . . . . . . . . . . 304

F.2 Routine Conversations . . . . . . . . . . . . . . . . . . . . . 307

F.2.1 Motivational Interviewing . . . . . . . . . . . . . . . 308

F.2.2 Motivational Interviewing, and Goal Setting . . . . . 310

F.2.3 Baseline Goal Setting . . . . . . . . . . . . . . . . . . 314

F.2.4 Incremental Goal Setting . . . . . . . . . . . . . . . . 316

F.3 Final Sessions . . . . . . . . . . . . . . . . . . . . . . . . . . 318

F.3.1 Final Motivational Interviewing . . . . . . . . . . . . 318



xii CONTENTS

F.3.2 Final Goal Setting . . . . . . . . . . . . . . . . . . . 323



List of Figures

2.1 Relative importance of different components of rapport. . . . . . 13

3.1 A counselor-client conversation in the Exercise Counseling Corpus. 26

3.2 A participant completing a retrospective review of a conversation. 30

3.3 Durations of conversations, shown separately by dyad. . . . . . 33

3.4 Personality assessments of clients at the time of intake. . . . . . 34

3.5 Attachment style assessment of clients at the time of intake. . . 35

3.6 Therapeutic alliance, self-reported by clients and counselor. . . . 36

3.7 Stage of Change for physical activity, self-reported by clients. . 37

3.8 Decisional Balance for physical activity, self-reported by clients. 38

3.9 Correlations between overall therapeutic alliance assessments. . 41

3.10 Correlations between therapeutic alliance goal assessments. . . . 42

3.11 Correlations between therapeutic alliance task assessments. . . . 42

3.12 Correlations between therapeutic alliance bond assessments. . . 43

3.13 Correlations between conversation durations and client overall ther-

apeutic alliance assessments. . . . . . . . . . . . . . . . . . . . . 45

3.14 Correlations between conversation durations and counselor overall

therapeutic alliance assessments. . . . . . . . . . . . . . . . . . 45

3.15 Correlations between assessments of decisional balance. . . . . . 47

3.16 Correlations between client assessments of therapeutic alliance and

decisional balance pros. . . . . . . . . . . . . . . . . . . . . . . . 47

3.17 Correlations between counselor assessments of therapeutic alliance

and client assessments of decisional balance pros. . . . . . . . . 49

xiii



xiv LIST OF FIGURES

3.18 Correlations between client assessments of therapeutic alliance and

decisional balance cons. . . . . . . . . . . . . . . . . . . . . . . 49

3.19 Correlations between counselor assessments of therapeutic alliance

and client assessments of decisional balance cons. . . . . . . . . 51

3.20 Correlations between stage of change assessments and decisional

balance pros. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.21 Correlations between stage of change assessments and decisional

balance cons. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.22 Correlations between stage of change assessments and client assess-

ments of therapeutic alliance. . . . . . . . . . . . . . . . . . . . 55

3.23 Correlations between stage of change assessments and counselor

assessments of therapeutic alliance. . . . . . . . . . . . . . . . . 55

4.1 A model of the normalized articulation rates of words. . . . . . 64

4.2 Predicated changes in articulation rate. . . . . . . . . . . . . . . 66

5.1 A model of the occurrence of posture shifts. . . . . . . . . . . . 74

5.2 Predicted changes in rate of posture shifts for a client. . . . . . 75

5.3 Predicted changes in rate of posture shifts for the counselor. . . 75

6.1 Model A of the proportion of time the counselor or client perform

a behavior. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

6.2 Models B, C, and D of the proportion of time the counselor or

client perform a behavior. . . . . . . . . . . . . . . . . . . . . . 88

6.3 Model A of the number of times the counselor or client gazes away

during speech. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

6.4 Gaze-aways during speech, by session. . . . . . . . . . . . . . . 90

6.5 Occurrence of non-neutral mouth positions, by session. . . . . . 93

6.6 Nodding when not speaking, by session and alliance. . . . . . . 95

6.7 Proportion of time speaking, by session and role. . . . . . . . . 95

6.8 Occurrence of self-adaptors, by session and role. . . . . . . . . . 97



LIST OF FIGURES xv

6.9 Occurrence of hand gestures, by session and role. . . . . . . . . 100

7.1 The SAIBA framework for multimodal behavior generation . . . 106

7.2 The Rhythm behavior generation pipeline. . . . . . . . . . . . . 112

7.3 Sample behavior generation for a first conversation with high ther-

apeutic alliance . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

7.4 Sample behavior generation for a fifth conversation with low ther-

apeutic alliance . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

8.1 The Litebody web-based ECA. . . . . . . . . . . . . . . . . . . 122

8.2 A fragment of a sample user-agent conversation, showing Motiva-

tional Interviewing-inspired content. . . . . . . . . . . . . . . . 127

8.3 A fragment of a sample user-agent conversation, showing goal-

setting content. . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

8.4 Decisional Balance at intake. . . . . . . . . . . . . . . . . . . . . 142

8.5 Proportion of participants completing a weekly conversation, by

week and by condition. . . . . . . . . . . . . . . . . . . . . . . . 143

8.6 Working Alliance Inventory (Short Revised) scores, by week and

study condition. . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

8.7 Self-Report of Immediacy Behavior (SRIB) scores, by week and by

study condition. . . . . . . . . . . . . . . . . . . . . . . . . . . . 147

8.8 Gestalt behavioral realism scores, by study condition and by week. 148

8.9 The proportion of participants reporting the agent gazes at them

“too little” or “too much,” by study condition and week. . . . . 149

8.10 The proportion of participants reporting the agent shifts her pos-

ture “too little” or “too much,” by study condition and week. . 151

8.11 The proportion of participants reporting that the agent smiles “too

little” or “too much,” by study condition and week. . . . . . . . 153

8.12 The proportion of participants reporting that the agent nods “too

little” or “too much,” by study condition and week. . . . . . . . 155



xvi LIST OF FIGURES

8.13 The proportion of participants reporting that the agent’s speech

was “too fast” or “too slow,” by study condition and week. . . . 156

8.14 Distribution of behavior items rated as realistic, by condition and

week. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158

8.15 The proportion of participants who report negative, positive, or no

progress on the Stages of Change. . . . . . . . . . . . . . . . . . 160

8.16 Self-reported days of planned brisk walking per week, aggregated

by study condition. . . . . . . . . . . . . . . . . . . . . . . . . . 162

8.17 Negotiated goals for days of walking per week, aggregated by study

condition. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

8.18 The difference between self-reported days of walking and negoti-

ated goals per week, aggregated by study condition. . . . . . . . 165



Chapter 1

Introduction

Consider the problem of designing a computer interface for an application such

as promoting positive health behavior changes (e.g., increased physical activity

or improved diet) in its users. Such behavior change interventions typically

take months or longer to have sustained effectiveness [133], and a computer-

based intervention will not be effective unless users are willing to voluntarily

interact with it over long time periods. An interface should promote strong

user engagement, both to encourage continued usage, and to more directly

improve outcomes, where long-term engagement ) of a user with a computer

interface is defined (following [15]) as the degree of involvement — including

continuity, regularity, and depth of interaction — that a user chooses to have

with a system over time.

The development of computer-based interventions for the promotion of

positive behaviors, and for other behavioral health concerns, has become a

large and growing area of research [138]. Major ongoing public health prob-

lems, such as obesity [59], have a behavioral component, and improvements in

efficacy of interventions that target such behavioral health concerns — even

modest improvements — can potentially have a large real-world impact.

The topic of this dissertation, broadly, is the design of computer interfaces

for applications that require long-term, voluntary interaction, and strong user

engagement. More specifically, I focus on promoting long-term engagement by

simulating some of the behaviors humans might use in long-term face-to-face

1
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conversational interaction — modeling, for example, a computer-based health

intervention on a human health counselor — and I focus on a particular type

of interface that I argue is well-suited for such applications: an Embodied

Conversation Agent. While health behavior change intervention serves as

the primary example within this thesis, other applications may have simi-

lar features, including the broader category of counseling applications (e.g.,

psychotherapy), other applications related to long-term health (e.g., chronic

condition monitoring and management), education and tutoring, and interac-

tive entertainment.

An Embodied Conversational Agent (ECA) is a computer interface de-

signed to interact with its users via simulated face-to-face conversation [37].

They are a subset of the larger category of conversational agents or dialogue

systems: interfaces that interact with users through some form of conversation,

typically natural language, whether spoken or textual. Compared to other di-

alogue systems, ECAs are distinguished by their ability to communicate using

nonverbal behaviors as well as verbal, including hand gestures, head move-

ments, eye gaze, body posture, and facial expressions. An ECA must have an

embodiment, or a representation, whether physical (e.g., a robot) or virtual

(e.g., an animated character). A typical ECA has an embodiment with an

anthropomorphic appearance, and communicates using synthesized or prere-

corded speech, along with synchronized nonverbal behavior produced using

this embodiment.

An ECA can potentially take advantage of richer communication chan-

nels than dialogue systems that lack nonverbal behavior. In face-to-face con-

versation between humans, nonverbal behavior has numerous functions, such

as communication of emotions and affect [110], turn-taking and other con-

versation management [1], establishing and maintaining mutual knowledge

(grounding) [114], and communicating and negotiating relationship status. A

key research problem in the design of an ECA is the generation of behavior,

both verbal and nonverbal, that appears realistic and human-like to users, and
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makes effective and appropriate use of this rich communication channel.

ECAs have been studied in a wide variety of applications: as virtual coun-

selors for health behavior change [13] , as virtual patients for doctors or coun-

selors [87], as virtual tutors [140, 84], as tour guides [16], as participants

in interactive dramas designed for entertainment [106, 44] or for education

[7, 109], and for long-term social engagement and companionship [172, 127].

Many of these applications are examples of long-term, voluntary inter-

action, in which an ECA may be required to have multiple, perhaps many,

conversations with a single user. For instance, a virtual counselor to aid with

smoking cessation may have hundreds of conversations with a smoker over

months or years. An intelligent tutoring system may benefit from engaging

its users in multiple sessions of tutoring, interspersed with homework or other

forms of learning. An interactive drama can be more complex when characters

have multiple interactions with a user.

My goal is to extend previous work on the generation of realistic, human-

like verbal and nonverbal behavior in ECAs into the domain of long-term

interaction and what I will call multi-conversation discourse: interaction con-

sisting of multiple conversations between the same participants (human or

agent), over some period of time, all intended to accomplish parts of the

same task. I attempt to examine, model, and reproduce ways that verbal

and nonverbal behavior may change across multiple conversations. This may

include both systematic changes over time — as participants develop a mu-

tual interaction history — and changes which are associated with changes and

development of the interpersonal relationship between conversation partners.

It is useful to distinguish two different types of changes which may be

studied: systematic changes, which are those changes in verbal and nonverbal

behavior that would occur for all or most dyads given a similar interaction

history and interpersonal relationship, and the development of idiosyncratic

behavior by a dyad over time. This idiosyncratic behavior may be most easily

understood as mutual learning: Conversation partners, during repeated inter-
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action, learn about each other, and this may lead to changes in verbal and

nonverbal behavior over time. They may engage in grounding [46], building

common ground, or mutual knowledge. Their behavior may change as a re-

sult of this learning, from aligning their lexical choices and other linguistic

choices with each other [125] to developing a “language” built of references

to their shared relationship history [54]. As an initial investigation, my focus

is on systematic rather than idiosyncratic changes, as being the most easily

amenable to reproduction in conversation with an ECA.

The majority of prior work on the generation of verbal and nonverbal be-

havior in ECAs is based on the examination of single conversations, isolated

from a larger context, typically involving a previously unacquainted dyad. An

ECA based solely on this work will exhibit similar behavior on its first con-

versation with a user as on its second conversation, or its tenth, or hundredth.

In this work I will attempt to answer research questions this raises: What

systematic changes occur in verbal and nonverbal behavior as human conver-

sation partners engage in multiple interactions? And can we, by modeling

and implementing these dynamic changes in an ECA, create conversational

interfaces that appear more human-like and realistic, and are more engaging

and efficacious in long-term interaction?

A predominant methodology for the design of ECA behavior is to collect

examples of human behavior in which one or more behaviors of interest are

observed; wherein the resulting data can be analyzed to produce a model that

may be implemented in an ECA. I develop an extension of this methodology

in which ECA behavior is designed based on a corpus containing examples of

multi-conversation discourse between participants, in the context of a devel-

oping interpersonal relationship.

Thesis Statement When humans interact in multi-conversation discourse,

their verbal and nonverbal behavior changes in systematic ways, both over

time and in the context of changes in their interpersonal relationship. Mod-



5

eling these behaviors and implementing them within an Embodied Conversa-

tional Agent designed for long-term interaction will increase user engagement

with the agent, and will benefit the user’s perceptions of the agent as realistic

and human-like.

In the remainder of this dissertation, following a review of related work,

I describe the “Exercise Counseling Corpus”: a longitudinal video corpus of

face-to-face conversation designed for the investigation of verbal and nonverbal

behavior in long-term interaction. Based on this corpus, I construct a series of

models that show systematic changes in verbal and nonverbal behavior across

multiple conversations. I describe an implementation of these models in an

Embodied Conversational Agent. Finally, this implementation is evaluated

in a longitudinal randomized controlled trial: I test its effect on user-agent

interpersonal bond — a construct analogous to client-counselor interpersonal

bond in interaction with a human counselor, where it is a mediator of positive

outcomes [104] — and demonstrate that this implementation produces signifi-

cant improvements in interpersonal bond relative to a baseline implementation

which does not incorporate changes over time.





Chapter 2

Background and Related Work

2.1 Social Reactions and Human-like

Behavior in Computer Interfaces

The Computers as Social Actors theory predicts that social effects which occur

in human-human interpersonal interaction can also occur in human-computer

interaction [137, 117]. Nass and colleagues propose that these effects are due

to unconscious and automatic reactions to cues produced by the computer

which resemble the social cues that normally function to manage human-

human interpersonal interaction [119]. They introduced a methodology in

which effects predicted to occur in human-human interaction are replicated

when one of the participants is replaced by a computer. For example, users

were shown to give more positive evaluations of a computer system when the

computer requested an evaluation of itself, compared to when the evaluation

was requested by a different computer [118]. This resembles effects observed

in human-human interaction; people apply “politeness strategies” to avoid

offending their interaction partner.

Since verbal and nonverbal behavior in conversations carry a multitude of

potential social cues, it is expected that an ECA can cause social effects in its

users similar to those caused by a human conversation partner, to the extent

that the ECA’s behavior resembles human behavior. Several researchers have

7
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demonstrated such effects: Hoffmann et al. demonstrated that a politeness re-

sponse (similar to that cited above) can occur when a user is asked to evaluate

an ECA by the agent itself [77]. Rickenberg and Reeves showed that an ECA

that appeared to monitor users during a task caused increased anxiety and

decreased task performance, as would be expected if users were monitored by

a human [141]. Conversational agents have been demonstrated to elicit effects

of perceived ethnicity [99, 113, 11], gender [117, 11], and personality [117]

similar to effects observed in human-human interaction.

In some cases, an ECA has been shown to produce more pronounced social

responses than a corresponding non-embodied interface. Krämer found that

users reported greater willingness to interact with a TV/VCR system using

natural language, and were more likely to use polite forms of address, if the

system presented an embodied interface rather than audio-based or text-based

interfaces [91]. Hone reported that empathic messages may be more effective

at reducing user frustration when delivered by an embodied agent than a

non-embodied interface [78].

However, overall the evidence for a differential effect of an ECA compared

to non-embodied interfaces is mixed. Dehn and van Mulken conducted a

systematic review (which predates the studies cited here) of the effects of

embodiment on user attitudes and behaviors across a variety of application

domains. They argued that the available evidence did not support a conclusion

that the presence of an embodiment had an effect on user behavior, and that

the evidence suggested that the effect of an embodiment on user attitudes was

dependent on the specific embodiment and the specific application domain

[49]. Similarly, Yee et al. conducted a meta-analysis and demonstrated that

the average effect size of embodiment was small, particularly when examining

behavioral rather than subjective outcomes [173].

These results suggest that an ECA that displays human-like verbal and

nonverbal behavior will elicit user responses similar to responses toward the

same behavior in a human conversation partner. However, in general it may
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not be safe to assume that a particular ECA will elicit a particular response,

for at least three reasons. First, the effects of an embodiment may be small

or inconsistent, as argued above. Second, an ECA is unlikely to reproduce

human conversational behavior perfectly, and thus may produce attenuated

or nonexistent social effects. Finally, some social responses to an agent may

be moderated by users’ beliefs about the agent and the nature of its agency,

even in the absence of any observable differences in behavior.

This last point is demonstrated by several experiments which have ex-

plored the effects of manipulating user beliefs about an agent, by informing

users that an agent is either autonomous or controlled by a computer, or a

human-controlled avatar — with no observable differences in behavior. Shecht-

man reported that participants were more likely to respond to behavior by a

computer that impacted their interpersonal goals (e.g., displaying frustration

if the computer appeared to aggressively promote its own decisions) if they

believed it to be a human [150, 151]. Bailenson et al. reported that par-

ticipants who interacted with a virtual character in a virtual reality setting

maintained a smaller interpersonal distance if they believed the character to

be a human-controlled avatar [8].

2.2 Human Behavior in Long-Term

Interaction

2.2.1 Comparison of Friends to Strangers

A simple approach to investigating behavior in long-term interaction is to

compare conversations between friends — participants with a long-term inter-

personal relationship — to conversations between strangers or acquaintances,

who have little or no prior history of interaction or interpersonal relationship.

Any observed differences in conversational behavior may be an indication of

changes that take place over multiple interactions, or of behaviors that are as-
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sociated with differences in interpersonal relationship other than interaction

history.

Studies that take this approach have typically been cross-sectional, com-

paring, for example, pairs of friends to different pairs of strangers. This leads

to a caveat in the findings reported in this section, as cross-sectional studies

have limited ability to distinguish differences between participants (or pairs of

participants, here) from changes over time. In this case, an observed difference

in conversational behavior between friends and strangers could be explained

as either a behavior that changes as people become friends, or a difference that

predicts whether people are likely to become friends and continue interacting,

or a combination of the two.

Planalp and Benson demonstrated that observers were able to discriminate

(with 79% accuracy) audiotaped conversations between friends from conver-

sations between acquaintances. When asked what cues they used, observers

reported that friends referred more often to mutual knowledge, showed higher

content intimacy, sounded more relaxed, interrupted each other more often,

and had more equal distribution of floor time [129]. In a second study, this

set of cues was adapted into a coding system. References to mutual knowl-

edge and references to continuity (past and future conversations) had the

strongest predictive power [128]. As this dissertation is not primarily focused

on the content of conversation, these features are not further examined in this

dissertation; however, the use of both mutual knowledge and references to

continuity were explored in related work by Bickmore [13], which is discussed

in further detail below (Section 2.3.2). Incorporating these findings with the

work presented in this dissertation represents a future area of research.

Cassell et al. compared direction-giving dialogues between friends and be-

tween strangers [40]. Videotapes of these dialogues were transcribed, and

coded for dialogue acts (using a subset of DAMSL [47]), gaze behavior, and

head nods. Strangers used more explicit acknowledgments than friends when

giving or receiving information. Strangers also used more nonverbal behavior
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related to coordination: head nods and mutual gaze were more likely to occur

during acknowledgments.

2.2.2 Greetings and Farewells

Greetings and farewells feature highly complex and ritualized nonverbal be-

havior, which is often specific to a particular culture and social situation

[58]. Other behavior may be more universal: in most cultures recognition

and friendliness are signaled with an “eyebrow flash”: a rapid raising and

lowering of the eyebrows [55]. This behavior would be more likely to occur on

the second and subsequent interactions of a multi-conversation discourse.

In investigating changes in behavior that occur across multiple conversa-

tions, the beginnings and ends of individual conversations may be useful to

examine, as these portions of conversations often include statements that ex-

plicitly reference past and future interactions. For example, statements of

continuity are often included in greetings (e.g., “Good to see you again”), and

in preclosings [145] and farewells (e.g., “See you next week.”).

Riggio et al. examined nonverbal behavior during role-played greetings

[142]. Participants were more likely to use handshakes, hugs, and taps on the

shoulder or arm when greeting a role-played friend, compared to a role-played

acquaintance. Greetings between “friends” were judged by observers as more

intimate.

O’Leary and Gallois examined the last ten turns of conversations, and com-

pared friends to strangers [122]. The end sections of conversations were distin-

guished by characteristic patterns of verbal behavior: information statements

followed by summary statements (which the authors interpreted as ending

the current conversational topic), and continuity and well-wishing statements

(interpreted as signals that the relationship will continue beyond the con-

versation). End sections were also marked by nonverbal behavior, including

mutual smiling and looking away from each other more often than in other
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sections. Friends tended to look away more often than strangers, performed

more grooming behaviors (e.g., brushing hair with fingers), and nodded less

often.

2.2.3 Indicators of Interpersonal Relationship

Separate from the core research questions raised here — how verbal and non-

verbal behaviors change over multiple conversations, as interpersonal relation-

ship changes — a closely related set of research questions ask which features

of verbal and nonverbal behaviors are indicators of various dimension of in-

terpersonal relationship. Perhaps the most studied dimension is immediacy

(described as intimacy, warmth, or closeness), which has been associated with

a wide variety of signals including [5]: closer proximity, direct body orienta-

tion, forward leaning, touch, smiling, head nods, increased and more expressive

gesture, relaxed and open body posture, eye contact and gaze, increased vocal

expressiveness and variability, use of verbal backchannels (e.g., “mm-hmm”),

and movement synchrony and congruence.

Burgoon and colleagues have studied nonverbal indicators of a large num-

ber of possible dimensions of interpersonal relationship, identifying at least

8 dimensions (composure, formality, dominance, equality, task–social orien-

tation, and intimacy, with subdimensions of affection, similarity/depth, and

receptivity/trust) [26, 27]. The associations between nonverbal behavior and

these dimensions is complex, with each dimension typically being conveyed by

a number of different cues [28].

2.2.4 Coordination and Rapport

In general, the examinations of relational indicators discussed above do not

explicitly consider change over time, although some dimensions of relationship

change in fairly predictable ways — for example, intimacy should generally

be higher in previously acquainted dyads.
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Figure 2.1: Relative importance of different components of rapport
(from Tickle-Degnen and Rosenthal, 1990 [162])

A notable exception is the study of rapport. Tickle-Degnen and Rosenthal

propose a model of rapport that deepens over time [161, 162], and consists of

three components: 1. mutual attentiveness, or perceived interest by an inter-

locutor; 2. positivity, or mutual friendliness and caring; and 3. coordination

in interaction. The relative importance of these components is predicted to

vary throughout the course of a relationship, with coordination increasing and

positivity decreasing (Figure 2.1).

Tickle-Degnen and Rosenthal also argue that each component of rapport

can be observed via its correlates in nonverbal behavior. However, these cor-

relates may be context-dependent, and difficult to analyze in terms of discrete

behaviors. A meta-analysis [162] did indicate that a participants’ evaluation

of their partner’s level of positivity was positively associated with the part-

ners’ nonverbal behaviors including forward trunk leaning, smiling, nodding,

direct body orientation, and uncrossed arms.

In a small longitudinal study (6 dyads, 8 sessions each) of speech thera-

pists, Tickle-Degnen and Gavett [160] show some support for a three-stage

model of the development of rapport. In the first two stages (taken to be the

first session, and session 2–4, respectively), observer ratings of positivity were

positively correlated with the therapist’s self-reported rapport with the client.
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However, in the third stage (sessions 5–8), positivity was negatively correlated

with rapport.

Several researchers have examined changes in the coordination component

of rapport. Interactional synchrony — similarity in the rhythm and timing of

behaviors — tends to increase within a single conversation, in cases where

participants and/or observers judge the conversation as having proceeded

smoothly and positively [169, 34]. However, interactions between strangers

are often characterized by “tight” coordination — highly symmetric, regular,

predictable patterns of interaction — whereas dyads with greater familiarity

show “looser” coordination [33].

Some prior work has examined “nonconcious mimicry”, in which a per-

son mimics or matches their conversation partners’ behavior without report-

ing awareness of this mimicry. This work has not explicitly examined change

across multiple conversations, but in some cases has examined associations be-

tween nonconcious mimicry and various relational variables. Chartrand and

Bargh presented a series of studies exploring the “chameleon effect”, or non-

conscious mimicry of conversational behavior including facial expressions and

posture [45]. They demonstrated that participants would mimic the behavior

of confederates who varied their facial expressions and mannerisms (e.g., rub-

bing their face or tapping a foot): participants were observed, for example,

rubbing their face significantly more times per minute when interacting with a

confederate who also did so, and did not report awareness of the confederate’s

behavior. A second study demonstrated a causal link between mimicry and

liking: participants reported more liking of a confederate who mimicked their

behavior compared to a confederate who did not use mimicry, and reported

greater “smoothness” in the interaction with that confederate, again without

reporting awareness of the confederate’s behavior. A third study demonstrated

an association between mimicry and the cognitive aspects of empathy: par-

ticipants high in perspective-taking showed more nonconcious mimicry of a

confederate.
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Similarly, Chartrand and Lakin [95] presented a pair of studies which

demonstrated a causal link between a desire for affiliation and mimicry. Par-

ticipants given a goal to increase affiliation, either through explicit instruction

or through subliminal priming, displayed more mimicry of a confederate’s

face-touching behavior. In a second study, participants who were given an

affiliation goal through subliminal priming and manipulated to perceive fail-

ure to build affiliation with a confederate showed more mimicry in a subse-

quent interaction, relative to participants who perceived they had succeeded

in building affiliation.

2.2.5 Politeness and Familiarity

Brown and Levinson’s theory of politeness [23] argues that speakers in conver-

sation will modify the linguistic style of their speech acts, based on relational

variables including the power of the hearer over the speaker, and the social

distance (closeness) between the speaker and hearer. Speech acts in which

the speaker is attempting to request something of the listener (e.g., “Go for

a walk tomorrow.”) can be made more polite by “hedging” (e.g., “Go for a

walk tomorrow, maybe, if you want to.”) or rephrasing a request to make it

more indirect and ambiguous (e.g., “Tomorrow would be a good day to go for a

walk.”) The theory predicts that speakers will be more polite when addressing

a listener with low familiarity or high power to the speaker. Since familiarity

between conversants would generally increase over time, this theory predicts

that politeness would systematically decrease across multiple conversations.

Brown and Levinson focused on the linguistic content of speech acts; there

has been less work examining nonverbal features and para-verbal features

(e.g., prosody) in the context of politeness.

LaPlante and Ambady showed that observers rated speech as more polite

when speakers were asked to use a positive tone of voice [97], but did not

explore the features of speech that were identified as positive tone of voice.
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Ambady et al. demonstrated that speakers delivering negative content (“bad

news”) were rated by observers as more polite when observers viewed video-

only recordings, compared to audio-only [4]. The authors argue that these

results indicate that politeness is signaled partially by nonverbal cues, but

they did not examine the specific cues involved.

Trees and Manusov examined the effect of nonverbal behavior on polite-

ness strategies in female friendship dyads [164]. Participants either viewed a

video of an interaction in which a speaker delivered a message with mitigating

nonverbal behavior, a similar video with aggravating nonverbal behavior, or

(as a control condition) read a transcript of a similar message. Mitigating

behaviors included a pleasant facial expression (associated with affection or

liking [24]), direct body orientation (associated with rapport [144]), touch and

close proximity (associated with immediacy [5]), and a set of behaviors asso-

ciated with submissiveness (lower power or influence) [25]: raised eyebrows,

tense and closed posture, small gestures, and a softer voice. Conversely, ag-

gravating behaviors included an unpleasant facial expression, non-direct body

orientation, lack of touch, low proximity, lowered eyebrows, a relaxed and

open posture, large gestures, and a loud voice. Aggravating behaviors caused

participants to rate a message as less polite relative to a transcript, while

mitigating behaviors caused speech to be rated as more polite, although with

a smaller effect.

2.3 ECAs Designed for Long-Term

Interaction

A number of researchers have explored the design of ECAs that interact with

users over multiple conversations, ranging from a handful of interactions to

hundreds of interactions spanning months or years.
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2.3.1 Agents with Computational Models of Affect

and Relationship

One approach to creating lifelike behavior in a virtual agent is through the

creation of a computational model of affect (e.g., [66, 61] ), which can produce

an emotional response to an agent’s interaction with a user, an environment,

or another virtual agent. Such a response can influence an agent’s verbal or

nonverbal behavior. For example, certain facial expressions are characteristic

of basic emotions [57], and an agent’s affect model may produce these facial

expressions. A model of affect may also include a concept of interpersonal

relationship, which can produce varying behavior as relationships change.

Prendinger and Ishizuka present an agent that maintains a model of its

social relationships with other agents [130], including dimensions of attitude

[123] and a monotonically increasing dimension of familiarity [23]. This model

is used to choose from a pre-defined set of responses to other agents. In

the BASIC (believable, adaptive, socially intelligent character) model [143],

an agent maintains memory of relationships with other agents, containing a

record of emotional responses.

Kasap et al. [85, 102] discuss the design of “Eva,” a virtual tutoring agent

designed for repeated interaction. Eva maintains a relationship model for each

user (based on Argyle’s 2-dimensional model of friendliness and dominance [6])

as part of a larger affect model. Relationship influences behavior indirectly,

by biasing the agent’s mood, and is updated based on the emotional content

of events during a session.

Cassell and Bickmore [39] discuss “Rea,” an embodied conversational agent

that maintains a dimensional model (depth of familiarity, breadth of familiar-

ity, and solidarity) of its relationship with a user during a conversation. This

model is updated based on the discourse history, with depth of familiarity de-

pendent on the intimacy level of topics that have been discussed. This agent

differs from others discussed here in that Rea actively tries to improve the
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user-agent relationship by selecting conversational moves with an appropriate

level of face threat.

2.3.2 Agents with Behavior Designed to Promote

Long-Term Interaction

Bickmore introduced and explored the concept of “relational agents”: com-

puter agents designed to form long-term social-emotional relationships with

their users [13]. He created an ECA that used various conversational behav-

ior intended to promote an interpersonal relationship with the user, including

small talk [147], humor, empathetic messages, and reciprocal self-disclosure

[3]. Bickmore’s relational agent implementation was focused on identifying

particular messages which, when delivered appropriately during conversation,

would promote a strong user-agent relationship.

Bickmore and colleagues have also explored the design space of ECA be-

haviors intended to support long-term interaction and engagement, using the

novel methodology of a “virtual laboratory” in which an agent has daily in-

teractions with a stable pool of participants for an indefinite period of time

[15]. The agent’s behavior can be modified to easily test the effect of differ-

ent interaction strategies, and self-report and behavioral data on participant

engagement and outcomes can be collected. This system has been used to ex-

plore the effect of variability in the agent’s dialogue, and the effect of including

a first-person or third-person backstory for the agent. To date, this group of

studies does not directly examine differences in nonverbal behavior, but they

do illustrate that small differences in agent behavior (e.g., lexical variability)

can produce measurable differences in user engagement.

Gockley et. al. describe Valerie, an agent designed as a “Roboceptionist”

who could give information to visitors [63]. To provide interest for repeat

interactions, Valerie uses story fragments which are changed weekly; visitors

must interact with her regularly in order to hear the full storyline. Later work
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added additional time-varying behavior, such as daily mood variation [64].

The Companions Project [154, 127, 172] seeks to provide a “lifestyle com-

panion” for senior citizens, capable of engaging users in intermittent, long-term

interaction. The Companions will support activities such as discussing the

users’ likes and dislikes, and discussing personal items such as photographs.

The project focuses on fundamental research in dialogue management, such

as the challenge of providing sufficient and appropriately relevant content for

long-term interaction. Similarly, several researchers have explored the use of

agents able to create episodic memories and refer to them in later conversation

[152, 32, 85, 102].

2.3.3 Agents with Varying Linguistic Style

Walker et. al. describe a framework for generating various speech acts with

appropriate degrees of politeness [168], based on Brown and Levison’s theory

of politeness (Section 2.2.5).

Over the course of a dialogue, interlocutors tend to align their linguistic

choices with each other on many levels [125]. Isard et al. describe a nat-

ural language generation system which can display linguistic alignment by

choosing the surface forms of utterances based on an n-gram model dialogue

history, among other factors such as personality [82]. Buschmeier et al. de-

scribe “SPUD prime,” a microplanner that generates natural language with

alignment, based on a model of priming [29]. While alignment effects may

plausibly occur across multiple conversations, to my knowledge all prior work

on generation with alignment has been in the context of a single interaction.

2.4 Conclusions

There is extensive prior work on the production of realistic verbal and non-

verbal behavior in Embodied Conversational Agents, and there are several

examples of prior work exploring the use of ECAs in long-term interaction. I
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find no prior work that combines these concerns and explores the production

of realistic verbal and nonverbal behavior for ECAs in long-term interaction.

Similarly, prior work on the effect of behavioral realism in ECAs does not

adequately examine the context of long-term interaction.

Prior work on human behavior in face-to-face conversation is the primary

source of information for efforts to produce realistic ECA behavior. Within

this, there are several examples of prior work that explores associations be-

tween verbal and nonverbal behavior and various relational variables; to the

extent that these variables are expected to change over the course of multiple

face-to-face conversations, this work suggests ways that verbal and nonverbal

behavior might change over time. I find, for the purposes of this dissertation,

two major gaps in prior work: First, there are few examples of longitudinal

studies of face-to-face conversation, exploring how behavior changes from one

conversation to the next; the majority of prior work that examines change

over time does so in a cross-sectional manner. Second, there are few examples

of prior work that examines a causal effect of changes in verbal and nonverbal

behavior. Causal inference is inherently difficult when studying human be-

havior in face-to-face conversation, as the most robust way to examine causal

effects is through experimental manipulation, and attempts to manipulate a

chosen set of behaviors (e.g., through the use of trained confederates [45]) can

easily result in unintended changes in behavior as well.

This dissertation attempts to address these gaps in the research literature:

I present a longitudinal observational study of human behavior in face-to-face

conversation, providing information on human behavior in long-term interac-

tion. I describe an approach and proof-of-concept implementation for produc-

ing ECA behavior based on the results of this study, addressing a lack of prior

work on the production of realistic ECA verbal and nonverbal behavior in

long-term interaction. Finally, I present a longitudinal randomized controlled

trial of an ECA based on this work, addressing a lack of prior work on the

effects of realistic ECA behavior in long-term interaction, as well as exploring
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the causal effects of verbal and nonverbal behavior in long-term interaction.





Chapter 3

The Exercise Counseling Corpus

My approach to generating realistic and human-like behavior in an ECA fol-

lows previous work, suitably extended to the context of long-term interaction:

1. Collect a corpus of human-human dyadic face-to-face interaction, which

is appropriate in the sense that it contains examples of human behavior

closely analogous in several ways to the agent behaviors we are interested

in generating including: a) long-term interaction, b) the development of

interpersonal relationships, and c) a topic or goal of conversation relevant

to an application domain of interest for ECAs.

2. Manually annotate various verbal and nonverbal behaviors in the corpus.

3. Create statistical models of the occurrence and features of these behav-

iors.

4. From these models, derive stochastic rules for the generation of behav-

iors, which can be implemented in a conversational agent.

In this chapter, I present the Exercise Counseling Corpus, a corpus of

dyadic conversations designed for the study of verbal and nonverbal behavior

over multiple conversations. The corpus consists of videotapes of conversations

between a behavior change counselor (an exercise trainer) and clients, with up

to six weekly conversations per dyad. It also includes a number of self-report

23
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assessments, from both the counselor and client, the most significant (for the

purposes of this dissertation) being self-reported measures of the counselor-

client interpersonal relationship at each conversation.

The Exercise Counseling Corpus is a longitudinal corpus, containing mul-

tiple weekly conversations between each counselor-client dyad. A longitudinal

corpus allows us to examine changes over time, and to separate them from

differences between individuals. In contrast, a cross-sectional corpus — con-

taining, for example, conversations between strangers and conversations be-

tween (different) previously acquainted dyads — would let us compare dyads

with differing amounts of prior interaction, but would give us less ability to

examine how differences in behavior appear and change over time.

Behavior change counseling was chosen as a promising real-world applica-

tion for conversational agents (e.g. [13]), and an example of an application

in which maintaining realistic and engaging behavior in long-term interaction

with an agent is important for positive outcomes. Behavior change typically

requires long-term interaction and multiple interactions in order to have long-

term effectiveness [133]. In most cases, a user’s participation in behavior

change counseling will be at least partly voluntary1, so it is critical that his

or her engagement and desire to continue participating be maintained.

Behavior change counseling is also an example of an application in which

differences in the strength and quality of participants’ interpersonal relation-

ship are both predictive of outcomes, and may be predictive of differences

in conversational behavior. The counselor-client interpersonal relationship is

well-studied, and a strong rapport between counselor and client is associated

with positive outcomes [80, 104].2 Well-defined constructs for describing and

1Clients in the corpus collection study were compensated for their time (Section 3.1) and
their participation was therefore not completely voluntary. Their engagement and desire to
continue may have been influenced by this compensation, as may the counselor’s motivation
to build and maintain engagement. However, I note that the compensation was not large
and was partly balanced by requirements for clients to complete experimental tasks aside
from participation in counseling (e.g., questionnaires and other assessments).

2The evidence that rapport and therapeutic alliance are predictive of positive outcomes
is strongest when applied to psychotherapy, and this association is less well-studied as
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assessing the counselor-client relationship have been developed, and exten-

sively validated measures are available (see Section 3.2.2). There has been

research interest in verbal and nonverbal behavior that may be related to the

development of this relationship (e.g., [160]).

3.1 Procedure

A single counselor (a female graduate student who is a certified exercise

trainer) completed all conversations. The counselor attempted to encourage

each client to increase his or her daily activity. She was instructed to suggest

brisk walking as an activity, as this was readily assessed with a pedometer.

However, the counselor was allowed to suggest alternate or additional activities

as she felt appropriate. It was suggested that sessions be brief (10–15 min-

utes), but otherwise allow the counselor to conduct the sessions as dictated

by her training and experience. The full instructions given to the counselor

are included in Appendix A.

Clients were recruited through flyers and classified ads. To ensure that

the conversations represented a meaningful task, potential clients who were

already exercising regularly were excluded (assessed by a Stage of Change

questionnaire [103] at the time of recruitment). Clients were asked to complete

six sessions at approximately one week intervals. They were told that they

would be talking about physical activity, and that the counselor would try to

encourage them to increase their daily physical activity, but otherwise were

not informed of the content of the conversation. Clients were paid $10 per

session; payment was not contingent on completing all six sessions.

Both the clients and the counselor were informed that the conversations

would be videotaped, and that the resulting videos would be examined after-

wards. They were not told what specific behaviors would be examined, and

were not informed of either specific hypotheses or general research questions.

applied to physical activity promotion specifically and to health behavior change in general.
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Figure 3.1: A counselor-client conversation in the Exercise Counseling Cor-
pus.

No attempt was made to disguise or obscure the recording equipment, and

cameras and microphones were clearly visible to all participants.

All conversations were conducted in a small laboratory room. Two identi-

cal standard office chairs were placed facing each other, with a small, approx-

imately knee-high table between them. The wheels of the chairs were locked

so they could not easily be rolled, in order to keep them positioned in front

of the cameras, but the chairs could be rotated freely. The client was seated

first in every session, and was always seated in the chair facing the door.

Figure 3.1 shows an example frame of video from the corpus. The counselor

is visible in the upper right and bottom left quadrants, while the client is

visible in the upper left and bottom left (facing away from the camera, in the

bottom left). The bottom right quadrant was blank in all recordings, as three

cameras were used, which were then combined into a single recording using a
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4-input video mixer.

Videotaping began when the counselor entered the room and sat in the fac-

ing chair, and continued until the conversation completed and the counselor

left the room. The conversation was ended, in all sessions, by the participants,

and the participants were not prompted to end the conversation in any way.

The client remained in the room following the conversation in order to com-

plete various assessments (Section 3.2), and the counselor and client had no

interaction outside of the conversation.

3.2 Measures

The exercise counseling corpus is intended to be suitable for examining sys-

tematic changes over time in conversational behavior, including behavior that

varies simply with the amount of prior interaction, and behavior that is also

associated with changes in the attitude of the participants toward their inter-

personal relationship, and the task of the conversation. These attitudes will

likely vary over time, but cannot be assumed to have a systematic or simple

linear association with the amount of prior interaction.

At various points in the collection of the corpus (Table 3.1), a number

of measures of these attitudes and other possible predictors of conversational

behavior were collected, including trait measures of the participants (Sec-

tion 3.2.1), self-report measures of interpersonal relationship (Sections 3.2.2

and 3.2.3), and both self-report and behavioral measures of the task outcome

(Section 3.2.4). While several measures were collected at every session, some

were collected only on alternating sessions (Stage of Change and Decisional

Balance); this choice was made in order to reduce the overall length and effort

required for clients’ participation.
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Assessment
Session

1 2 3 4 5 6

Personality (BFI) X
Attachment (ECR-R) X

Stage of Change X
Decisional Balance X

Steps Walked (pedometer) X X X X X
Before Conversation

After Conversation
Therapeutic Alliance (WAI-SR) X X X X X X

Thought-Listing X X X X X X
Stage of Change X X X

Decisional Balance X X X
Trust X X X X X X

Table 3.1: Schedule of Assessments

3.2.1 Trait Measures

Both the counselor and all clients completed assessments of trait measures

prior to the first conversation. As an overall assessment of personality, both

completed the Big Five Inventory (BFI) [83], based on the five-factor model

of personality [53].

Adult attachment style has been shown to be predictive of nonverbal be-

havior in conversation, particularly in close relationships [165, 98]. To assess

attachment style, the revised Experiences in Close Relationships (ECR-R)

questionnaire [60] was used.

3.2.2 Therapeutic Alliance

Therapeutic alliance, also called working alliance, is a model of interpersonal

relationship specific to counselor-client relationships. Bordin [20, 19] devel-

oped a concept of therapeutic alliance which includes three parts: goal, or

agreement between counselor and client on the desired overall outcome of

counseling; task, or agreement on the actions taken during counseling; and

the interpersonal bond or rapport and trust between counselor and client. The
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goal, task, and bond components may be assessed individually or combined

as an overall measure of the strength of alliance.

Several reliable and validated instruments to assess therapeutic alliance

have been developed, including the Working Alliance Inventory (WAI) [79]

and the Penn Helping Alliance Questionnaire (HAQ) [101]. These and similar

instruments have been widely used in prior research, and overall, a strong

therapeutic alliance has been shown to be predictive of positive outcomes in

counseling [80, 104].

In the exercise counseling corpus, therapeutic alliance was assessed sep-

arately by the counselor and client immediately following each conversation.

Both completed the short revised Working Alliance Inventory (WAI-SR) [75],

an abbreviated (12-item) version of the original (36-item) Working Alliance

Inventory. In order to make the assessment appropriate for the more general

domain of counseling rather than psychotherapy alone, I modified the WAI-

SR slightly, replacing the words “therapy” and “therapist” with “counseling”

and “counselor.” The modified questionnaires are included in Appendix A.

3.2.3 Trust

While therapeutic alliance, as measured by the WAI-SR and similar assess-

ments, is an integrative concept of interpersonal relationship, I am also inter-

ested in assessing momentary changes in interpersonal relationship, during a

conversation, and identifying specific moments at which the relationship may

have changed.

Following each conversation, the client watched a videotape of the conver-

sation, while indicating (by pointing to a paper rating scale) points at which

his or her trust in the counselor increased or decreased. Each of these replays

was itself videotaped. Figure 3.2 shows an example frame of video from a

trust assessment. The client is visible in the upper left quadrant, the replay of

the conversation is visible in the lower left quadrant, and the trust instrument
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Figure 3.2: A participant in the Exercise Counseling Corpus completing a
retrospective review of a conversation to assess moment-to-moment trust.

is visible in the upper right quadrant. The bottom right quadrant was blank

in all recordings, as three cameras were used, which were then combined into

a single recording using a 4-input video mixer.

The continuous trust measure has not yet been analyzed due to time lim-

itations, and is not included in the following discussion or elsewhere in this

dissertation. It may be examined in future work, to attempt to identify behav-

ior associated with particular points at which counselor-client trust changes.

3.2.4 Task Outcome Measures

The stated purpose of the conversations, for both the counselor and the client,

was to discuss (and intervene on) the clients’ daily physical activity. The suc-

cess or failure of this shared task may potentially be associated with differences

in conversational behavior. I assessed both the clients’ behavior (the amount
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of daily physical activity performed) and their attitudes toward physical ac-

tivity.

All clients were issued pedometers (Omron HJ-720ITC) at the time of

intake, and asked to wear them as much as possible. The pedometers recorded

an estimated count of total steps walked per day, as a measure of overall

physical activity. The recorded step data was made available to the counselor

prior to each conversation after the initial session.

Attitudes toward physical activity were assessed based on constructs drawn

from the Transtheoretical Model of Behavior Change [132, 134, 133], a widely-

used theoretical model of health behavior change. Decisional balance [121]

assesses the subjective importance a client places on the positive implications

(pros) and negative implications (cons) of a hypothetical behavior change.

Stage of Change [103] is one of: Precontemplation (not actively considering

a change); Contemplation (considering a change, but not intending or com-

mitted to any action); Preparation (intending to take action); Action (in the

process of changing behavior); and Maintenance (in which a client has changed

his or her behavior and is working to prevent relapse). Both were assessed at

intake, and following the second, fourth, and final conversations.

3.2.5 Cognitive Inventory

The thought-listing procedure [31, 30] is a semi-structured self-report instru-

ment for obtaining participants’ cognitive responses to a stimulus. Partici-

pants are given a sheet of paper divided into boxes, but otherwise blank, and

asked to write whatever thoughts they have about the stimulus as quickly as

possible, with one thought per box.

Both the clients and counselor completed (separately) a thought-listing

following each conversation. They were given a two minute time limit, and

asked to write any thoughts related to the conversation, physical activity, or

their conversational partner (the counselor or the client).
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3.3 The Corpus

Six clients (5 female), were recruited. Of this group, five completed all six

weekly sessions, while the remaining client chose to withdraw from the study

following the second session, without citing a specific event or cause. Including

all clients, 32 sessions were conducted, with a total of 500.25 minutes (approxi-

mately 8.3 hours) of videotaped conversations, an equal duration of videotaped

conversation replays (collected for the trust assessment), and 101,493 words

of spoken dialogue.

The duration of individual conversations varied widely, ranging from 7.8

to 24.6 minutes (mean 15.6, SD 4.2). Much of this variation was between

dyads, with the mean conversation duration per-dyad ranging from 12.5 to

19.6 minutes. Conversations tended to be longer in earlier sessions: the mean

duration of an initial conversation was 17.9 minutes, dropping to 13.7 minutes

for a final conversation.

I examined this trend with a random-slope mixed-effect linear regression

model. The duration in minutes yij for session i and dyad j is:

yij = β0 + u0j + β1ti + u1jti + εij

u0j
iid∼ N(0, σ2

0)

u1j
iid∼ N(0, σ2

1)

εij
iid∼ N(0, σ2

ε )

(3.1)

where ti is the number of previous conversations (zero at the first session).

Table 3.2 shows the result of a restricted maximum likelihood fit of this

model, using the lme4 package [10] in R [136]. Confidence intervals were

constructed from a parametric bootstrap with 500 replications. There is a

significant linear trend toward shorter conversations in later sessions, at a

rate estimated at slightly over one minute per session (β1 = −1.2, 95% CI

[-1.8, -0.5]), and this trend is consistent across different dyads: while there

is substantial variability between dyads in the mean duration of a conversa-

tion (σ2
0 = 2.7, 95% CI [0.0, 4.8]), there is very little variability in the rate
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Figure 3.3: Durations of conversations, shown separately by dyad. Dashed
lines indicate a linear trend fit by a random-slope mixed effect linear regression
model.

Parameter Estimate 95% CI

Fixed Effects
Intercept β0 18.2 [15.1, 21.1]
Sessions β1 -1.2 [-1.8, -0.6]

Random Effects (dyads)
Intercept σ2

0 2.7 [0.0, 4.8]
Sessions σ2

1 0.0 [0.0, 0.8]
Residual σ2

ε 2.8 [2.0, 3.6]

Table 3.2: Random-slope regression model fit to a linear trend on conver-
sation durations. Confidence intervals are estimated from a parametric boot-
strap (500 replicates).

of decrease (σ2
1 < 0.001, 95% CI [0.0, 0.8]). Note, however, that the estima-

tion of between-dyad variability in this model is poor, indicated by the wide

confidence intervals, which include zero.

3.4 Descriptive Summary of Measures

3.4.1 Trait Measures

The personality assessments of the clients were compared to population norms

[157]. All clients were within one standard deviation of the estimated popu-
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Figure 3.4: Personality assessments of clients at the time of intake. The
overlaid intervals indicate population norms: one standard deviation above or
below the population mean, as reported in [157].

lation mean on all dimensions of the Big 5 personality model (Figure 3.4).

Assessments of attachment style were also compared to population norms

(Figure 3.5)footnoteThe illustrated population means are reported at http://

internal.psychology.illinois.edu/~rcfraley/measures/ecrr.htm. Here,

the clients’ scores were overdispersed, showing high variance relative to the

larger population: 5 of 6 clients were between one and two standard deviations

of the estimated population mean. However, the mean of the clients’ scores

was near the estimated population mean.

3.4.2 Therapeutic Alliance

The clients reported high therapeutic alliance overall: the mean WAI-SR score

was 4.33 (SD 0.57) on a 1–5 scale. The counselor reported weaker and more

variable therapeutic alliance (mean 3.29, SD 0.88). Much of the variability

in the counselor’s report was between different dyads, with the counselor’s

per-dyad mean WAI-SR score ranging from 2.08 to 4.33. The clients had less

between-dyads variability, ranging from 3.76 to 4.78.

Both the clients and the counselor reported increased therapeutic alliance

http://internal.psychology.illinois.edu/~rcfraley/measures/ecrr.htm
http://internal.psychology.illinois.edu/~rcfraley/measures/ecrr.htm
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Figure 3.5: Attachment style assessment of clients at the time of intake. The
overlaid ellipses indicate population norms: one and two standard deviations
away from the population mean.

in later sessions. The mean WAI-SR score reported by a client was 3.71

for a first session (SD 0.47), increasing to 4.68 for a final session (SD 0.38).

Similarly, the mean score reported by the counselor was 2.60 in a first session

(SD 0.60) and increased to 3.83 in a final session (SD 0.86).

I examined this trend by fitting random-slope mixed-effect linear regression

models to the counselor’s and clients’ WAI-SR scores, separately. Except for

the outcome variable, these models are identical to the model used to examine

conversation durations (3.1).

Table 3.3 and Table 3.4 give the results of restricted maximum likelihood

fits of this model, using the lme4 package [10] in R [136]. Confidence intervals

were constructed from a parametric bootstrap with 500 replications. For both

the clients and the counselor, there is a significant linear trend toward higher

reported therapeutic alliance in later conversations. The slope of this trend

is similar for the clients (β1 = 0.17, 95% CI [0.10, 0.23]) and the counselor

(β1 = 0.15, 95% CI [0.03, 0.27]). While there is substantial variability between

dyads in the mean reported therapeutic alliance, particularly for the counselor

(σ2
0 = 0.62, 95% CI [0.00, 1.12]), the rate of increase has less variability for
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Figure 3.6: Therapeutic alliance, self-reported by clients and counselor,
shown separately by dyad. The lines indicate linear trends fit by random-
slope mixed-effect regression models.

Parameter Estimate 95% CI

Fixed Effects
Intercept β0 3.92 [3.58, 4.28]
Sessions β1 0.17 [0.10, 0.23]

Random Effects (dyads)
Intercept σ2

0 0.38 [0.00, 0.68]
Sessions σ2

1 0.00 [0.00, 0.10]
Residual σ2

ε 0.32 [0.22, 0.40]

Table 3.3: Random-slope regression model fit to a linear trend on clients’
reported therapeutic alliance (WAI-SR). Confidence intervals are estimated
from a parametric bootstrap (500 replicates).

both clients (σ2
1 = 0.00, 95% CI [0.00, 0.10]) and for counselor (σ2

1 = 0.06,

95% CI [0.00, 0.18]). However, the estimation of between-dyad variability in

these models is poor, with wide confidence intervals.

3.4.3 Task Outcome Measures

Figure 3.7 shows the clients’ self-reported Stage of Change for the uptake of

regular physical activity, as assessed at intake and after every other session.

All but one began in the contemplation (C) or preparation (P) stages, and all

but one advanced one or more stages by the end of their participation in the
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Parameter Estimate 95% CI

Fixed Effects
Intercept β0 2.86 [2.24, 3.52]
Sessions β1 0.15 [0.03, 0.27]

Random Effects (dyads)
Intercept σ2

0 0.62 [0.00, 1.12]
Sessions σ2

1 0.06 [0.00, 0.18]
Residual σ2

ε 0.58 [0.40, 0.73]

Table 3.4: Random-slope regression model fit to a linear trend on the coun-
selor’s reported therapeutic alliance (WAI-SR). Confidence intervals are esti-
mated from a parametric bootstrap (500 replicates).
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Figure 3.7: Stage of Change for physical activity, self-reported by
clients at intake, and following the second, fourth, and last sessions.
PC=precontemplation, C=contemplation, P=preparation, A=action.

study.

Figure 3.8 shows the clients’ self-reported decisional balance, also assessed

at intake and after every other session. While there is no clear and consistent

trend of change across time, I note that with a single exception (dyad 5), all

clients reported placing consistently higher importance on pros than cons, and

that this difference either remained the same or increased across sessions.
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Figure 3.8: Decisional Balance for physical activity, self-reported by clients
at intake, and following the second, fourth, and last sessions.

3.4.4 Behavioral Measures

Due to a technical problem, the recorded pedometer data was not accessible

following the study, and is not analyzed here.

3.4.5 Cognitive Inventory

A total of 440 “thoughts” were reported in the thought-listing tasks following

each conversation, with a mean of 6.9 per participant per session (SD 2.9).

The counselor tended to report more thoughts per session (mean 9.0, SD 2.6)

than the clients (mean 4.8, SD 1.2).

Participants frequently reported thoughts relating to the content of the

conversations, and the counselor often reported thoughts about the quality of

interaction (e.g., “good flow of conversation”). However, with only two excep-

tions, (“doesn’t always look me in the eye,” and “[the counselor] was very nice

and had good eye contact”), no participants reported any thoughts directly

relating to any of the specific verbal or nonverbal behaviors studied here. No

other thoughts were reported that appeared to be conscious assessments of

specific verbal and nonverbal behaviors.
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Further analyses of the cognitive inventories was not performed due to time

constraints. Future work may explore using this information to separate the

conversations in the corpus along various dimensions (e.g., into “successful”

and “unsuccessful” conversations), in order to examine conversational behav-

ior associated with these dimensions.

3.5 Correlations Between the Measures

As an exploratory analysis, I computed pairwise correlations between several

of the measures assessed during the collection of the corpus. Most measures

were assessed several times per dyad: either every session (in the case of

therapeutic alliance) or every other session (in the case of the task outcome

measures). Ordinary Pearson correlation is not an appropriate measure of

association, as it is based on the assumption that observations at each instance

of measurement are independent [18], whereas here observations are grouped

by dyad. Common alternatives to Pearson correlation, such as Spearman

rank correlation, relax other assumptions (e.g. linearity) but also assume

independence of observations and are similarly inappropriate.

Depending on the research question of interest, there are multiple correla-

tions that may be reported for this type of longitudinal data. I give three for

each pair (X, Y ) of variables: (a) correlations between dyads, testing whether

the dyad-mean value of X is correlated with the dyad-mean value of Y , (b) cor-

relations between sessions (within dyads), controlling for the overall correla-

tion at the dyad level, and (c) total correlation of X and Y measured at the

same session, including both between-dyad and within-dyad correlation. The

first measure of correlation is similar to a näıve Pearson correlation on dyad

mean values, while the last measure is similar to a näıve Pearson correlation

on all observations, ignoring grouping.

All three correlations are estimated simultaneously by fitting a bivariate

mixed-effect model to the observations [73]. This model assumes that dyad
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means for X and Y are drawn from a bivariate normal distribution, and

that each per-session observation is drawn from a second bivariate normal

distribution, centered on the dyad mean. For observations xij and yij of dyad

i and session j: xij
yij

 iid∼ Normal

uxi
uyi

 ,

 σ2
x σxy

σxy σ2
y


uxi
uyi

 iid∼ Normal

µx
µy

 ,

 ς2x ςxy

ςxy ς2y

 (3.2)

where µx, µy are the population means of x and y, µxi, µyi are the per-dyad

means for dyad i, σ2
x, σ

2
y, σxy and the within-dyad variances and covariance,

and ς2X , ς
2
y , ςxy are the between-dyad variances and covariance. The three cor-

relations of interest can now be estimated as:

rdyad =
ςxy
ςxςy

rsession =
σxy
σxσy

rtotal =
ςxy + σxy√

ς2x + σ2
x +

√
ς2y + σ2

y

(3.3)

For each pair of variables, the restricted maximum likelihood fit was com-

puted using the nlme package [126] and R [136]. Confidence intervals and

p-values were estimated with a residuals-resampling bootstrap, which is ro-

bust against violations of normality [36].

3.5.1 Therapeutic Alliance

Table 3.5 gives the correlations between counselor and client assessments of

therapeutic alliance, reported separately for the three components of thera-

peutic alliance (goal, task, and bond), and for the overall alliance. In all cases,

there is a positive estimated correlation at the dyad level. However, this cor-

relation is not near significance in any case; this is expected, as the corpus has

a small sample size at the dyad level and is therefore underpowered to detect

between-dyad correlation.
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r 95% CI p

Overall
Dyad 0.59 [-0.85, 1.00] 0.216

Session 0.36 [0.03, 0.65] 0.036*
Total 0.47 [0.03, 0.76] 0.036*

Goal
Dyad 0.68 [-0.97, 1.00] 0.204

Session -0.01 [-0.33, 0.30] 0.940
Total 0.25 [-0.21, 0.57] 0.300

Task
Dyad 0.54 [-0.94, 1.00] 0.336

Session 0.09 [-0.16, 0.37] 0.528
Total 0.31 [-0.27, 0.72] 0.252

Bond
Dyad 0.61 [-0.97, 1.00] 0.256

Session 0.53 [0.28, 0.76] 0.004**
Total 0.55 [0.24, 0.80] 0.002**

Table 3.5: Correlations between counselor and client assessments of ther-
apeutic alliance. Confidence intervals and p-values are estimated from a
residuals-resampling bootstrap (500 replicates).
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Figure 3.9: Correlations between counselor and client overall therapeutic
alliance assessments. The plots show dyad mean values (Dyad), dyad-mean-
adjusted values (Session), and raw values (Total), respectively.
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Figure 3.10: Correlations between counselor and client therapeutic alliance
goal assessments. The plots show dyad mean values (Dyad), dyad-mean-
adjusted values (Session), and raw values (Total), respectively.
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Figure 3.11: Correlations between counselor and client therapeutic alliance
task assessments. The plots show dyad mean values (Dyad), dyad-mean-
adjusted values (Session), and raw values (Total), respectively.
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Figure 3.12: Correlations between counselor and client therapeutic alliance
bond assessments. The plots show dyad mean values (Dyad), dyad-mean-
adjusted values (Session), and raw values (Total), respectively.

On the overall assessment of alliance, there is a significant within-dyad

correlation (r = 0.36, p = 0.018) as well as a significant total correlation

(r = 0.47, p = 0.024). Counselor and client assessments of alliance are signifi-

cantly positively associated at the session level: the counselor tended to give

high (and low) assessments in the same session as the client, even when ac-

counting for between-dyad differences. Figure 3.9 illustrates this result. How-

ever, inspection of the individual components of therapeutic alliance shows

that there is no evidence of significant correlation at either the dyad or ses-

sion level for the goal (Figure 3.10) or task (Figure 3.11) components. The

reported overall association is due only to the bond component (Figure 3.12),

where counselor and client assessments have significant within-dyad correla-

tion (r = 0.53, p = 0.002) and total correlation (r = 0.55, p = 0.002).

3.5.2 Therapeutic Alliance and Conversation Duration

Table 3.6 gives the correlations between conversation durations and assess-

ments of therapeutic alliance, shown separately for counselor and client as-

sessments, and for overall alliance and the three components (goal, task, and
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r 95% CI p

Client

Overall
Dyad 0.58 [-0.98, 1.00] 0.284

Session -0.42 [-0.70, -0.11] 0.004**
Total 0.20 [-0.45, 0.67] 0.520

Goal
Dyad 0.78 [-0.99, 1.00] 0.240

Session -0.28 [-0.60, 0.10] 0.160
Total 0.16 [-0.31, 0.60] 0.416

Task
Dyad 0.65 [-0.59, 1.00] 0.108

Session -0.41 [-0.68, -0.09] 0.024*
Total 0.33 [-0.37, 0.78] 0.212

Bond
Dyad 0.35 [-1.00, 1.00] 0.629

Session -0.43 [-0.68, -0.10] 0.012*
Total 0.01 [-0.55, -.60] 0.938

Counselor

Overall
Dyad 0.54 [-0.80, 1.00] 0.124

Session -0.30 [-0.64, 0.04] 0.076
Total 0.25 [-0.35, 0.60] 0.225

Goal
Dyad 0.46 [-0.42, 1.00] 0.140

Session -0.17 [-0.49, 0.13] 0.212
Total 0.30 [-0.21, 0.73] 0.172

Task
Dyad 0.60 [-0.66, 1.00] 0.132

Session -0.22 [-0.56, 0.16] 0.228
Total 0.20 [-0.30, 0.58] 0.260

Bond
Dyad 0.67 [-0.87, 1.00] 0.160

Session -0.40 [-0.78, -0.04] 0.028*
Total 0.11 [-0.38, 0.48] 0.480

Table 3.6: Correlations between conversation durations and assessments of
therapeutic alliance. Confidence intervals and p-values are estimated from a
residuals-resampling bootstrap (500 replicates).
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Figure 3.13: Correlations between conversation durations and client overall
therapeutic alliance assessments. The plots show dyad mean values (Dyad),
dyad-mean-adjusted values (Session), and raw values (Total), respectively.
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Figure 3.14: Correlations between conversation durations and counselor
overall therapeutic alliance assessments. The plots show dyad mean values
(Dyad), dyad-mean-adjusted values (Session), and raw values (Total), respec-
tively.
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r 95% CI p

Dyad 0.36 [-0.94, 1.00] 0.388
Session -0.40 [-0.70, 0.08] 0.100
Total 0.07 [-0.49, 0.48] 0.976

Table 3.7: Correlations between assessments of decisional balance pros
and cons. Confidence intervals and p-values are estimated from a residuals-
resampling bootstrap (500 replicates).

bond). In all cases, there is a positive estimated correlation at the dyad level;

i.e., dyads with longer conversations on average tended to report strong al-

liance on average. However, the correlation is not statistically significant; as

above, the sample size of the corpus is small and it is underpowered.

At the session level, however, there is a significant negative correlation

between conversation duration and overall therapeutic alliance reported by

the client (r = −0.42, p = 0.004). Figure 3.13 illustrates this relationship:

conversations that were longer than average for a particular dyad tended to

have lower assessments of overall therapeutic alliance by the client. There are

similar negative correlations at the session level for that task (r = −0.41, p =

0.024) and bond (r = −0.43, p = 0.012) components, and a similar but weaker

negative correlation (which is not statistically significant) for the goal compo-

nent (r = −0.28, p = 0.160).

There were similar but weaker negative correlations between conversation

durations and the therapeutic alliance reported by the counselor (Figure 3.14).

However, the correlation is significant only for the bond component (r =

−0.40, p = 0.028), and near-significant for the overall alliance assessment (r =

−0.30, p = 0.076).

3.5.3 Decisional Balance

I tested for correlations between client assessments of decisional balances pros

and cons toward regular exercise (assessed at intake, and following the sec-

ond, fourth, and sixth sessions). Results are shown in Table 3.7 and Fig-
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Figure 3.15: Correlations between assessments of decisional balance pros
and cons. The plots show dyad mean values (Dyad), dyad-mean-adjusted
values (Session), and raw values (Total), respectively.
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Figure 3.16: Correlations between client assessments of therapeutic alliance
and decisional balance pros. The plots show dyad mean values (Dyad), dyad-
mean-adjusted values (Session), and raw values (Total), respectively.

ure 3.15. There is a near-significant negative correlation at the session level

(r = −0.40, p = 0.100); clients tended to report higher importance on the

pros when they imported lower importance on cons, relative to their average

assessments.

To explore possible associations between therapeutic alliance and attitudes
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r 95% CI p

Client

Overall
Dyad 0.79 [-0.99, 1.00] 0.47

Session 0.39 [0.01, 0.71] 0.040*
Total 0.52 [0.00, 0.81] 0.050*

Goal
Dyad 0.99 [-0.97, 1.00] 0.204

Session 0.46 [0.00, 0.77] 0.050*
Total 0.53 [0.13, 0.80] 0.008**

Task
Dyad 0.75 [-0.99, 1.00] 0.356

Session 0.32 [-0.13, 0.78] 0.160
Total 0.57 [-0.10, 0.86] 0.104

Bond
Dyad 0.42 [-0.99, 1.00] 0.732

Session 0.29 [-0.14, 0.65] 0.164
Total 0.31 [-0.18, 0.64] 0.244

Counselor

Overall
Dyad 0.66 [-0.98, 1.00] 0.320

Session 0.20 [-0.25, 0.55] 0.336
Total 0.44 [-0.19, 0.77] 0.140

Goal
Dyad 0.58 [-0.96, 1.00] 0.176

Session 0.27 [-0.14, 0.59] 0.188
Total 0.50 [-0.05, 0.87] 0.076

Task
Dyad 0.80 [-0.98, 1.00] 0.389

Session 0.13 [-0.40, 0.55] 0.605
Total 0.35 [-0.25, 0.67] 0.281

Bond
Dyad 0.98 [-0.98, 1.00] 0.425

Session 0.19 [-0.23, 0.54] 0.357
Total 0.30 [-0.21, 0.65] 0.200

Table 3.8: Correlations between decisional balance pros and assessments of
therapeutic alliance. Confidence intervals and p-values are estimated from a
residuals-resampling bootstrap (500 replicates).
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Figure 3.17: Correlations between counselor assessments of therapeutic al-
liance and client assessments of decisional balance pros. The plots show dyad
mean values (Dyad), dyad-mean-adjusted values (Session), and raw values
(Total), respectively.
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Figure 3.18: Correlations between client assessments of therapeutic alliance
and decisional balance cons. The plots show dyad mean values (Dyad), dyad-
mean-adjusted values (Session), and raw values (Total), respectively.
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r 95% CI p

Client

Overall
Dyad 0.15, [-0.99, 1.00] 0.828

Session 0.01 [-0.41, 0.43] 0.960
Total 0.07 [-0.39, 0.48] 0.832

Goal
Dyad 0.39 [-0.99, 0.99] 0.888

Session -0.12 [-0.52, 0.34] 0.624
Total -0.05 [-0.50, 0.34] 0.752

Task
Dyad 0.31 [-0.99, 1.00] 0.652

Session 0.16 [-0.16, 0.46] 0.304
Total 0.24 [-0.25, 0.61] 0.368

Bond
Dyad -0.19 [-0.99, 0.99] 0.828

Session 0.01 [-0.40, 0.45] 0.956
Total -0.05 [-0.45, 0.45] 0.864

Counselor

Overall
Dyad 0.95 [-0.37, 1.00] 0.076

Session -0.35 [-0.71, 0.18] 0.164
Total 0.25 [-0.38, 0.56] 0.548

Goal
Dyad 0.77 [-0.40, 1.00] 0.120

Session -0.15 [-0.49, 0.26] 0.472
Total 0.44 [-0.22, 0.74] 0.200

Task
Dyad 0.99 [-0.74, 1.00] 0.124

Session -0.28 [-0.72, 0.29] 0.336
Total 0.16 [-0.47, 0.50] 0.856

Bond
Dyad 0.99 [-0.99, 1.00] 0.293

Session -0.40 [-0.72, 0.13] 0.104
Total -0.04 [-0.56, 0.39] 0.665

Table 3.9: Correlations between decisional balance cons and assessments of
therapeutic alliance. Confidence intervals and p-values are estimated from a
residuals-resampling bootstrap (500 replicates).
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Figure 3.19: Correlations between counselor assessments of therapeutic al-
liance and client assessments of decisional balance cons. The plots show dyad
mean values (Dyad), dyad-mean-adjusted values (Session), and raw values
(Total), respectively.

toward regular exercise in the corpus, I tested for correlations between coun-

selor and client assessments of therapeutic alliance and client assessment of

decisional balance pros and cons. These assessments were not performed at

the same time points: therapeutic alliance was assessed following each weekly

conversation, while decisional balance was assessed at intake (before the first

conversation), and following the second, fourth, and sixth conversations. For

simplicity, the reported correlations ignore therapeutic alliance assessments

from the third and fifth conversation, and treat the intake assessment of deci-

sional balance as paired with the first conversation assessment of therapeutic

alliance.

Table 3.8 shows correlations with client assessments of decisional balance

pros. Stronger reported overall therapeutic by the client is significantly cor-

related with higher importance placed on the pros of regular exercise (Fig-

ure 3.16) at both the session level (r = 0.39, p = 0.04) and in total (r = 0.52,

p = 0.05). Of the components of therapeutic alliance, only the goal com-

ponent is significantly correlated, although both task and bond have trends
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r 95% CI p

Pros
Dyad 0.44 [-0.96, 1.00] 0.316

Session 0.32 [-0.21, 0.67] 0.220
Total 0.38 [-0.07, 0.75] 0.108

Cons
Dyad 0.41 [-0.99, 1.00] 0.564

Session -0.12 [-0.52, 0.34] 0.616
Total 0.11 [-0.48, 0.50] 0.760

Table 3.10: Correlations between assessments of decisional balance and stage
of change. Confidence intervals and p-values are estimated from a residuals-
resampling bootstrap (500 replicates).

in the same direction. The counselor’s assessment of therapeutic alliance is

not significantly correlated with assessments of decisional balance pros (Fig-

ure 3.17).

Table 3.9 show correlations with client assessments of decisional balance

cons. There is no significant correlation, either for the client’s assessment

of therapeutic alliance (Figure 3.18) or for the counselor’s assessment (Fig-

ure 3.19). Note that there is a very high (and near-significant) estimated

positive correlation between counselor assessments of therapeutic alliance and

decisional balance cons at the dyad level (r = 0.95, p = 0.076).

3.5.4 Stage of Change

For simplicity, the same statistical method as in previous sections is used to

examine associations between stage of change assessments and other variables.

However, I note that since stage of change is an ordinal variable (assessed as

one of the five stages, ordered from precontemplation to maintenance) rather

than continuous, estimates of correlation may be attenuated.

Table 3.10 shows correlations between assessments of stage of change and

assessment of decisional balance (both pros and cons). There are no significant

correlations at either the dyad or session level, for either pros (Figure 3.20) or

for cons (Figure 3.21).
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Figure 3.20: Correlations between stage of change assessments and decisional
balance pros. The plots show dyad mean values (Dyad), dyad-mean-adjusted
values (Session), and raw values (Total), respectively.
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Figure 3.21: Correlations between stage of change assessments and decisional
balance cons. The plots show dyad mean values (Dyad), dyad-mean-adjusted
values (Session), and raw values (Total), respectively.
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r 95% CI p

Client

Overall
Dyad -0.23 [-0.99, 1.00] 0.990

Session 0.52 [0.23, 0.78] 0.004**
Total 0.26 [-0.14, 0.75] 0.200

Goal
Dyad 0.02 [-0.99, 0.99] 0.688

Session 0.36 [-0.11, 0.67] 0.092
Total 0.26 [-0.13, 0.65] 0.136

Task
Dyad -0.13 [-0.99, 1.00] 0.928

Session 0.58 [0.22, 0.78] 0.002**
Total 0.26 [-0.24, 0.75] 0.260

Bond
Dyad -0.33 [-0.99, 0.99] 0.838

Session 0.48 [0.15, 0.74] 0.016*
Total -0.21 [-0.21, 0.68] 0.240

Counselor

Overall
Dyad 0.60 [-0.97, 1.00] 0.252

Session 0.47 [0.04, 0.77] 0.028*
Total 0.53 [0.05, 0.82] 0.032*

Goal
Dyad 0.56 [-0.98, 1.00] 0.280

Session 0.34 [-0.08, 0.73] 0.088
Total 0.45 [-0.14, 0.79] 0.100

Task
Dyad 0.85 [-0.31, 1.00] 0.096

Session 0.44 [0.12, 0.77] 0.004**
Total 0.58 [0.24, 0.81] 0.002**

Bond
Dyad 0.70 [-0.98, 1.00] 0.464

Session 0.48 [0.12, 0.76] 0.012*
Total 0.41 [0.00, 0.73] 0.050*

Table 3.11: Correlations between assessments of stage of change and assess-
ments of therapeutic alliance. Confidence intervals and p-values are estimated
from a residuals-resampling bootstrap (500 replicates).
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Figure 3.22: Correlations between stage of change assessments and client
assessments of therapeutic alliance. The plots show dyad mean values (Dyad),
dyad-mean-adjusted values (Session), and raw values (Total), respectively.
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Figure 3.23: Correlations between stage of change assessments and counselor
assessments of therapeutic alliance. The plots show dyad mean values (Dyad),
dyad-mean-adjusted values (Session), and raw values (Total), respectively.
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Correlations between stage of change assessments and therapeutic alliance

assessments were estimated, as for decisional balance and alliance above, by

examining therapeutic alliance assessments only for sessions in which there

was also a stage of change assessments (i.e., ignoring the third and fifth ses-

sions), and taking the intake assessment of stage of change to be the same

point of observation as the therapeutic alliance assessment at the end of the

first session. Table 3.11 shows the resulting estimates. There is a significant

correlation between client assessments of therapeutic alliance and assessments

of stage of change at the session level: clients reported later stages of change

(relative to their mean assessment) in sessions when they reported stronger

alliance (Figure 3.22). This association was found both for overall alliance

(r = 0.052, p = 0.004) and for the task (r = 0.58, p = 0.002) and bond

(r = 0.48, p = 0.016) components; for the goal component, the estimated cor-

relation was also positive and near-significant (p = 0.36, p = 0.092). Similarly,

there is a significant positive correlation at the session level between coun-

selor assessments of therapeutic alliance and assessments of stage of change

(Figure 3.23); this association was found, as with client assessments, for the

counselor’s overall assessment of alliance (r = 0.47, p = 0.028) and for the

task (r = 0.44, p = 0.004) and bond (r = 0.48, p = 0.012) components, and

was near-significant for the goal component (r = 0.34, p = 0.088).

3.6 Discussion

In summary, the Exercise Counseling Corpus is a longitudinal corpus, con-

taining multiple conversations between each of several dyads, with sufficient

length of interaction to observe changes in interpersonal relationship, task

familiarity, task outcomes, and other contextual features of interaction. In

the rest of this section, I give a more detailed discussion of the suitability

and limitations of the corpus for research tasks related to the overall research

programme of this dissertation.
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3.6.1 The Size and Scope of the Corpus

In terms of the total amount of recorded conversation (about 8.3 hours), the

Exercise Counseling Corpus is a large corpus relative to other multimodal cor-

pora collected for the modeling of broadly-applicable patterns of specific verbal

and nonverbal behaviors. For example, Cassell et al. [41] used a corpus of 70.5

minutes of video to create a (non-longitudinal) model of posture shifts as pre-

dicted by discourse structure; this is comparable to the amount of video of

initial sessions alone in the Exercise Counseling Corpus. However, the corpus

is small relative to corpora intended for general-purpose reuse across multi-

ple research projects: the AMI Meeting Corpus [35] is an order of magnitude

larger, containing over 100 hours of video. Despite this, the corpus should

contain sufficient examples of patterns of behavior which occur broadly in

most conversation.

The number of participants is a limitation of the corpus, as there are con-

versations with only 6 different clients, and a single counselor. The corpus is

consequently a weaker tool for studying differences between participants. In

particular, any systematic patterns of behavior which are observed in the coun-

selor and not the clients may be idiosyncrasies of one individual which would

not be produced by others. Such observations may be useful for developing

models of behavior of a single individual (e.g., to reproduce an individual’s

conversational “style,”, as done by Neff et al. [120]) rather than more general

models of human behavior.

For each dyad, the corpus contains a maximum of six conversations, span-

ning a total time period of 6 weeks. Some potential long-term applications of

conversational agents may span much longer periods: months or years, with

hundreds of conversations. However, six conversations is a long enough time

period to see qualitative changes in the participants’ interpersonal relation-

ship. For example, Tickle-Degnen and Gavett [160] describe a 3-stage model

of the development of a counselor-client working relationship (development of
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rapport, development of working alliance, and ongoing working relationship).

In an observational study of speech and language therapy sessions, they iden-

tify these three stages within 8 weekly sessions (for each of 6 dyads); the first

stage occurs entirely within initial sessions.

Within the corpus, we can identify conversations representing, at mini-

mum, three different points in the development of the counselor-client inter-

personal relationship: initial conversations, where the previously unacquainted

dyad begins a long-term interaction and the associated interpersonal relation-

ship, middle conversations where the long-term interaction is ongoing and has

continuity to both past and future, and the final session, in which the dyad

terminates their interaction.

A dyad’s participation in the corpus has a maximum number of sessions

and a defined ending point. At the last conversation, both participants are

aware it is their last conversation, and this may influence their behavior. A

pre-defined ending point and a fixed number of sessions is common (although

certainly not universal) in many counseling relationships, motivated either

by theoretical considerations or by financial or other constraints. Many other

types of long-term interaction, including other types of counseling, and friend-

ship and companionship relationships, lack a defined end point, and conse-

quently persons in such interaction may show different behavior than can be

observed in the corpus.

3.6.2 Characterizing the Corpus by Self-Report

Assessments

Given the small number of participants, it is not feasible to use the trait

measures (personality and attachment style) as predictors of conversational

behavior in the corpus. However, I observe that on all five personality di-

mensions (Figure 3.4), participants do not vary far from the population mean,

with no indication that any are outliers relative to the larger population. On
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attachment style (Figure 3.5), participants are more dispersed from the popu-

lation mean, although in different directions; the group mean is still near the

population mean. These observations somewhat increase confidence that the

participants as a group are fairly representative of a larger population, and in-

crease confidence that behaviors observed in the corpus may be generalizable

to a larger population.

There is a strong trend, consistent across dyads, for increasing therapeutic

alliance with an increasing number of prior conversations. This trend ac-

counts for some, but not all variability in therapeutic alliance within each

participant’s reports. Therefore, the corpus may be suitable for considering

therapeutic alliance as a predictor of behavior separate from the number of

prior conversations, although with reduced power. However, the corpus con-

tains no examples of dyads which do not increase therapeutic alliance over

time. It may be suitable for developing models of behavior in a successful

counseling relationship, but less suitable for developing models that can pre-

dict behavior in a failed relationship.

The Stage of Change and decisional balance assessments indicate a mod-

erate change in clients’ attitudes toward exercise, although this change was

fairly consistent across dyads. As with changes in therapeutic alliance, these

results indicate that the corpus contains examples of moderately successful

counseling and behavior change, and should be suitable for developing models

of behavior in similar scenarios.





Chapter 4

Speaking Rates and Coordination

My initial investigation of conversational behavior in long-term interaction

focused on one aspect of verbal behavior in the exercise counseling corpus:

changes in the articulation rate of speech, defined here in terms of the duration

of words spoken, excluding any silence or pauses. In this chapter, I construct

a model of changes in articulation rates, both within and across conversations,

and present a preliminary evaluation in which some of the changes predicted

by this model are incorporated in an ECA.

4.1 Related Work

A number of studies have examined the effects of speaking rates on listen-

ers, focusing particularly on how changes in speaking rate affect a listener’s

perceptions of the speaker’s personality. Smith et. al. found that increased

speaking rate was perceived as increased competence, while perceived benev-

olence was highest at normal speech rates, and lower otherwise [153]. Nass

and Lee showed that users perceived synthesized computer speech as more ex-

troverted when it was generated with greater speech rate, volume, pitch, and

pitch variation. In the same study, users tended to prefer speech perceived as

matching their own introversion/extroversion [116].

Several researchers have examined differences in speaking rates, and other

features of verbal behavior, usually with a cross-sectional design (comparing

61
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friends to strangers or acquaintances). Planalp and Benson, in their compar-

ison of audiotaped conversations between friends and strangers (discussed in

Section 2.2.1), found that observers trying to discriminate between friends and

strangers commonly used cues related to articulation rate (although a small

percentage of all cited), such as “pace’,’ “tone of voice,” and “smoothness”

[129]. Yuan et. al. compared several large corpora of conversational telephone

speech in English and Chinese. Corpora consisting primarily of conversations

between friends or family members had a higher average speaking rate than

those consisting primarily of conversations between strangers [174].

Quené, in a study of a large corpus of spoken Dutch speech, reported that

articulation rates tended to increase during conversations [135]. His corpus did

not include any examples of multiple conversations between the same speakers,

so did not analyze changes in articulation rates across conversations.

4.2 A Model of Articulation Rates

We1 performed a full word-aligned orthographic transcription of the corpus,

producing an estimate of the duration of every spoken word. The transcript

was divided into pause groups (a sequence of words by a speaker uninterrupted

by silence). Features of the pause groups a word belonged to were important

predictors in the model, as discussed below. Note that a single turn or ut-

terance by a speaker may contain multiple pause groups, if it included any

intra-turn pauses.

In order to account for differences in word lengths, the duration of each

word was normalized by the number of phonemes. The phonemes per word

were determined using the CMU pronouncing dictionary (version 0.7a2), with

manual correction for words that did not appear in the dictionary.

I used a linear mixed-effect model to account for the longitudinal nature

of the data [166], analyzed with Bayesian methods using R [136] 2.10 and the

1The transcription was performed by the myself and one additional näıve transcriber.
2http://www.speech.cs.cmu.edu/cgi-bin/cmudict

http://www.speech.cs.cmu.edu/cgi-bin/cmudict
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MCMCglmm package [70]. Uninformative or very weakly-informative prior

distributions were used for all effects. For fixed effects, as an uninformative

prior distribution, I use normal distributions with high variance (108). For

random effects, since the number of dyads is small, and therefore sensitive to

the choice of prior distribution, I use weakly informative half-Cauchy prior

distributions [62].

To model change across conversations, the model includes a fixed effect

of the number of previous sessions, while random effects allow for variability

across subjects. Two covariates were motivated by prior work: (a) the position

of a pause group within a conversation [135], and (b) the length of a pause

group [115]. Inspection of preliminary models showed that predictions were

poor for single-word pause groups (individual words bounded by silence); these

had longer duration than predicted, even including group length as a covariate.

Therefore, I included, as an additional predictor (“Multiword”), whether a

word was in a multi-word pause group.

4.2.1 Results

Table 4.1 shows the full regression model. Word durations in later conversa-

tions are shorter than word durations in earlier conversations. However, this

change was observed only for single-word pause groups (shown by the fixed ef-

fects “Session” and “Session × Multiword”). Similarly, within conversations,

words near the end of a conversation tended to be shorter, again largely for

single word pause groups (shown by “Pos” and “Multiword × Pos”). Fig-

ure 4.2 illustrates these changes; the solid lines indicate predicted articulation

rates for a population-average speaker. The client spoke more slowly than

the counselor (shown by the fixed effect“Who”), again largely for single word

pause groups (shown by “Who × Multiword”).

Given these results, I next examined the occurrences of single-word pause

groups within the corpus (Table 4.2). The most common such words (“okay,”
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Model Specification

log(yij) = β0 + u0j + (β1 + u1j) · Sessionij + (β2 + u2j) ·Whoij

+ β3 ·Multiwordij + β4 · Posij

+ β5 · Sessionij ·Whoij + β6 ·Whoij ·Multiwordij

+ β7 · Sessionij ·Multiwordij

+ β8 ·Multiwordij · Lenij + β9 ·Multiwordij · Posij

+ β10 ·Multiwordij · Lenij · Posij

+ εiju0ju1j
u2j

 iid∼ N(0,Σ)

εij
iid∼ N(0, σ2

ε )

Prior Distribution

β1, . . . , β10 ∼ N(0, 108)

σ2
ε ∼ Gamma−1(0.05, 0.05)

Σ = diag(ς1, ς2, ς3) ·Q · diag(ς1, ς2, ς3)

Q ∼ Wishart−1(I3, 3)

ς1, ς2, ς3 ∼ N(0, 100)

Predictors

Sessionij # of previous sessions (starts at 0)
Whoij Interaction role: 0=counselor, 1=client

Posij
posij−152.9

109.4
, where posij is the sequential number of the en-

closing pause group in the conversation

Lenij
log(lenij)−2.23

0.87
, where lenij is the length of the enclosing

pause group in words
Multiwordij 1 if in a pause group of more than 1 word, and 0 otherwise

Figure 4.1: A model of yij, the normalized (by # of phonemes) articulation
rate of word i in dyad j.
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Parameter Est.2 95% CI1,2

Fixed Effects

Intercept -2.070 [-2.120,-2.021]***
Session3 -0.015 [-0.024,-0.005]**
Who4 0.100 [-0.002,0.176]*

Multiword5 -0.592 [-0.616,-0.564]***
Pos6 -0.045 [-0.057,-0.035]***

Session × Who 0.002 [-0.001,0.005]
Who × Multiword -0.065 [-0.091,-0.037]***

Session × Multiword 0.012 [0.005,0.019]**
Multiword × Len7 -0.105 [-0.108,-0.100]***
Multiword × Pos 0.038 [0.025,0.049]***

Multiword × Len × Pos -0.004 [-0.008,-0.001]*

Random Effects
(SD)

Intercept 0.031 [0.017,0.087]
Session 0.003 [0.001,0.011]
Who 0.066 [0.034,0.208]

Random Effects
(correlation)

Intercept,Session -0.797 [-0.955,0.256]
Intercept,Who -0.073 [-0.693,0.607]
Session,Who 0.194 [-0.537,0.830]

Residual 0.446 [0.444,0.448]

1 *p<.05, **p<.01, ***p<.001
2 Posterior mode and 95% credible interval.
3 Previously completed sessions (starts at zero).
4 0=counselor, 1=client.
5 1 if the word is part of a longer pause group, 0 otherwise.
6 Number of pause group within a conversation, centered and standard-

ized (mean=152.9, SD=109.4).
7 Length of pause group in words, log-transformed, centered, and stan-

dardized (mean=2.23, SD=0.87).

Table 4.1: Mixed-effect regression model predicting articulation rates of
words (average seconds per phoneme, log-transformed).
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Figure 4.2: Predicted changes in articulation rate, for a (estimated)
population-average speaker. The dotted lines indicate mean word duration
within a conversation.

Word Count % of Total

Okay 857 15.9%
Yeah 817 15.1%
Mm-Hmm 640 11.9%
Um 612 11.3%
So 209 3.9%
Yknow 173 3.2%
And 131 2.4%
Right 112 2.1%
But 107 2.0%
Great 101 1.9%

Table 4.2: Common words appearing as single-word pause groups.
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“yeah,” “mm-hmm,” “um,” “so,” “yknow,” “and,” “right,” “but,” and “great”,

accounting for approximately 70% of all instances), appear to consist mainly

of backchannels and acknowledgements (e.g., “okay,” “yeah”), and discourse

markers (e.g., “so,” “and”) [146].

In sum, I observe that the durations of single-word acknowledgements and

discourse markers decreased over time, both within a single conversation and

across multiple conversations.

4.3 Discussion

The corpus shows evidence of changes in articulation rates over time, both

within conversations and across multiple conversations. This complements

results from earlier, cross-sectional studies, providing evidence that these

changes in verbal behavior are in fact changes over time rather than pre-

existing differences.

I also show a previously unreported nuance: increases in articulation rates

were observed mainly in words bordered by silence, and these words were often

acknowledgments or discourse markers. One possible explanation is that these

words are the ones most easily spoken faster; longer pause groups already tend

to have faster articulation rates [115]. Alternatively, markers such as “so” may

be used by speakers to coordinate their interaction as a collaborative task [68].

Faster articulation rates may indicate a decrease in explicit coordination as

speakers increase in familiarity.





Chapter 5

Posture and Discourse Structure

In this chapter, I focus on a single nonverbal behavior — posture shifts, defined

here as gross movements of the body, including the trunk, the legs and lower

body, or both – which is both a part of the standard repertoire of many

ECAs, and may also be an indicator of the interpersonal relationship of a

dyad. Following the approach developed while examining articulation rates

(Chapter 4), I construct a statistical model of changes in the rate of posture

shifts, including change both within and across conversations.

There is a well-established association between the occurrence of posture

shifts in a conversation and the discourse structure (e.g., topic shifts) of that

conversation; this association is discussed in more detail in the following sec-

tion. While verbal and nonverbal behavior in conversation may vary in long-

term interaction, discourse structure may also vary: for example, later conver-

sations may tend to have more or fewer topic shifts than earlier conversations.

In order to examine changes in nonverbal behavior over time in the presence

of possible changes in discourse structure, I construct a model that predicts

the rate of posture shifts in conversation as a function of discourse structure,

position within a conversation, and the number of previous conversations a

dyad has had.

69
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5.1 Background and Related Work

Several decades of research, dating at least to work by Scheflen [144], has fo-

cused on examining postural alignment or mirroring as an indicator of rapport.

To the extent that a dyad is likely to build stronger rapport over multiple con-

versations, this predicts increasing postural alignment over time. However,

empirical tests have been mixed [93, 94]. Bernieri reports that movement

synchrony (i.e., similarity in timing) may be an indicator of rapport while

behavior matching (i.e., taking the same position at the same time) is not

[12]. Tickle-Degnen and Gavett suggest that postural alignment may have a

positive association with rapport only in later interactions, rather than initial

interactions [160].

In this study, I do not focus on alignment or mirroring. I focus instead

on extending prior work which has established an association between posture

shifts and discourse structure. Many authors have noted that posture shifts

tend to occur at topic boundaries (e.g. [86]). Cassell and Nakano et al. give

empirical evidence of this phenomenon, based on an examination of direction-

giving dialogues [41].

Little prior work examines any possible association between posture shifts

and aspects of interpersonal relationship other than rapport. To my knowl-

edge, no prior empirical work examines simultaneously an association between

posture shifts and discourse structure and an association between posture and

interpersonal relationship.

5.2 Coding

The exercise counseling corpus was annotated to identify occurrences of pos-

ture shifts and of topic shifts independently, as two separate coding tasks.

Both posture shifts and topic shifts were coded for both the counselor and

the clients. Coding was performed by the author. To check reliability, three

conversations were randomly selected for each coding task and analyzed by a
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second (näıve) coder.

5.2.1 Coding of Topic Shifts

Topic shifts were coded using transcripts of the corpus produced when model-

ing changes in articulation rates (Chapter 4). Video was not viewed in order

to avoid confounding topic shifts with visible posture shifts or other nonver-

bal indicators of discourse structure. The transcripts were segmented based

on the occurrence of silence, and topic shifts were coded as occurring at the

beginning of the segment that introduced a new topic.

Following Grosz and Sidner [68], we defined a topic as a shared conver-

sational goal to which the participants were mutually committed. A topic

shift was marked whenever the coder believed a participant was attempting

to introduce such a shared goal (whether or not the attempt was successful).

The agreement rate between coders was 96.4% (Cohen’s κ = 0.68).1

The complete coding manual used to annotate topic shifts is included as

Appendix B.

5.2.2 Coding of Posture Shifts

Posture shifts were coded using muted video, in order to avoid confounding

posture shifts with audible topic shifts. Movements that appeared to be caused

by the performance of a communicative gesture (e.g., a large hand gesture)

were excluded, as were repetitive motions lasting more than a couple seconds

(e.g., repeatedly rocking back and forth in the chair). Initially, chair rotation

was coded as a posture shift, but preliminary examination revealed that these

movements were very difficult to code reliably, thus they were excluded.

Coders were asked to judge the start and end times of each posture shift,

and several additional features, including movement direction, co-occurrence
1There is not a universally accepted convention for an acceptable level of Cohen’s κ [9].

For this dissertation, I have generally chosen to take κ ≥ 0.65 as acceptable, and κ ≥ 0.55
as minimally acceptable with reservations. For comparison, a widely-cited set of guidelines
[96] specifies κ > 0.6 as “substantial”, and κ > 0.4 as “moderate”.
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of grooming behavior (e.g., brushing hair or adjusting clothes), and an es-

timated energy level. Shifts were coded in continuous time (to the nearest

video frame). Energy was judged on a linear scale ranging from 1 (the small-

est perceptible shift) to 10 (the most energetic possible shift without leaving

the chair).

An initial examination showed that reliability was very poor on low-energy

shifts, and consequently all shifts with an energy of less than 4 were discarded.

Aside from this, features of posture shifts besides the time of occurrence were

not used in the present study. To compute inter-rater reliability, the corpus

was divided into 1-second intervals, and each interval was considered to have

been marked as a shift if the majority of it was covered by any coded posture

shift. Cohen’s κ was 0.58.2

The complete coding manual used to annotate posture shifts is included

as Appendix C.

5.2.3 Results

Thirty-one conversations were coded for both posture and topic shifts; one con-

versation had large portions of unintelligible speech, and could not be coded

for topic shifts. A total of 803 posture shifts were identified in the remaining

conversations. The rate of posture shifts varied widely across conversations,

ranging from 0.035 to 4.92 per minute (median 0.71).

5.3 A Model of Posture Shifts

The start time of each posture shift was aligned to the nearest second. I then

modeled the occurrence of a posture shift as a binary outcome, with one ob-

servation per second. A logistic mixed-effect regression model was used. This

2This value of κ is relatively low, and may indicate noisy data the can cause attenuation
or bias of results. Informal inspection of the mutually-coded videos indicated that many
disagreements between coders concerned the start time of a shift rather than the existence
of a shift.
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model extends logistic regression to account for observations that are non-

independent due to being grouped or nested — in this case, within conversa-

tions and dyads — by adding “random effects” which model the group-level

variance.

The model was estimated with Bayesian methods, using R 2.15 and the

MCMCglmm package [70]. Weakly-informative prior distributions were used:

For fixed effects, I use normal distributions with high variance (108). For

random effects, since the number of dyads is small, and therefore sensitive to

the choice of prior distribution, I use weakly informative half-Cauchy prior

distributions [62].

In order to model change over time, I include the number of previous ses-

sions, and the time since the start of the conversation as predictors. To control

for varying discourse structure, I include the co-occurrence of topic shifts, by

both a speaker and their conversation partner, as predictors. To allow for

variability among different speakers, dyads, and conversations, I include the

speaker (counselor or client) as a predictor, along with random effects on dyads

and individual conversations. Finally, I include two-way interactions among

all predictors; a model comparison by the Deviance Information Criterion [156]

preferred this more complex model (∆DIC = 7.03)

Table 5.1 shows the full regression model. Posture shifts were significantly

more likely to occur at topic shifts (the coefficient “Tshiftself”); this replicates

results by Cassell et al. [41]. There was no significant effect for topic shifts

(“Tshiftother”) introduced by the conversation partner rather than a partici-

pant, although there was a trend in the same direction.

There were significant changes over time, both within and across conver-

sations. Figure 5.2 and Figure 5.3 show the predicted probability of a posture

shift (for a client and for the counselor, respectively) at different points over

six weekly sessions, averaged over dyads. Each column shows a single session.

Posture shifts occurred much more frequently in the beginning of a conver-

sation, as indicated by the steeply downward sloping lines in each column
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Model Specification

yijk
iid∼ Bernoulli(pijk)

logit(pijk) = β0 + uj + vk

+ β1 · Sessionsijk + β2 · Speakerijk + β3 ·Minutesijk

+ β4 · Tshift(self)ijk + β5 · Tshift(other)ijk

+ β6 · Sessionsijk · Speakerijk + β7 · Sessionsijk ·Minutesijk

+ β8 · Sessionsijk · Tshift(self)ijk + β9 · Sessionsijk · Tshift(other)ijk

+ β10 · Speakerijk ·Minutesijk + β11 · Speakerijk · Tshift(self)ijk

+ β12 · Speakerijk · Tshift(other)ijk + β13 ·Minutesijk · Tshift(self)ijk

+ β14 ·Minutesijk · Tshift(other)ijk

+ β15 · Tshift(self)ijk · Tshift(other)ijk

uj
iid∼ N(0, σ2

dyad)

vk
iid∼ N(0, σ2

conv)

Prior Distribution

β0, . . . , β15 ∼ N(0, 108)

σ2
(dyad), σ

2
(conv) ∼ 1000 · F (1, 1)

Predictors

Sessionsijk # of previous sessions (starts at 0)
Speakerijk Interaction role: 0=counselor, 1=client
Minutesijk Minutes from start of conversation

Tshift(self)ijk The participant introduced a topic shift within 2 seconds

Tshift(other)ijk The conversation partner introduced a topic shift within 2
seconds

Figure 5.1: A model of yijk, the occurrence of a posture shift by a participant
in a 1-second window (i) in dyad j and conversation k.
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Figure 5.2: Predicted changes in rate of posture shifts for a client, in a
(estimated) population-average speaker.
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Figure 5.3: Predicted changes in rate of posture shifts for the counselor, in
a (estimated) population-average speaker.
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Parameter Est.2 95% CI1,2

Fixed Effects

Intercept -4.683 [-4.101,-5.227]***
Sessions3 0.167 [0.053,0.271]**
Speaker4 0.226 [-0.205,0.554]
Minutes5 -0.026 [-0.051,-0.002]*
Tshiftself

6 0.867 [0.338,1.648]**
Tshiftother

6 0.368 [-0.148,1.053]
Sessions × Speaker -0.117 [-0.199,-0.025]**
Sessions × Minutes -0.016 [-0.026,-0.008]***
Sessions × Tshiftself -0.123 [-0.256,0.065]

Sessions × Tshiftother -0.125 [-0.289,0.037]
Speaker × Minutes -0.036 [-0.073,-0.010]*
Speaker × Tshiftself -0.538 [-1.103-0.110]*

Speaker × Tshiftother 0.299 [-0.365,0.712]
Minutes × Tshiftself -0.017 [-0.075,0.019]

Minutes × Tshiftother -0.036 [-0.079,0.019]
Tshiftself × Tshiftother 0.272 [-1.404,1.393]

Random Intercept
(SD)

Dyad 0.331 [0.155,0.869]
Conversation 0.261 [0.158,0.412]

1 *p<.05, **p<.01, ***p<.001
2 Posterior mode and 95% credible interval.
3 # of previous conversations (starts at 0).
4 0=client, 1=counselor.
5 Minutes from start of conversation.
6 A topic shift occurs within 2 seconds.

Table 5.1: Mixed-effect logistic regression model predicting the onset of a
posture shift within a 1-second window.

(and the coefficient “Minutes” in Table 5.1). There was an interaction with

the number of previous sessions: the rate of decrease was greater in later

conversations (“Sessions × Minutes”).

5.4 Discussion

I show evidence of changes in the occurrence of posture shifts over time, both

within conversations and across multiple conversations. These changes appear

to occur independently from previously-observed associations between posture

shifts and discourse structure. While I observed that posture shifts were more
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frequent in the presence of topic shifts (as previously reported), the rate of

posture shifts decreased over time both in the presence and absence of topic

shifts.

I do not yet have clear evidence for a mechanism explaining these effects,

but instead offer some conjectures, based partially on subjective examination

of the corpus. The early portion of many conversations included posture shifts

that appeared to be part of a process of “settling in,” with most shifts leaving

the participant in a more relaxed body posture. A relaxed body posture is

an indicator of nonverbal immediacy [5] (i.e., intimacy, warmth, or closeness).

Increasingly rapid decreases in the rate of posture shifts in later conversations

may indicate that, as a stronger interpersonal relationship develops over time,

participants will more quickly and easily adopt a body posture that indicates

high immediacy. Future work may investigate these conjectures through more

detailed coding of posture shifts and by examining other indicators of imme-

diacy for similar patterns of change.





Chapter 6

Openings and Reopenings

In previous chapters I examined changes in conversational behavior in long-

term, multi-conversation interaction, but restricted my focus to examining

single aspects of conversational behavior: articulation rate (Chapter 4) and

posture shifts (Chapter 5). I also examined only a single aspect of inter-

personal relationship as a predictor of these behaviors: interaction history,

operationalized as the number of prior conversations a dyad has had.

In the current chapter, I broaden my focus to examine changes in multi-

ple types of verbal and nonverbal behaviors and to model such changes as a

function of multiple aspects of interpersonal relationship: interaction history

and the strength or quality of the interpersonal relationship. Interaction his-

tory includes the number, pattern, and purpose of the series of conversations

two interactants have had. The strength or quality of an interpersonal rela-

tionship has been conceptualized in many ways, including such longitudinal

constructs as trust, intimacy, and working relationship (e.g., therapeutic al-

liance in healthcare). These two variables — history and relationship — are

related, but often separate factors in influencing the behavior of dyads over

time [162].

I focus on behavior occurring within conversation openings, defined here

as the first minute of conversations. Openings are a particularly important

segment of conversation, in which effects of relationship status may be most

pronounced. At the beginning of a conversation, participants’ beliefs about

79
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their interpersonal relationship may be communicated and/or negotiated [65].

The earlier modeling efforts (Chapter 4 and Chapter 5), when predicting differ-

ences in behavior across multiple conversations, showed that such differences

were largest at the beginning of conversations.

6.1 Coding

The goal of the analysis was to identify whether there were systematic changes

in counselor and client nonverbal behavior across conversations, as a function

of interaction history (the number of conversations, and whether the current

conversation is the last), relationship strength (measured by therapeutic al-

liance), or both. The analysis did not attempt to account for all variability in

behavior, and substantial unexplained variability remains.

A one-minute segment of each conversation was selected, beginning from

the first point at which both participants were judged to be fully seated;

participants sat facing each other immediately after entering the room in all

conversations. The resulting 32 minutes of video were manually annotated for

various nonverbal behaviors (detailed below) using ANVIL [88]. The word-

aligned orthographic transcription of the corpus, performed when examining

articulation rates (Chapter 4), was used to identify segments where each par-

ticipant was speaking.

6.1.1 Outcome Variables

I chose the following set of outcome variables for analysis based on those

behaviors which prior work suggested might show changes associated with

varying interpersonal relationship:

• The proportion of time spent speaking : friends are reported to share

speaking time more equally than strangers [129].
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• The number of gaze-aways during speech: the amount of gaze-away dur-

ing speech is reported to be associated with topic intimacy [1].

• The proportion of time, when not speaking, spent nodding : friends are

reported to use less nodding for acknowledgement than strangers [40].

Restricting to time when not speaking controls for varying opportunity

to show acknowledgment in different videos.

• The proportion of time spent smiling or frowning, or more generally

with the mouth in a non-neutral position: increased facial expressivity

is associated with higher immediacy [5].

• The proportion of time spent performing self-adaptors, when not speak-

ing : the use of self-adaptors — self-touching gestures that do not signal

meaning in conversation, and often serve to release bodily tension —

is associated with perceptions of anxiety [170]. A qualitative inspec-

tion of the corpus indicated that most self-adaptors occurred when not

speaking.

• The proportion of time spent performing gestures other than self-adaptors,

during speech: frequent and expressive gestures are associated with im-

mediacy [5], and most hand gestures co-occur with speech.

• The proportion of time spent with eyebrows raised or lowered, during

speech: eyebrows raises and frowns are a component of displays of affect

and other facial expressivity, associated with immediacy.

Two additional aspects of behavior (shoulder movement and arm position)

were annotated but were not used in subsequent analysis due to low interrater

reliability.

A preliminary analysis indicated no significant changes in behavior within

a single one-minute video. Therefore, all outcome variables are aggregates of

behaviors over a video clip.
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6.1.2 Development of a Coding Manual

A coding manual was developed iteratively, beginning with an initial draft

intended to capture the outcome variables detailed above. The initial draft

was heavily based on the MUMIN coding scheme [2], which has been pre-

viously used for annotation of nonverbal behavior with good reliability on

most behaviors. Relative to MUMIN, the manual omits all coding related to

communicative function and simplified the coding of facial expressions and

hand gestures. It adds annotation of hand gestures used as self-adaptors, and

modifies the annotation of posture.

The initial draft was refined by choosing at random 3 video clips, from

3 different dyads, which were coded by the author using the draft coding

manual, and noting any behaviors that were ambiguous or difficult to code.

After each clip was coded, the manual was revised to attempt to eliminate or

mitigate any such problems. After the third test clip was coded, only minor

revisions were made to the draft manual, and it was declared to be the final

coding manual.

All 3 test clips were later recoded using the final coding manual, and only

these final annotations are used in subsequent analysis.

6.1.3 Description

A brief summary of the annotation scheme follows; for full details, see the

coding manual included as Appendix D. All event start and end times were

coded in continuous time (to the nearest video frame).

Gaze An event was coded whenever a participant looked away from the part-

ner’s eyes, in any direction. The approximate direction of gaze was recorded

as: up, down, or sideways (either left or right).

Eyebrows An event was coded whenever a participant raised or lowered his

or her eyebrows away from a neutral facial expression. The position of the
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eyebrows (raised, frown, or “other”) was recorded.

Head Movement An event was coded for any head movement which caused

any part of the head to move at least two inches in any direction. However,

nodding, shaking, and other rhythmic and repetitive movements were always

coded, even when resulting in less than two inches of movement. Each event

was categorized as one of: nod (up-and-down movement), jerk (single quick

upward movement), back (movement away from the partner), forward (toward

the partner), turn (rotation either left or right), or tilt (leaning to either side).

Mouth Shape An event was coded whenever a participant’s mouth took a

shape that differed from a neutral facial expression (e.g., corners up or down,

lips protruded or retracted), other than to open during speech.

Hand Gesture Based on semiotic categories as described by McNeill [108],

gestures were coded as deictic (pointing or other indications of physical loca-

tion), iconic (a representational gesture, indicating meaning by similarity in

shape, trajectory, or speed), emblematic (a gesture with meaning based on

social convention), beat (a gesture which marks emphasis or timing in speech,

and appears to have no additional communicative function), self-adaptor (id-

iosyncratic gestures which appear to relieve bodily tension), or “other.”

Shoulders An event was coded whenever a participant raised his or her

shoulders, as in a shrug. We noted whether a single shoulder or both were

raised.

Arm Position The open-closed position of the arms was coded continu-

ously, in segments that covered an entire video clip. Openness was defined

in terms of the lateral position of the upper arms and elbows relative to the

arms of the chair: an arm was “closed” if inside the chair arm, “open” if at

the chair arm, and “back” if outside the chair arm.
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Table 6.1: Interrater reliability for coding of nonverbal behavior

Behavior Cohen’s κ

Gaze-away 0.71
Eyebrows 0.65
Head movement (occurrence)a 0.68
Head movement (categorized) 0.67
Mouth 0.81
Gesture (occurrence)a 0.71
Gesture (categorized)a 0.57
Gesture (self-adaptor)b 0.91
Shoulder movementa 0.44
Arm positiona 0.85

a not used in subsequent analysis
b a composite of several categories

6.1.4 Interrater Reliability

Three randomly-selected videos were chosen, containing sessions with three

different clients and not previously used during the development of the coding

manual. These were coded separately by the author and by a second coder

who was not involved in the development of the coding manual. The start

and end times of all coded events were aligned to the nearest quarter sec-

ond, and Cohen’s κ was computed, treating a quarter second segment as one

observation. Reliability was considered acceptable when κ ≥ 0.65.

Table 6.1 summarizes the results. For head movement and hand gesture,

Cohen’s κ is reported separately for coding the occurrence of an event at the

same time, and for coding the same event category at the same time. Relia-

bility was low for categorized hand gestures: beat, iconic, and deictic gestures

were all frequently confused, and emblematic gestures were rare. Combining

all categories other than “adaptor” yielded good reliability, and all subsequent

analysis uses only the categories of self-adaptor and non-adaptor gestures.

Shoulder movement was not coded reliably (κ = 0.44); inspection of the

videos indicated that this was due to difficulty in identifying shoulder move-

ment in the presence of other bodily movement, such as large gestures or
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Counselor Client Overall
Mean SD Mean SD Mean SD

Moutha 0.35 0.18 0.37 0.24 0.36 0.21
Gaze-Awayb 0.04 0.06 0.11 0.08 0.08 0.08

Nodc 0.24 0.08 0.14 0.10 0.19 0.10
Speecha 0.20 0.10 0.57 0.12 0.39 0.21

Adaptorc 0.09 0.07 0.11 0.18 0.10 0.14
Gestured 0.04 0.04 0.12 0.11 0.08 0.09

Browsd 0.02 0.05 0.10 0.09 0.06 0.08

a Proportion of time
b Count of events during speech
c Proportion of time not speaking
d Proportion of time speaking

Table 6.2: Descriptive statistics for all behaviors

postural shifts.

6.1.5 Descriptive Results

Table 6.2 gives descriptive statistic for each behavior of interest, aggregated

over all conversations. Clients show greater variability than the counselor on

all behavioral variables, and there are large differences between the counselor

and client means on several behaviors.

6.2 Models of Behavior in Conversation

Openings

For each outcome variable listed in 6.1.1, I fit a series of regression models.

Ordinary linear regression is inappropriate here, as it assumes that observa-

tions are independent, whereas here conversations are grouped within dyads.

I use generalized linear mixed-effect regression [107], an extension of ordinary

linear regression that accounts for grouped data by adding “random effects,”

or per-group means that are assumed to be normally distributed around the

population mean. The models treat counselor and client behavior as sepa-
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rate but correlated per-conversation outcome variables, and include separate

per-dyad means for the counselor and client, which may also be correlated.

I considered four variants of this model for each behavior, differing in

the set of predictors included. All models include two predictors, modeling

change over time: the number of prior conversations, and whether the current

conversation is the last conversation for that dyad.1 From this basic model, I

consider:

A. The predictors above, with the added assumption that the effect of these

predictors is the same on the counselor and the client.

B. As in A, and including self-reported therapeutic alliance from the pre-

vious conversation.

C. As in A, but with no assumption that effects on the client and counselor

are the same.

D. As in B, but with no assumption that effects on the client and counselor

are the same.

The number of gaze-aways during speech was modeled as a Poisson-distributed

count outcome with an added Gaussian random effect to allow for overdisper-

sion [22]. For all other behaviors, the proportion of time during which the

behavior was observed was modeled as a Gaussian-distributed outcome, fol-

lowing two transformations: first, by “squeezing” all values toward 0.5 slightly

to avoid proportions exactly equal to 0 or 1 [155], and then by applying the

logit function:

y′ = logit

(
y ∗ (N − 1) + 0.5

N

)
where N = 64 is the total number of observations.

1This predictor was added after observing that the final sessions appeared qualitatively
different from others in the corpus. Omitting these sessions gives estimates similar to those
reported here, although the interaction of therapeutic alliance and number of conversations
on nodding (Figure 6.6) is only near-significant.
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Model Specification

logit

(
63 · aij + 0.5

64

)
= βa0 + uaj + β1 · Sessionij + β2 · Lastij + εaij

logit

(
63 · bij + 0.5

64

)
= βb0 + ubj + β1 · Sessionij + β2 · Lastij + εbij(

uaj
ubj

)
iid∼ N(0,Σdyad)(

εaij
εbij

)
iid∼ N(0,Σconv)

Prior Distribution

βa0, βb0, β1, β2 ∼ N(0, 1010)

Σdyad,Σconv ∼ Wishart−1(I2, 3)

Predictors

Sessionsij # of previous sessions (starts at 0)
Lastij 1 if this is a final (6th) session, 0 otherwise

Figure 6.1: Model A of aij and bij, the proportion of time the counselor or
client, respectively, perform a behavior in conversation i of dyad j.

The models were fit to the data using Bayesian estimation with weak prior

distributions: normal distributions with high variance (1010) for fixed effects

of parameters and inverse Wishart distributions (3 d.f.) for the dyad-level

and conversation-level covariance matrices. Models were compared using the

Deviance Information Criterion (DIC) [156].

Figure 6.1 and Figure 6.2 summarize the models for all outcome variables

other than the number of gaze-aways during speech. Figure 6.3 summarizes

model A applied to the number of gaze aways; Models B,C, and D are con-

structed analogously.

Gaze-aways, nodding, and smiling and frowning were best predicted by

models in which interaction history and relationship strength have the same



88 CHAPTER 6. OPENINGS AND REOPENINGS

Model B

logit

(
63 · aij + 0.5

64

)
= βa0 + uaj + β1 · Sessionij + β2 · Lastij

+ β3 · Allianceij + β4 · Sessionij · Allianceij + εaij

logit

(
63 · bij + 0.5

64

)
= βb0 + ubj + β1 · Sessionij + β2 · Lastij

+ β3 · Allianceij + β4 · Sessionij · Allianceij + εaij

Model C

logit

(
63 · aij + 0.5

64

)
= βa0 + uaj + βa1 · Sessionij + βa2 · Lastij + εaij

logit

(
63 · bij + 0.5

64

)
= βb0 + ubj + βb1 · Sessionij + βb2 · Lastij + εaij

Model D

logit

(
63 · aij + 0.5

64

)
= βa0 + uaj + βa1 · Sessionij + βa2 · Lastij

+ βa3 · Allianceij + βa4 · Sessionij · Allianceij + εaij

logit

(
63 · bij + 0.5

64

)
= βb0 + ubj + βb1 · Sessionij + βb2 · Lastij

+ βb3 · Allianceij + βb4 · Sessionij · Allianceij + εaij

Predictors

Sessionsij # of previous sessions (starts at 0)
Lastij 1 if this is a final (6th) session, 0 otherwise

Allianceij WAI-SR score at previous assessment, centered and stan-
dardized

Figure 6.2: Models B, C, and D of aij and bij, the proportion of time the
counselor or client, respectively, perform a behavior. Variance components (σ,
u) and prior distributions are unchanged from Model A, and are not shown.
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Model Specification

aij
iid∼ Pois(λaij)

log(λaij) = βa0 + uaj + β1 · Sessionij + β2 · Lastij

+ log(SpeechDuraij) + εaij

bij
iid∼ Pois(λbij)

log(λbij) = βb0 + ubj + β1 · Sessionij + β2 · Lastij

+ log(SpeechDurbij) + εbij(
uaj
ubj

)
iid∼ N(0,Σdyad)(

εaij
εbij

)
iid∼ N(0,Σconv)

Prior Distribution

βa0, βb0, β1, β2 ∼ N(0, 1010)

Σdyad,Σconv ∼ Wishart−1(I2, 3)

Predictors

Sessionsij # of previous sessions (starts at 0)
Lastij 1 if this is a final (6th) session, 0 otherwise

SpeechDuraij Total duration of speech (counselor)
SpeechDurbij Total duration of speech (client)

Figure 6.3: Model A of aij and bij, the number of times the counselor or
client, respectively, gazes away during speech in conversation i of dyad j.
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Figure 6.4: Gaze-aways during speech, by session. There were multiple
observations of no gaze-aways by a participant: 6 in first sessions, and 3–4 in
each of second through last sessions. The line is the model-based prediction
for the average participant.

effect on counselor and client behavior. However, the proportion of time spent

speaking, the use of both self-adaptor and non-adaptor gestures, and eyebrow

raises and frowns were best predicted by models in which effects on the coun-

selor and client differed.

6.2.1 Gaze

The number of gaze-aways during speech is predicted about equally well by

models with and without therapeutic alliance (Table 6.3), although both give

similar predictions: There is an increase in the rate of gaze-aways over time,

which reverses in the last session (Figure 6.4).

6.2.2 Mouth

Participants used fewer non-neutral mouth positions in later sessions (Ta-

ble 6.4), but reversed this trend in the last session (Figure 6.5).
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Figure 6.5: Occurrence of non-neutral mouth positions, by session. The line
is the model-based prediction for the average participant.

6.2.3 Nodding

The proportion of time spent nodding was best predicted by a model which

included therapeutic alliance (Table 6.5). Participants nodded less when they

reported higher therapeutic alliance, but this effect was moderated by the

number of sessions: in later sessions, all participants tended to nod more.

There was a non-significant trend toward less nodding in the last session (Fig-

ure 6.6).

6.2.4 Speech

The proportion of time spent speaking was best predicted by a model which

allowed different trends for the counselor and the clients (Table 6.6). The

counselor spoke less in later sessions, and the clients spoke more, but this

reversed in the last session for the counselor and there was a non-significant

trend for it to reverse for the client (Figure 6.7).
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Figure 6.6: Nodding when not speaking, by session and alliance. The lines
are model-based predictions for the average participant, at 25th, 50th, and
75th percentile therapeutic alliance.

●

●
●

●
●

●

●

●
●

● ●
●

●

●

● ●

●

●

●

● ●

● ●

●

●

●

● ●
●

●

●

●

●

●

●

●

●

●

●

● ●
●

●
●

●

●

●
●

●

●

●

●

●

●

●

●

●

●
● ●

●

●

●

●

client counselor

0.0

0.2

0.4

0.6

0.8

1 2 3 4 5 6 1 2 3 4 5 6

Session

P
ro

po
rt

io
n 

of
 ti

m
e 

sp
ea

ki
ng

Figure 6.7: Proportion of time speaking, by session and role. The lines are
the model-based predictions for the estimated average dyad.
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Figure 6.8: Occurrence of self-adaptors, by session and role. The lines are
the model-based predictions for the estimated average dyad.

6.2.5 Self-Adaptors

The proportion of time spent using self-adaptors during speech was best pre-

dicted by a model which allowed different trends for the counselor and the

clients (Table 6.7). The counselor used more self-adaptors in later sessions,

but there was no significant trend for clients (Figure 6.8).

6.2.6 Hand Gesture

The proportion of time spent performing hand gestures (other than self-

adaptors) was best predicted by a model which allowed different trends for

the counselor and the clients (Table 6.8). The counselor performed fewer non-

adaptor gestures in later conversations, but reversed this trend in the last

session (Figure 6.9). There was no significant trend for clients.

6.2.7 Eyebrow Movement

The proportion of time spent performing eyebrow raises or lowering was pre-

dicted about equally well (or equally poorly) by every model (Table 6.9). No
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Figure 6.9: Occurrence of hand gestures, by session and role. The lines are
the model-based predictions for the estimated average dyad.

systematic trends were observed consistently across all models, although in

Models C and D (which include separate trends for the counselor and the

client), there was a significant decrease in the use of eyebrow movement by

the counselor in later stages.

6.3 Discussion

I show significant longitudinal differences in most behaviors investigated. In

later conversations, gaze-aways during speech are more common, and less time

is spent smiling and frowning. Participants nod more when they report lower

therapeutic alliance. The counselor decreases speaking time while the client

increases. Most trends reverse in the last conversation.

The results presented here do not fully agree with previous work. Prior

(cross-sectional) studies have reported that friends share speaking time more

equally than strangers, whereas here the counselor speaks less initially and

further decreases her speaking time in later conversations. This may be due to

the nature of the conversational task, which is focused on the client’s attitudes
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and behavior.

The finding of less smiling and frowning over time is broadly in agreement

with Tickle-Degnen’s model of rapport [162]: positivity is more important in

early conversations. In an informal examination of the corpus (during coding)

we noted that few of the smiles coded are Duchenne smiles, which involve

the use of facial muscles that raise the cheeks (in addition to those which

raise the corners of the mouth), and are thought to indicate felt emotion [56].

I conjecture that “performing” appropriately-valenced facial expressions as

an indication of empathy may be important for establishing rapport in early

conversations.

Cassell et al. report that friends use fewer nods for acknowledgments than

strangers [40]. I report an effect of relationship strength: stronger self-reported

relationship is associated with less nodding, primarily in early conversations.

I give two conjectures — which are not mutually exclusive — that attempt to

explain this difference.

First, Cassell et al.’s study, which is cross-sectional, cannot easily dis-

tinguish differences between dyads from changes that occur over time: their

finding of less nodding among friends could indicate either that less nodding

indicates that a dyad is more likely to become friends, or that dyads initially

nod more and this behavior tends to decrease with continued interaction. My

results are more consistent with the first explanation: nodding is associated

with stronger self-reported working relationships, rather than a longer inter-

action history.

Second, Cassell et al.’s study presents a novel conversational task (a direction-

giving task) to all dyads. Task familiarity is uniformly low. In this study, task

familiarity and interaction history are confounded: in later sessions, dyads

always have both increased task familiarity and increased interaction history.

I conjecture that in an interaction with low task familiarity — which includes

both Cassell et al.’s study and the early sessions of the corpus — less nodding

and acknowledgment behavior is associated with a stronger working relation-
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ship. This is consistent both with these results, which rely on self-reported

working relationship, and with Cassell et al.’s results, under the assumption

that friends are likely to have a stronger working relationship than strangers.

The results I report on the use of hand gesture, including both self-adaptors

and other gestures, are difficult to generalize. We see significant change for the

counselor only, and these results may blend general and idiosyncratic factors:

they may be useful for developing models of this particular counselor rather

than more general models of human behavior.

Across nearly all behaviors, I report a pattern where the observed change

over time reverses in the last conversation. I note that participants were

always aware that the sixth conversation was their last, and all dyads had

an explicit discussion about the end of their relationship. I conjecture that

a final interaction, like an initial interaction, has increased uncertainty about

the participants’ interpersonal relationship, and this uncertainty is associated

with changes in behavior. The final interaction is an abrupt and major change

in the nature of the participants’ interpersonal relationship. In very long-

term interaction, other major changes may occur: for example, a shift from

a professional and impersonal relationship to a friendship. This suggests a

future research question: Do other changes in the nature of an interpersonal

relationship produce similar effects (i.e., verbal and nonverbal behavior similar

to a first interaction)?





Chapter 7

Rhythm: Behavior Generation for Long-Term

Interaction

Thus far, this dissertation has presented a survey of results that show that ver-

bal and nonverbal behavior in face-to-face conversation may vary in long-term

repeated interaction. These results have examined human-human interaction,

and have not involved conversational agents or other computer interfaces.

In this chapter, I examine the problem of constructing an embodied con-

versational agent (ECA) which incorporates these results, and displays conver-

sational behavior that varies in the context of a changing user-agent interper-

sonal relationship, and varies over time both within and across conversations.

I present “Rhythm,” an implementation of verbal and nonverbal behavior

generation for ECAs, based partially on the findings in this dissertation.

7.1 Introduction

An ECA is a complex interface capable of multimodal output (and often mul-

timodal input, although I do not focus on input here) including both the

audio of its utterances, and synchronized accompanying nonverbal behavior,

either in visual form (with an animated character) or through physical move-

ment (with a robotic character). Producing behavior involves multiple related

tasks, including generating the semantic content of utterances, choosing the

105
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Intent
Planning
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Figure 7.1: The SAIBA framework [89, 167] for multimodal behavior gener-
ation.

surface (lexical) form of utterances, choosing the timing and form of nonver-

bal behaviors to accompany an utterance, producing audio with appropriate

prosodic and intonational features, rendering the nonverbal behaviors in an

animated representation (or other embodiment), and synchronizing the verbal

and nonverbal communication channels.

To address the breadth of issues required, most ECA implementations

take a modular approach to behavior generation. The SAIBA framework

(Situation, Agent, Intention, Behavior, Animation) [89, 167] currently used in

several implementations, attempts to codify best practices learned from previ-

ous systems, while specifying standards intended to allow modules developed

independently to interoperate with each other.

SAIBA is based on a pipelined generation model (Figure 7.1), consisting of

three modules, although each may contain submodules; the framework treats

each as a black box, and avoids specifying the internal structure. An intent

planning module is responsible for generating the communicative and expres-

sive intent of an utterance, in a form that avoids reference to any physical

behavior. A behavior planning module takes this as input, and generates a

high-level description of the verbal and nonverbal behaviors to be performed;

this is high-level in that it specifies behaviors to be performed (e.g., a head

nod) while avoiding details tied to a particular embodiment (e.g., specific

joint angles). Finally, an embodiment-specific behavior realization module is

responsible for generating the agent behavior. SAIBA specifies two standard-

ized markup languages to be used to communicate between these modules:
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Functional Markup Language (FML) to describe communicative content, and

Behavior Markup Language (BML) to describe a communicative behavior.

Within this framework, Rhythm is a behavior planning module. It con-

sumes a description of the communicative intent of an utterance, which is

operationalized as the text of the utterance with some (optional) additional

annotations that specify interpersonal and emotional contexts. From this, it

produces a behavior description that can be consumed by a behavior realiza-

tion module.

7.2 Background and Related Work

Multiple approaches to nonverbal behavior generation have been explored.

Rule-based systems, such as BEAT [43] and NVBG [100], take as input the

text of an utterance (possibly annotated with additional contextual infor-

mation), and generate annotations for cooccuring nonverbal behavior using

a manually authored set of rules. In both of these systems, behavior rules

are applied following a shallow linguistic analysis that, either heuristically or

stochastically, attempts to identify syntactic (e.g., parts of speech and phrase

structure) and pragmatic (e.g., given and new information) that will be used

as input features by the rules. The rules are typically based on prior observa-

tional work (either qualitative or quantitative) of human interaction. While

the set of rules must be pre-specified, these systems can allow for some vari-

ability in behavior by including stochastic rules, which generate a probability

distribution over nonverbal behavior annotations: for example, generating the

probability of occurrence of a behavior at a particular point in an utterance.

An alternative approach, sometimes labelled as a “data-driven” approach,

avoids the use of hand-written rules by directly applying a statistical or ma-

chine learning model which was trained on annotations of observations of hu-

man behavior. For example, Neff et al. [120] trained speaker-specific models

of gesture generation by fitting a set of Hidden Markov Models to annotated
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video samples. The resulting models produced nonverbal behavior annota-

tions (primarily gestures) given an annotated text as input, and an empirical

study showed that observers could distinguish a particular speaker’s “style”

in behavior generated using a model trained on that speaker.

Either rule-based or data-driven approaches can be driven by inputs other

than the text of an utterance. For example, a series of “Rapport Agents” were

developed that generate backchannel nodding behavior for a listener agent,

using features of the speaker’s communication as input and applying either

hand-authored rules [67] or a data-driven model [81] created by training a

Conditional Random Field [92] model on observational data.

All of these approaches generate nonverbal behavior either as an addition

to existing content of an utterance or, in the case of the Rapport Agent,

independently without any other accompanying behavior. It is also possible

to generate the content of an utterance and its cooccuring nonverbal behavior

jointly, from the same semantic content. Kopp et al. [90] give an example

of grammar-based natural language generation extended to generating hand

gestures.

7.3 Implementing Longitudinal Behavior

Changes

Rhythm is a rule-based nonverbal behavior generation system, most similar in

design to BEAT [43]. However, the approach I outline for generating long-term

dynamical behavior is intended to be more generally applicable, and able to

combine with other underlying approaches to nonverbal behavior generation.

I require that the underlying behavior system be able to output generation

probabilities for each behavior event (rather than simply the occurrence of an

event), and model long-term changes in behavior through the use of rules that

make adjustments to these probabilities.

The results in previous chapters are not sufficient by themselves for a full
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computational model of nonverbal behavior generation in the context of a

complex multi-conversation interaction. I consider only a subset of verbal

and nonverbal behavior, and do not model all features of these behaviors:

for example, when examining head nods (Chapter 6), I constructed a model

that predicts only the occurrence of nods, and not duration, velocity, or other

features. I also considered a subset of possible predictors of behavior, and have

not considered some predictors known to be significant from prior work: for

example, I have not explicitly included turn-taking structure when modeling

gaze [42]. Finally, the corpus is limited to six short conversations per dyad,

and several of the results are limited to an examination of the first minute of

conversation.

In order to implement these findings, it is necessary to make some addi-

tional assumptions. The assumptions are chosen pragmatically, and intended

to produce the simplest computational model of conversational behavior that

both accounts for the results in this dissertation and can be used to produce

an implementation of nonverbal behavior generation. I do not argue that they

necessarily produce realistic behavior; that claim requires further validation.

First, I assume that all results which are found by examining the first

minute of conversation hold constant throughout a conversation. Based on

this assumption, the models developed Chapter 6 are used to construct rules

that apply to any point in a conversation.

Second, I assume that these results combine additively with other predic-

tors of behavior; that is, that no interaction effects exist between the predictors

I have modeled and those I have not modeled. This assumption allows com-

bining the findings in this dissertation with those given by prior work, treating

these findings as adjustments to baseline probabilities, rates, or durations de-

termined from prior work, and ignoring how those baselines are generated.

My results are based on generalized linear mixed effect models, with re-

sponse variables drawn from a transformed normal distribution (for articula-

tion rates, mouth movements, and head nods), a binomial distribution (for
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posture shifts), or a Poisson distribution (for gaze). If one ignores random

effects, which model participant-specific variation, and focus on modeling the

estimated population-average, then a response variable y (a normalized du-

ration for articulation rate, and a generation probability for others) can be

modeled as:

g(y) = β0 + β1x1 + . . .+ βnxn

where g is a monotonic, invertible and differentiable function (log or logit

in the models), x1 . . . xn are predictors (e.g., the number of previous sessions),

and β0 . . . βn are model coefficients, with β0 (the intercept) representing the

population-average baseline.

Given a duration or probability y produced by some underlying nonver-

bal behavior generation system, and under the assumption that these results

combine additively with those that produced y, we simply substitute g(y) as

the baseline and can give an “adjusted” duration or probability y′ as:

y′ = g−1(g(y) + β1x1 + . . .+ βnxn)

7.4 Architecture

Architecturally, Rhythm is similar to BEAT [43], with a pipeilne architecture

consisting of four modules (Figure 7.2): (1) an analysis module performs a

shallow linguistic analysis to identify relevant syntactic and pragmatic fea-

tures; (2) a behavior generation module generates baseline behavior annota-

tions; (3) a behavior adjustment module modifies these annotations to account

for the long-term changes documented here; and (4) a filtering module mod-

ifies annotations to resolve conflicts and changes stochastic annotations into

deterministic ones.

An input utterance is tokenized as a preliminary step. Utterances can

be supplied with optional annotations at input, which provide additional in-
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formation about the discourse and interpersonal context above the level of a

single utterance. Input annotations currently used by Rhythm include:

• Turn-taking context: whether an utterance starts or ends the speaker’s

turn.

• Within-conversation discourse context: the amount of dialogue since the

conversation began, in time and in number of dialogue turns.

• Affective context: the emotional state the speaker intends to communi-

cate.

• Interpersonal context: the speaker’s beliefs about the speaker-listener

interpersonal relationship, expressed as an estimated working alliance

score.

Each module is responsible for adding or modifying a set of annotations

on the sequence of tokens in an utterance. Annotations include contextual

information (as above), linguistic information (e.g., part of speech tags), and

suggested nonverbal behaviors. Annotations can either apply to the entire ut-

terance (as in the interpersonal context annotations above), or to a contiguous

sub-sequence of tokens (as in an annotation identifying syntactic information).

Relative to the architecture used in BEAT, the adjustment module is novel,

while both the generation and filtering modules are modified to work with it.

7.4.1 Analysis

OpenNLP1 is used to perform part-of-speech tagging, and to chunk sentences

into phrases, both using stochastic natural language processing techniques.

Wordnet [111], via the MIT Java Wordnet Interface2, is used to determine the

lemma for each word, and to find antonyms.

1OpenNLP 1.5.2, http://opennlp.apache.org/
2JWI 2.2.2, http://projects.csail.mit.edu/jwi/

http://opennlp.apache.org/
http://projects.csail.mit.edu/jwi/
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Input Text

Analysis

Baseline Generation

Probability Adjustment
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Output

Syntactic and
discourse features

Behavior probabilities

Behavior probabilities

(Interpersonal and
affective features)

(Behavior annotations)

Figure 7.2: The Rhythm behavior generation pipeline.

For each clause of an utterance, the theme and rheme are identified using

heuristic rules given by Hiyakumoto et al. [76]. These are units of the infor-

mation structure of a clause, with the theme defined as the portion of the

clause that provides continuity with previous clauses or utterances, and the

rheme as the portion that contributes new information [72]. Determining the

information structure of an utterance is useful, as this structure is associated

with differences in verbal and nonverbal behavior: for example, theme and

rheme are often marked by intonational patterns [131, 158], and gestures tend

to occur in the rheme [38].
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7.4.2 Behavior Generation

Behavior generation consists of a set of hand-written rules that operate on the

annotated sequence of tokens. Each rule, if triggered, adds a behavior annota-

tion. While the set of features varies depending on the particular behavior, all

include timing information (word-aligned start and end positions), a priority,

and a generation probability (which may be 1, indicating certain generation).

Stochastic rules, where a behavior is generated with some probability, are im-

plemented with a rule that always adds a behavior annotation, but attaches

an appropriate generation probability.

Note that all behavior annotations are generated independently, without

examining annotations added by other behavior generation rules. This may

lead to the generation of conflicting annotation (i.e., involving the same bodily

degrees of freedom), which will be resolved during a later filtering step.

Rhythm currently implements the following behavior generation rules,

which are a subset of those implemented by BEAT and NVBG. A novel feature

is the handling of stochastic rules.

• Intonation accents are generated on new objects within the theme (an

L+H* accent) and the rheme (H*), following [131].

• Intonation boundary tones are generated at the end of a theme (L-H%)

or a rheme (L-L%), also following [131].

• Beat gestures are generated on all new objects within a rheme, as they

are the most common hand gesture [108], and gestures tend to occur on

new information and in the rheme [38].

• Eyebrow raises are generated on new objects within a rheme, as this can

be a signal of new information [124].

• Head nods are added with high probability on words that mark acknowl-

edgment and grounding (e.g., “ok”) and which come immediately after

a conversation partner’s utterance.
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• Posture shifts are added at clause boundaries, with high probability in

the presence of a topic shift and with low probability in the absence of

a topic shift, following [41].

• Gaze-aways are generated as a function of information structure and

turn-taking [163]: gaze-aways are generated on the theme of a clause

with certainty if occurring at the beginning of a dialogue turn, and with

lower probability if elsewhere.

• Affective facial expressions (e.g., smiles and frowns) are generated based

on annotations identifying the affective content of an utterance, with

generation probability based on the intensity of the affect.

7.4.3 Behavior Adjustment

Behavior adjustment consists of a set of hand-written rules, based on findings

in the preceding chapters. Each rule operates on the generation probabili-

ties of behavior annotations, and modifies them as a function of annotations

on the utterance that specify its discourse context (i.e., position within the

larger conversation) and interpersonal context (i.e., interaction history and

interpersonal relationship of the speaker and listener).

The probability of generating a smile or frown changes as a function of the

interaction history, where s is the number of prior conversations, and f is 1 if

the agent believes this is a final conversation and 0 otherwise:

p′ = logit−1(logit(p)− 0.16s+ 0.97f)

The probability of generating a gaze-away changes as a function of inter-

action history:

p′ = 1− (1− p)exp(0.2s−0.8f)

The probability of generating a headnod changes as a function of inter-

action history and the agent’s beliefs about the strength of the user-agent
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relationship, where a is therapeutic alliance, standardized to a z-score:

p′ = logit−1(logit(p) + 0.06s− 0.44f − 0.28a+ 0.06sa)

The probability of generating a posture shift changes as a function of in-

teraction history and minutes from conversation start (m):3

p′ = logit−1(logit(p) + 0.16s− 0.03m− 0.02sm)

The duration (d) of a word annotated to be a discourse marker or an

acknowledgment changes as a function of interaction history and of the number

of dialogue turns since conversation start (t):

d′ = exp(log(d)− 0.015s− 0.045 · (t/109.4))

7.4.4 Behavior Filtering

The behavior filtering module has two steps: conflict resolution and realizing

stochastic behavior annotations. Conflict resolution consists of identifying be-

havior annotations which use the same degrees of freedom in the embodiment

(e.g., two gestures using the same hand, or a simultaneous smile and frown).

A conflict is resolved by removing the lower-priority behavior, or (in case of a

tie) by removing a behavior by random choice.

Once conflicts are removed, any stochastic behavior annotations — those

with a generation probability p < 1 — are randomly removed with probability

1− p.

7.5 Examples

Figure 7.3 shows an example of behavior generated by Rhythm for the utter-

ance “Okay, great. And how is your exercise going?,” when accompanied by
3 This rule was based on previously published work [148] which used a variant of the

model presented in Chapter 5, in which parameters were estimated by maximum likelihood
rather than Bayesian methods. Due to this, the coefficients in this rule are slightly different
from those given in Table 5.1.
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Token

Prosody

Gesture

Eyebrows

Mouth

Head

Gaze

Okay, great. And how is your exercise going?

rate +4%

beat beat beat

raise brows

smile

p = 0.5

nod

p = 0.43

gaze-away

p = 0.7

Figure 7.3: Sample behavior generation for a first conversation with high
therapeutic alliance

Token

Prosody

Gesture

Eyebrows

Mouth

Head

Gaze

Okay, great. And how is your exercise going?

rate +11%

beat beat beat

raise brows

smile

p = 0.35

nod

p = 0.57

gaze-away

p = 0.93

Figure 7.4: Sample behavior generation for a fifth conversation with low
therapeutic alliance

annotations indicating that the speaker and listener have no previous inter-

actions, and that the speaker believes there is high therapeutic alliance (+1

standard deviation). Figure 7.4 shows behavior generated for the same ut-

terance, but accompanied instead by annotations indicating that the speaker

and listener have had 4 previous conversations and that the speaker believes

there is low therapeutic alliance (-1 standard deviation).

Aside from annotations related to interaction history and interpersonal

relationship, both samples were generated using the same contextual annota-

tions: they were annotated as both starting and ending the speaker’s dialogue

turn, as occurring at 5 minutes (and 100 dialogue turns) from the start of
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conversation, and as having positive affective content (intensity 0.5).

Articulation Rate The phrase “Okay” at the beginning of the utterance is

identified as an acknowledgment, and the duration (d) is modified as a function

of the number of previous sessions (s) and the number of previous dialogue

turns within the conversation (t). For the first conversation, they take the

values s = 0 and t = 100, giving d′ = 0.96d (approximately a 4% increase in

articulation rate), while in the fifth conversation, they take the values s = 4

and t = 100, giving d′ = 0.90d (approximately a 11% increase in articulation

rate).

Facial Expression The sentence “Okay, great” is annotated as having pos-

itive affective content. Rhythm’s default rules give a baseline probability

p = 0.5 of generating a smile. This is modified as a function of the number of

previous sessions (s) and whether it is a final session (f ∈ 0, 1). In the first

conversation (s = 0, f = 0), the generation probability is unmodified, while in

the fifth (s = 4, f = 0) it is decreased to p′ = logit−1(logit(p)− 0.64) = 0.35.

Head Movement Rhythm’s default rules give a baseline probability p =

0.5 of a head nod before the start of the utterance. This is modified as a

function of the number of previous sessions (s), whether it is a final session

(f ∈ 0, 1), and the speaker’s working alliance (a). For the first session, with

high alliance (s = 0, f = 0, a = 1), the generation probability is modified

to p′ = logit−1(logit(p) − 0.28) = 0.43. In the fifth session, with low alliance

(s = 4, f = 0, a = −1), the generation probability is modified to p′ =

logit−1(logit(p) + 0.24 + 0.28− 0.24) = 0.57.

Gaze The tokens “how is...” were heuristically identified as beginning the

theme of a clause in the utterance, and Rhythm’s default rules give a baseline

probability p = 0.7 of a gaze-away. This is modified as a function of the

number of previous sessions (s) and whether it is a final session (f ∈ 0, 1).

For the first session (s = 0,f = 0), this probability is unmodified, while for
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the fifth session (s = 4,f = 0), it is modified to p′ = 1− (1− p)exp(0.8) = 0.93.



Chapter 8

Evaluation

I now present the final contribution of this dissertation: a longitudinal ran-

domized controlled trial of long-term conversational behavior adjustments in

an Embodied Conversational Agent which acts as a physical activity coun-

selor, and a test of the effects of those adjustments on users’ engagement, on

the users’ attitudinal change toward physical activity, and on the perceived

behavioral realism of the agent.

This trial is intended first as a test of the thesis statement of this dis-

sertation: that including long-term dynamic changes in verbal and nonverbal

behavior of an Embodied Conversational Agent — where those changes are

modeled on changes observed in human-human interaction — will improve

user engagement with the agent, and cause the agent to be perceived as more

realistic.

A second motivation is to provide some additional empirical support for

the observational results obtained from examining the Exercise Counseling

Corpus in earlier chapters (Chapter 4, Chapter 5, and Chapter 6). The cor-

pus includes a small (N = 6) number of clients and only a single counselor.

There is a concern that the results in Chapters 4, 5, and 6 may be idiosyn-

cratic patterns of behavior of one particular individual (the counselor) or a

small group of individuals (the clients) that may not generalize to the larger

population. While I have tried to mitigate this concern by interpreting only

patterns of behavior which are observed in both the counselor and the clients,

119
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this evaluation study will also provide partial validation that these patterns of

behavior are also perceived as realistic by a larger population — albeit with

a virtual rather than a human counselor.

Aside from concerns of the validity of the observational results, I also wish

to test whether these patterns of behavior are perceived as realistic and have

the desired effect when implemented in an Embodied Conversational Agent,

rather than performed by a human speaker. An ECA has neither the visual

nor behavioral realism of a human speaker; this is a limitation of both current

state-of-the-art agents and of the particular ECA used in this study (described

in more detail below) and the behavior generation used with it (Section 7.3).

Communication between a user and the agent is also limited; in this particular

case, the user is limited to multiple-choice input (avoiding problems of natural

language understanding) with strict turn-taking determined by the system.

An evaluation — with agent-human rather than human-human interaction —

is therefore required before we can conclude that these patterns of behavior

are realistic in a particular ECA.

The evaluation study presented here is a three-arm between-subjects trial.

In all three conditions (described in greater detail below), participants in-

teracted for six weeks (up to once per week) with an ECA that acted as a

virtual health behavior change counselor that promoted regular exercise in

the form of planned bouts of brisk walking. The appearance of the counselor,

and the content of the user-agent conversations were both constant across

conversations, while the agent’s verbal and nonverbal behavior varied: in one

condition (Dynamic), the agent’s behavior followed the models developed in

previous chapters, while in others the agent’s behavior either did not change

across conversations (Static) or changed at a greater rate than predicted

(Exaggerated).
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8.1 An ECA for Long-Term Interaction

As a proof-of-concept of an embodied conversational agent supporting realis-

tic conversational behavior in long-term interaction, I embedded the Rhythm

conversational behavior annotator in the Litebody [14] web-based ECA frame-

work. The combined system produces a functional ECA, which is used in this

evaluation study.

Litebody is an open-source1 framework intended for the creation and de-

ployment of very lightweight ECAs. Litebody-based ECAs can be shown in

most standard web browsers without the requirement of installing additional

software or plugins.2 The ECAs are shown from the shoulders up only, and

conduct system-initiated conversation with restricted, multiple-choice user in-

put. It can deliver synthesized speech with prosodic variation and synchro-

nized nonverbal behavior including eye gaze, facial expressions (smiles and

frowns), eyebrow movement, head movement, and postural shifts.

Litebody uses a client-server architecture with an HTTP-based protocol:

the server is responsible for generating an audio file for each agent utterance,

along with an animation script giving the timing of any associated nonverbal

behaviors. The Litebody framework itself does not determine the content of

utterances or perform any other dialogue management functions; it is mid-

dleware, responsible for managing the details of the client-server protocol. A

modular design allows for various dialogue managers to be used; a dialogue

manager is responsible for delivering the text of agent utterances, annotated

with nonverbal behavior and prosodic information.

In this study, Litebody is used with a dialogue manager that executes

scripts written in a custom hierarchical transition network-based scripting lan-

guage. States in this language contain agent utterances, while state transitions

are user input choices. The scripting language specifies the lexical form of ut-

1http://litebodysuite.sourceforge.net
2Litebody requires Adobe Flash, which is currently installed on a large majority of

desktop-based web browsers.

http://litebodysuite.sourceforge.net
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Figure 8.1: The Litebody web-based ECA.

terances and some additional annotations, while Rhythm is used at the time of

utterance generation to add nonverbal and prosodic annotations. The dialogue

manager is also responsible for tracking within-conversation contextual infor-

mation used by Rhythm — primarily the temporal offset of an utterance within

the conversation. Affective context is specified by manual annotation within

the dialogue scripts, indicating whether utterances are positively-valenced,

negatively-valenced, or neutral.

8.2 A Preliminary Study of the Effect of

Behavior Changes

Many of the changes predicated by the model are quite subtle: for example,

after five conversations, the average speaker increased their articulation rate

approximately 8% (and only on specific words). It is possible that such changes

are not perceptible or have no measurable effect on users. It was desirable to
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have a preliminary test of the perceptibility and effect of some of the changes

before conducting a more extensive evaluation study.

I conducted a preliminary evaluation in order to test whether the model-

predicted differences in articulation rates, when incorporated in a conversa-

tional agent’s speech, were perceptible to users, and whether they had any

measurable effect on attitudes toward the agent. In contrast to the full eval-

uation study described below, the preliminary evaluation was performed in a

laboratory setting, and participants took part in a single experimental session.

Participants had two similar conversations, with two similar agents, which dif-

fered in articulation rates: In the SLOW condition, the articulation rate of

the agent’s speech was left unchanged, while in FAST, the articulation rate

of acknowledgments and discourse markers was increased by the amount the

model predicted would occur after five conversations (8%), and also increased

at the predicated rate within a conversation (to a total of approximately 13%).

8.2.1 Apparatus and Measures

The two agents were chosen to have a similar appearance, and both used

synthesized speech with synchronized nonverbal behavior. Participants used

multiple-choice spoken input, with up to 6 utterance choices displayed by the

agent at each turn. However, the agents were controlled via a Wizard-of-

Oz setup [48], in order to eliminate any possible effects of speech recognition

errors.

Both dialogues consisted of social dialogue only. The dialogues were de-

signed to be approximately the same length (about 40 turns , varying slightly

based on participant choices), and contained similar (but not identical) top-

ics. Topics with a low intimacy level were used, such as weather, local sports,

and features of the experiment location. Dialogues were manually tagged to

identify acknowledgments and discourse markers that should increase in ar-

ticulation rate when in the FAST condition.3

3Although presented here for clarity, the preliminary evaluation was performed prior to
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Perceived rapport was assessed with the bond subscale of the Working

Alliance Inventory [79] following each conversation. Participant introver-

sion/extroversion was assessed using a 16-item subset of the Interpersonal

Adjective Scales [171].

8.2.2 Procedure

The order of conditions, agents, and dialogues were randomly assigned. Fol-

lowing a demographics questionnaire, participants received brief instructions

on how to interact with the agent. Participants were told they would be in-

teracting with two different agents, but were not informed of differences in

articulation rates, or any other specific differences. The experimenter left

the room during the conversations, and returned to administer questionnaires

afterward.

8.2.3 Participants

8 participants (5 female, mean age 34.6, age range 23–63) were recruited via

a contact list of potential participants who had expressed interest in previous

studies conducted by colleagues but had not participated. All reported high

levels of computer proficiency, and all but one were college graduates.

8.2.4 Results

No significant difference was observed in perceived rapport (Working Al-

liance Inventory) between the SLOW and FAST speech (paired t(7)=−0.296,

p=0.78). However, given results by Nass and Lee [116], I also analyzed the

effect of the participant’s extroversion. A linear regression showed that ex-

troversion predicted the difference in perceived rapport between SLOW and

the development of the Rhythm conversational behavior generator. Therefore, automatic
annotation was not available and manual adjustments to articulation rates were made in-
stead.
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FAST (R2=0.55, F (1, 6)=7.39, p=0.035). Participants who were more extro-

verted were more likely to report a higher perceived rapport in the FAST

condition.

Only one participant reported noticing a difference in speaking rate. When

participants were asked to “guess” which agent spoke faster, 5 of 8 identified

the correct agent; this is not significantly different from chance (χ2(1)=0.5,

p=0.48). Therefore, I cannot conclude that participants consciously distin-

guish this difference in speaking rates in conversation, although the effect on

rapport (moderated by participant extroversion) is weak evidence for an effect

of the difference in behaviors even in the absence of perceptibility.

8.2.5 Discussion

I show some preliminary evidence that changes in articulation rates of a

speaker may have a measurable effect, even though listeners may not necessar-

ily be able to consciously perceive the changes. However, the characteristics

of the listener may be equally important: Extroverted listeners may prefer

a speaker that “jumps right in” with a speaking style that indicates greater

familiarity.

This preliminary study is limited by a small number of participants. These

results require additional study to determine whether they generalize across

people, languages or dialects, or cultural backgrounds.

8.3 A Long-Term Interaction Scenario

The full evaluation is designed around a long-term interaction scenario broadly

similar to the scenario used to collect the Exercise Counseling Corpus: a six-

week interaction during which an ECA, acting as a virtual behavior change

counselor, attempts to persuade the user to change his or her attitudes toward

regular physical activity and to perform more regular physical activity.
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8.3.1 Behavior Change Intervention

The focus of this evaluation study is on improving engagement and voluntary

usage of an ECA-based behavior change intervention, and the study is not

primarily intended to explore variations in the content of a behavior change

intervention. The content of the interactions is therefore based on previous

health behavior change interventions which used ECAs and targeted increases

in regular physical activity, or related behaviors. Most heavily (although

not exclusively) I have adapted content from the “Health Behavior Change

Ontology” project4 [149, 17]. Modifications have been made as needed to

combine content from separate interventions, and to adapt content originally

developed in the context of a different frequency of use (up-to-daily interaction

rather than weekly).

The Transtheoretical Model of Behavior Change [132] theorizes that per-

sons attempting to change a health behavior, such as increasing their physical

activity, pass through several Stages of Change, and predicts that different

change processes characterize these stages. Following this model, the dia-

logue content delivered to a participant is tailored based on an initial stage

of change assessment (made in the first conversation). Participants in later

stages of change (preparation, action, or maintenance) receive dialogue (Fig-

ure 8.3) consisting of goal-setting, self-monitoring, and problem solving: each

week the participant is asked to set a weekly walking goal, which is reviewed

in the next conversation, where the agent can show a visualization of the par-

ticipant’s progress and provide suggestions for common problems and barriers

to behavior change.

Participants in earlier stages of change (precontemplation and contempla-

tion), distinguished from later stages by a lack of intention to change their

behavior in the immediate future, do not receive goal-setting dialogue imme-

diately. Instead, they first received dialogue content inspired by techniques

4http://hbco.sourceforge.net

http://hbco.sourceforge.net
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(1) Agent:
Okay. How motivated are you to do more physical activity? Can you give it a
number, on a scale from 0 to 10?

(2) User:
3

(3) Agent:
It sounds like you have some reasons to feel motivated to get more physical
activity, since you answered 3 instead of zero. What would it take to move you
up to 7? What stops you from feeling more motivated?

(4) User:
I just haven’t thought about it.
Physical activity won’t help me right now.
Other things are more important.
Physical activity won’t help me.
I’ll never manage to do it.
Actually, I DO feel very motivated.
I’d rather not talk about this now.

(5) Agent:
In that case, let’s talk about some of the benefits of physical activity. One of
the great things about physical activity is that it helps you both now and in the
future. Which would you like to talk about?

(6) User:
Benefits now.
Benefits later.
Neither.

(7) Agent:
Sure. Besides helping you to get and stay healthy and fit, physical activity also
can give you more energy and reduce stress. Many people find it helps to keep
up a positive outlook on life.

(8) User:
OK.

(9) Agent:
Thanks for talking about this with me. How are you feeling about physical
activity after our discussion?

(10) User:
I’m not sure.
About the same.
I feel more motivated.

(11) Agent:
Okay. We can talk about this again another time.

Figure 8.2: A fragment of a sample user-agent conversation, showing Moti-
vational Interviewing-inspired content. User input was multiple choice, with
the chosen item indicated by italics.
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(1) Agent:
So, your goal from last time was to walk for 20 minutes, 3 days a week. How
did it go?

(2) User:
I didn’t walk at all.
I only walked once.
I walked less than that.
I did it!
I walked more!

(3) Agent:
I’m sorry to hear that. But it sounds like even when you had a rough week,
you still tried to do some walking. Would you like some tips that may help with
weeks like that?

(4) User:
Yes.
No.

(5) Agent:
Here’s a plot of the walking you’ve been doing.

(6) User:
OK.
Thanks.

(7) Agent:
So, it’s time to set a goal for next week. Can you try again to do 20 minutes, 3
times a week?

(8) User:
I can do that.
I’m not sure.
I don’t think I can.
I might have some problems.
I can walk more!

(9) Agent:
Great! I’m sure you’ll do it.

(10) User:
OK.
Thanks.

Figure 8.3: A fragment of a sample user-agent conversation, showing goal-
setting content. User input was multiple choice, with the chosen item indicated
by italics.
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from Motivational Interviewing (MI), a client-centered counseling method for

enhancing motivation and confidence in behavior change by prompting clients

to explore and resolve ambivalence toward change [112]. MI has been applied

to physical activity promotion [74] (among numerous other health behaviors),

and has been suggested as an effective counseling method for precontemplators

and contemplators [50]. The intervention dialogue included three MI-inspired

conversations: a discussion of the pros and cons of regular physical activity

(used in the first conversation), a discussion (Figure 8.2) of reasons to be

motivated to engage in more physical activity (used in later conversations,

possibly repeatedly, until a participant indicated strong motivation), and a

discussion of reasons to be confident in successfully engaging in physical ac-

tivity (used until a participant indicates strong confidence). All were based

on eliciting statements from the user through questions with the surface form

of an open-ended question (e.g., “When I talk about physical activity, what

kinds of things come to mind?”), with participant input restricted to a set of

common answers, to which the ECA gave reflective and reframing responses.

Participants who indicated strong motivation and confidence in these discus-

sions were assumed to have progressed to a later stage of change, and received

the goal-setting content in subsequent conversations.

8.3.2 Interaction Schedule

I designed a long-term interaction intended to consist of six weekly conversa-

tions. The scenario does not assume every user will participate in the full set

of six conversations (although that is a goal), and the interaction is intended

to remain coherent in the presence of missing sessions.

Initial Interaction The first weekly conversation began with an introduc-

tion to the agent, and an introduction to the mechanics of conversations,

including the use and limitations of the agent’s multiple-choice input. This

was followed by a general introduction to the topic of physical activity and
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the specific target behavior (brisk walking), and an in-conversation stage of

change assessment.

Depending on the assessed stage of change, participants received either

dialogue negotiating an initial walking goal (if in preparation, action or main-

tenance), or the MI-based discussion of pros and cons of regular physical

activity (if in precontemplation or contemplation). At the end of the MI dia-

logue, participants who asserted a strong intention to begin physical activity

were given an opportunity to begin goal-setting, followed by the negotiation

of a walking goal; other early-stage participants were given an opportunity to

immediately proceed to the MI-based discussion of reasons to be motivated

for physical activity, or could choose to postpone the discussion to subsequent

weeks.

The conversation concluded with a discussion about scheduling subsequent

sessions, during which the agent attempted to convince the participant to state

a commitment to continued interaction. This was followed by ritual social

dialogue and a farewell.

Routine Interactions The second, third, and fourth weekly conversations

follow the same pattern. The conversation begins with a greeting and ritual

social dialogue. Subsequent dialogue was tailored depending on whether the

participant was currently receiving a goal-setting intervention or a Motiva-

tional Interviewing-based intervention.

Participants receiving a goal-setting intervention were given a reminder of

their previous negotiated walking goal (if any), and asked to self-report their

walking behavior in the past week. Depending on the reported behavior and

their goal, participants received either positive reinforcement (e.g., “Great

job!”) or problem solving. This was followed by a visualization (a bar chart)

of walking behavior, and a negotiation of the walking goal for the subsequent

week.

Participants receiving a Motivational Interviewing-based intervention re-
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ceived a discussion about either reasons for motivation or confidence in reg-

ular physical activity, the latter delivered for participants who had already

reported high motivation. At the end of each discussion, participants were

asked whether they had increased motivation or confidence, respectively; upon

receiving a positive answer, the agent would advance to either the confidence

discussion (when high motivation was reported) or the goal-setting interven-

tion (when high confidence was reported) in subsequent weeks.

As with the initial conversation, the conversation concluded with an at-

tempt to elicit commitment to continued interaction, followed by ritual social

dialogue and farewell.

Pre-Closing Interaction The fifth weekly conversation followed the same

pattern as the second through fourth, with the exception of the closing dis-

cussion of scheduling and the farewell dialogue. Following patterns observed

consistently throughout the Exercise Counseling Corpus, the agent explicitly

introduced the concept that the scheduled interactions would be ending (e.g.,

“Next week is the last session on our schedule, so we’ll try to wrap up every-

thing we have been talking about.”).

Closing Interaction The sixth weekly conversation began with a modified

greeting, which stated that it was the last scheduled session (e.g., “So, this is

our last weekly session. I’ve really enjoyed talking with you.”). Participants

who were receiving a goal-setting intervention reviewed their recent walking

behavior and were given a visualization of all their walking behavior across

the duration of the study; compared to the discussion in earlier weeks, this

primarily omitted the negotiation of a new walking goal. Participants who

were receiving a Motivational Interviewing-based intervention instead had a

repeated discussion about the pros and cons of regular physical activity, fol-

lowed by positive reinforcement.

All participants were then offered a final problem-solving discussion (e.g.,

“Since this may be our last conversation, I thought it would be a good idea
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to talk one last time about some tips for walking.”). This was followed by

a meta-conversation asking participants to give an overall assessment of the

user-agent relationship (e.g., “Now that it’s been several weeks, how do you

feel about working with me?”), and a farewell. The agent stated that future

conversations were possible, but did not otherwise discuss future interaction

or attempt to elicit a commitment.

Encore Interactions Participants who chose to log-in to the system for

the two week period after competing the six-week intervention (participat-

ing in this period was optional and not compensated in any way) received a

modified and abbreviated conversation. Participants who had been receiving

a Motivational Interviewing-based intervention received a brief assessment of

their current motivation and confidence levels, and were given the option of

having a discussion about either topic; these were similar to the discussion in

earlier weeks. Participants who had been receiving a goal-setting intervention

were given an opportunity to report their recent walking behavior, to see a

visualization, and to request problem-solving content.

These conversations concluded with a simple farewell. As with the clos-

ing interaction, the agent made no attempt to elicit a commitment to future

interaction.

8.4 Methods

The evaluation study was a 6-session longitudinal randomized controlled trial

with a 3-group between-subjects design:

1. Dynamic: The ECA’s conversational behavior was generated by Rhythm

according to the models given in Chapter 7, with the exception of a mod-

ified baseline gaze model, as described below.

2. Static: The ECA’s conversational behavior was generated by the same

models, but without change across conversations: Rhythm always gen-
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erated conversational behavior as if it was the first conversation.

3. Exaggerated: The ECA’s conversational behavior was generated as in

Dynamic, but using a modification of the rules given in Section 7.4.3 in

which all coefficients were multiplied by 3; this had the effect of giving

highly exaggerated changes across conversations.

Preliminary pilot testers noted that the number of gaze-aways appeared

unrealistically high in all conditions, and did not indicate any perceptible

differences in the rate of gaze-aways across conversations. I modified Rhythm’s

baseline rules for gaze-away generation, which were based on rules published by

Torres et al. [163], so that gaze-aways were instead generated at approximately

the overall rate observed in the corpus: A gaze-away was generated with

probability p = 0.3 at the beginning of a theme when at the start of a turn,

and with p = 0.2 at the beginning of a theme otherwise. Rhythm’s adjustment

rules for changes in the rate of gaze-away across conversation were unchanged.

In all groups, Rhythm’s input was annotated to indicate that the agent’s

working alliance was high (1 standard deviation above the population mean).

The affective content of dialogue was manually annotated, with a bias toward

high emotional expressivity: positive and negative affective annotation were

added wherever plausible.

8.4.1 Measures

The short revised Working Alliance Inventory (WAI-SR) [75] was administered

after each conversation. The WAI-SR, as originally designed, refers specifically

to psychotherapy; to make it more appropriate for counseling in general, I

modified it slightly by replacing the word “therapy” with “counseling”. I also

replaced generic references to “the therapist” with “Karen’,’ the name of the

ECA.5

5With the exception of the reference to the ECA’s name, this questionnaire is identical
to the modified WAI-SR collected with the Exercise Counseling Corpus (Section 3.2.2).
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Prompt Low High

The counselor looks at me. . . Too little Too much
The counselor changes her body posture. . . Too little Too much
The counselor smiles at me. . . Too little Too much
The counselor nods her head. . . Too little Too much
The counselor’s speech is. . . Too slow Too fast

Table 8.1: Semantic differential items used to assess behavioral realism after
each conversation.

Perceived nonverbal behavior was assessed with the Self-Report of Im-

mediacy Behaviors (SRIB) questionnaire [139], following each conversation.

This and related measures have been used in multiple studies examining the

relationship between perceived nonverbal behavior and outcomes, although

primarily within education. The SRIB was slightly modified, changing in-

structions that refer to “supervisor” to refer to “counselor,”. I removed two

items related to the use of touch, as the counselor has no physical presence or

ability to touch. I removed one item related to the use of hands for gesture,

as the counselor’s hands are never visible.

Perceived gestalt (overall) impression of behavioral realism was assessed

with a set of 7-point Likert-scale items used by Guadango et al. [69], slightly

modified to replace the term “virtual person” with the more specific “virtual

counselor,” and to remove an additional item (“I felt that the movement of

the virtual person was controlled by a real person”) not relevant to this study.

The original items had acceptable reliability (α = 0.72) and were successfully

used as a manipulation check in the cited study.

To assess the perceived behavioral realism of specific conversational behav-

ior changes, a set of single-item 5-point rating scales was administered after

each conversation, asking about the counselor’s gaze, posture shifts, facial ex-

pressions, head nods, and speech rate (Table 8.1). Participants were asked,

for each behavior, to compare the frequency or prominence of the ECA’s con-

versational behavior to a human counselor.

Attitudes toward physical activity were assessed based on contructs from
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the Transtheoretical Model of Behavior Change [132, 134, 133]. The same

measures used when collecting the Exercise Counseling Corpus (Section 3.2.4)

were applied here: Stage of Change was assessed at screening and after the

final conversation, using a widely-used questionnaire [103]. Decisional balance

(i.e., the subjective importance placed on the pros and cons of a behavior

change) was assessed prior to the first conversation (although after screening

and consent), and following the final conversation, also using a widely-used

questionnaire [121].

8.4.2 Procedure

The study was designed to be entirely web-based and heavily automated, in-

cluding intake, screening, and consent: no direct communication between re-

searchers and participants occurred, and I did not manually intervene at any

point except in the case of technical problems (e.g., software version incompat-

ibilities). However, researchers were not technically blinded to the assignment

of participants to conditions.

Participants were recruited through flyers and through classified ads (at

http://boston.craigslist.org), both of which directed potential partici-

pants to a web page for intake. Potential participants were shown basic infor-

mation about the study, including required tasks (interacting with the ECA

and answering questionnaires), duration, eligibility requirements, and reim-

bursement. After clicking a button to indicate they were “interested” in the

study, potential participants were administered a screening questionnaire to

check whether they met eligibility requirements: (a) 18 years of age or older;

(b) a native English speaker; (c) able to regularly access the study website

with a computer and web browser capable of displaying the ECA; (d) able

to safely begin moderate physical activity, according to the Physical Activity

Readiness Questionnaire (PAR-Q) [159]; and (e) not currently in the Action

or Maintenance stage of change with regards to regular exercise (defined as

http://boston.craigslist.org
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20-60 minutes, 3-5 times per week [103]).

Potential participants who passed the screening questionnaire were asked

to read and agree to a consent form, and those who agreed were asked to

supply their given name (used in conversation with the ECA) and an email

address and password. Upon responding to a confirmation email, partici-

pants were considered to be enrolled in the study, were randomly assigned (by

simple randomization, with independent random draws) to one of the three

conditions, and immediately received a demographics questionnaire and the

initial decisional balance assessment, followed by the first conversation with

the ECA. After the conversation, participants received the SRIB, WAI-SR,

and behavioral realism questionnaire, and the first session was concluded with

a message asking participants to return the following week.

For the remaining five weeks of the study, participants were sent a reminder

email at the beginning of each week asking them to log in to the study website

for their weekly session. Participants were free to complete their sessions at

any day or time during the week, although a second reminder email was sent

two days prior to the end of the week if a participant had not yet completed a

session. Each reminder email included a link which could be used to indicate

a desire to withdraw from the study; participants who did so would no longer

receive reminder emails. Participants who did not visit the study website

for two consecutive weeks were also considered to have withdrawn from the

study, and did not receive further reminder emails. In both cases, however, a

participant who chose to visit the study website within the six-week duration

of their participation was allowed to resume their participation in the study,

including eligibility for reimbursement (detailed below).

Each weekly session after the first week consisted of a conversation with

the ECA, followed by the SRIB, WAI-SR, and behavioral realism question-

naires. The final (sixth) session additionally included the Stage of Change

and decisional balance questionnaires.

Each week, all participants who completed a weekly session were entered in
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a random drawing, from which a single participant was selected (participants

were informed of the drawing during recruitment and intake). Each drawing

was independent, and participants were eligible to win on multiple weeks,

although the odds of winning varied depending on the number of participants

in the study. The winner received a $50 gift card to Amazon.com via email,

along with a congratulatory message and a reminder to continue participating

to remain eligible for the prize drawing.

8.5 Hypotheses

Following the main thesis of this dissertation, I predicted that modeling real-

istic behavior changes in the ECA would promote user engagement, rapport,

voluntary system usage, and voluntary retention in an agent-based interven-

tion. Therefore, I predicted positive effects of the Dynamic condition relative

to Static on the frequency of voluntary system usage and on the bond com-

ponent of therapeutic alliance (a measure of engagement and rapport). As

the conversational behavior changes performed by the agent were gradual, I

specifically predicted a more positive rate of change; this also reflects the in-

crease over time in self-reported therapeutic alliance observed in the corpus

(Section 3.4.2).

However, I provide no specific hypotheses regarding the effect of the Ex-

aggerated condition on engagement or usage relative to either Static or

Dynamic, and consider it to be exploratory rather than confirmatory for the

purposes of this study. I also provide no specific hypotheses regarding the

task or goal components of therapeutic alliance.

H1 Participants in the Dynamic condition will have a more positive rate

of change in the frequency of their voluntary system usage than those in the

Static condition.
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H2 Participants in the Dynamic condition will have a more positive rate of

change in the bond subscale of their self-reported therapeutic alliance (WAI-

SR) scores.

Most of the changes in behavior that the models predict will occur in later

sessions correspond to a decrease in the prevalence of behaviors associated

with nonverbal immediacy [5], including fewer postural shifts, fewer smiles

and other facial expressions, and less gaze by the speaker toward the listener.

As the SRIB questionnaire used in this study asks participants to judge the

prevalence of behaviors associated with nonverbal immediacy (without inter-

preting those behaviors), I treated the perceived nonverbal immediacy of the

agent as a test of the ability of users to reliably perceive and report these

changes in behavior, and predicted that users would report decreases in im-

mediacy over time in the conditions with behavior changes.

H3 Participants will report lower immediacy (SRIB) scores over time, in (a)

the Dynamic condition as compared to Static, and (b) in the Exaggerated

condition as compared to Dynamic.

I also predicted, as part of the thesis of this dissertation, that conver-

sational behavior that shows long-term changes would be perceived as more

realistic. The Dynamic condition was designed to more closely match ob-

served behavior in human interaction than the comparison conditions, and

both measures of behavioral realism used in the study ask participants to

compare the ECA’s behavior to their expectations of human behavior in a

similar situation. I hypothesized that this would hold both with gestalt or

overall realism, and with the perceived realism of specific aspects of behavior.

H4 Participants will report higher gestalt behavioral realism in the Dy-

namic condition compared to the Static or Exaggerated conditions.

H5 Participants will be more likely to report that the agent’s conversational

behaviors are “about right” (at the midpoint) in the Dynamic condition



8.6. RESULTS 139

compared to the Static or Exaggerated conditions.

Following previous findings on the importance of engagement to behavior

change, I hypothesized that the Dynamic condition would show positive ef-

fects on attitudes toward physical activity, which is operationalized in terms

of Stage of Change assessments. As above, I provide no specific hypotheses

regarding the Exaggerated condition.

H6 Participants in the Dynamic condition, as compared to the Static con-

dition, will be more likely to advance in stage of change from the baseline

assessment at intake to the final assessment.

Finally, and also following previous findings on the importance of engage-

ment to behavior change, I hypothesized that participants in the Dynamic

condition would report more walking behavior.

H7 Participants in the Dynamic condition, as compared to the Static con-

dition, will report performing more scheduled bouts of walking.

8.6 Results

8.6.1 Screening and Intake

While intake for the study was open, a total of N = 216 potential participants

visited the study website and completed the screening questionnaire. Of these,

193 (89.4%) were eligible. Of the remaining 23 (10.6%) ineligible visitors, 8

(34.8%) were not native speakers of English, 13 (56.5%) did not have regular

access to a suitable computer and/or internet connection, and 3 (13.0%) an-

swered affirmatively to one or more of the PAR-Q questions, indicating that

he or she should not begin an exercise question without consulting a doctor.6.

Following the screening questionnaire, 88 participants (40.7% of the origi-

nal 216) agreed to the consent form. Eighty three (83, 38.4%) signed up for the

6The sum of the percentages exceeds 100% due to some visitors being ineligible for
multiple reasons
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Static Dynamic Exaggerated Total

N 25 20 17 62

Age 35.2 (12.6) 38.1 (16.4) 41.8 (9.0) 37.9 (13.2)

Gender
Female 21 (84.0%) 16 (80.0%) 13 (76.5%) 50 (80.6%)

Male 4 (16.0%) 4 (20.0%) 4 (23.5%) 12 (19.4%)

Education

High School 0 (0.0%) 2 (10.0%) 1 (5.9%) 3 (4.8%)
Tech./Voc. 1 (4.0%) 0 (0.0%) 0 (0.0%) 1 (1.6%)

Some College 9 (36.0%) 4 (20.0%) 6 (35.3%) 19 (30.6%)
College Grad. 10 (40.0%) 10 (50.0%) 7 (41.2%) 27 (43.5%)
Adv. Degree 5 (20.0%) 4 (20.0%) 3 (17.6%) 12 (19.4%)

Ethnicity

Am. Indian 1 (4.0%) 0 (0.0%) 0 (0.0%) 1 (1.6%)
Asian 1 (4.0%) 2 (10.0%) 1 (5.9%) 4 (6.5%)
Black 2 (8.0%) 4 (20.0%) 2 (11.8%) 8 (12.9%)
White 19 (76.0%) 14 (70.0%) 13 (76.5%) 46 (74.2%)

Hispanic 2 (8.0%) 0 (0.0%) 1 (5.9%) 3 (4.8%)

Marital Status

Single 16 (64.0%) 13 (65.0%) 6 (35.3%) 35 (56.5%)
Married 4 (16.0%) 1 (5.0%) 8 (47.1%) 13 (21.0%)

Divorced 4 (16.0%) 5 (25.0%) 2 (11.8%) 11 (17.7%)
Other 1 (4.0%) 1 (5.0%) 1 (5.9%) 3 (4.8%)

Table 8.2: Demographics of participants, by condition and overall.

study, providing a given name and email address. Seventy two (72, 33.3%) re-

sponded to an email request for confirmation. Finally, 62 (28.7%) completed

initial demographics questionnaires and began the first weekly session; this

last group was considered as recruited into the study.

8.6.2 Participants and Demographics

The total of N = 62 were randomized into one of the three study conditions.

The group of participants was slightly unbalanced across conditions: partic-

ipants were randomized after consent into balanced groups, but a fraction

of participants who consented to the study failed to respond to confirma-

tion messages or begin the first study session. The Static condition was the

largest sub-group (n = 25), followed by Dynamic (n = 20) and Exagger-

ated (n = 17). Since participants who did not return after consent did so

before receiving any intervention content or any interaction with the agent,

these participants are ignored in all subsequent analysis.
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Static Dynamic Exaggerated Total

Precontemplation 2 (8.0%) 2 (10.0%) 1 (5.9%) 5 (8.1%)
Contemplation 7 (28.0%) 9 (45.0%) 6 (35.3%) 22 (35.5%)

Preparation 16 (64.0%) 9 (45.0%) 10 (58.8%) 35 (56.5%)

Table 8.3: Stage of Change, at intake.

Table 8.2 gives demographic information for participants. The participants

were largely female (80.6%), and most either were college graduates (62.9%,

including those with advanced degrees) or currently in college (30.6%). The

mean age was 37.9 years (SD 13.2) and the majority (56.5%) had never been

married.

There were no significant differences observed between conditions in par-

ticipants’ gender (χ2(2) = 0.375, p = 0.83), ethnic background (χ2(8) = 4.97,

p = 0.76), or education level (χ2(8) = 5.24, p = 0.73). There was a near-

significant difference in age (Kruskal-Wallis χ2(2) = 4.68, p = 0.10); par-

ticipants in the Exaggerated condition tended to be older. There was a

near-significant difference in marital status (χ2(6) = 11.16, p = 0.08); fewer

participants in the Exaggerated condition were single, and more were mar-

ried than in other conditions.

8.6.3 Baseline Assessments

At the time of intake, the majority of participants were in the preparation stage

of change (Table 8.3). Few participants were in precontemplation. There were

no significant differences observed between groups (χ2(4) = 1.83, p = 0.77).

Participants reported high scores on the decisional balance pros (mean

3.90, SD 0.70 on a 1–5 scale) and low scores on the cons (mean 1.91, SD

0.78) at intake. There were no significant differences observed between groups

(Figure 8.4) for either the pros (Kruskal-Wallis χ2(2) = 2.20, p = 0.33) or the

cons (Kruskal-Wallis χ2(2) = 0.43, p = 0.80).
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Figure 8.4: Decisional Balance at intake.

8.6.4 System Usage

The amount of voluntary system usage is operationalized as a binary outcome,

per participant and per week, of whether or not a weekly conversation with

the agent was completed. I exclude the first conversation as it immediately

followed study intake and did not require participants to make a separate de-

cision to log in to the study website; failure to complete the first conversation,

once begun, was rare (N = 2) and appeared to be due to technical problems

(e.g., a software version incompatibility) in both cases.

Each participant had five subsequent opportunities to log in and complete

a weekly conversation with the agent. Out of the total N = 310 opportunities

for a conversation, N = 155 (50%) were completed.

Figure 8.5 shows the proportion of completed weekly conversations, sepa-

rately by study week and by study condition. Participants in the Exagger-

ated condition had the lowest overall proportion of completed conversations,

completing 32.9% (28 of 85) opportunities, compared to 55.2% (69 of 125)

for the Static condition and 58.0% (58 of 100) for the Dynamic condition.

Comparing weeks, the highest proportion of participants completed the sec-

ond week, which was the first voluntary conversation (37 of 62, 59.7%), and
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Figure 8.5: Proportion of participants completing a weekly conversation, by
week and by condition.

Parameter Estimate 95% CI p

Fixed Effects

Intercept 2.061 [0.063, 4.866] 0.043*
Dynamic -0.968 [-4.457, 2.375] 0.570

Exaggerated -3.559 [-8.288, -0.529] 0.020*
Week -0.656 [-1.182, -0.216] 0.002**

Week · Dynamic 0.485 [-0.166, 1.191] 0.138
Week · Exaggerated 0.206 [-0.566, 0.970] 0.575

Random Intercept (SD) 3.942 [2.505, 5.606]

Table 8.4: Random-intercept logistic regression fit to the probability of com-
pleting a session, with a linear trend over time. Confidence intervals are esti-
mated from a parametric bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01,
***p ≤ 0.001.

the lowest proportion completed the sixth and final week (26 of 62, 41.9%).

To test the effects of study condition on system usage, we fit a random-

intercept mixed effect logistic regression model (Table 8.4), including fixed

effects of study condition, study week (indexed so that week 2 was the “first”

week), and interaction terms, with the latter allowing different rates of change

in the probability of completing a conversation across study conditions. Taking

the Static condition as the reference category, there is a significantly lower

probability of participants in the Exaggerated condition completing a con-
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Figure 8.6: Working Alliance Inventory (Short Revised) scores, by week and
study condition. The dotted line indicates group means.

versation (β = −3.559, 95% CI [-8.288, -0.529], p = 0.020). There is a signif-

icant decrease in the probability of completing a conversation in later weeks

(linear trend, β = −0.656, 95% CI [-1.182, -0.216], p = 0.002). No signifi-

cant differences were found in the rate of this decrease in the Dynamic or

Exaggerated conditions, as compared to Static.

8.6.5 Therapeutic Alliance

Figure 8.6 shows self-reported weekly WAI-SR scores, aggregated by week, by

study condition, and by the components of therapeutic alliance (bond, task,
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Parameter Estimate 95% CI p

Fixed Effects

Intercept 2.613 [2.179, 3.045] <0.001***
Dynamic 0.212 [-0.431, 0.861] 0.521

Exaggerated -0.276 [-0.986, 0.427] 0.453
Week 0.014 [-0.053, 0.079] 0.655

Week · Dynamic 0.111 [0.015, 0.207] 0.027*
Week · Exaggerated 0.018 [-0.113, 0.152] 0.789

Random Intercept (SD) 1.017 [0.809,1.201]
Residual (SD) 0.512 [0.444,0.575]

Table 8.5: Random-intercept regression model fit to a linear trend on the
working alliance bond subscale. Confidence intervals are estimated from a
residual-resampling bootstrap (5000 replicates).*p ≤ 0.05, **p ≤ 0.01, ***p ≤
0.001.

and goal). Overall (i.e., across all three study conditions), self-reported bond

increased from the first conversation (mean 2.60, SD 1.08 on a 1–5 scale) to

the last (mean 3.14, SD 1.50). The task (mean 2.92, SD 0.91 to mean 3.40,

SD 0.88) and goal (mean 3.24, SD 1.00 to mean 3.66, SD 0.90) components

also increased.

To test the effect of study condition on changes in the therapeutic alliance

bond component, I fit a random-intercept mixed-effect linear regression model

to the WAI-SR bond subscale scores (Table 8.5), including fixed effects of

study condition, study week, and interaction terms, with the latter allowing

different rates of change per study condition. Taking the Static condition as

the reference category, I find a significantly greater rate of increase in WAI-SR

bond scores for the Dynamic condition (β = 0.111, 95% CI [0.015, 0.207],

p = 0.027). No significant difference was found in the rate of increase for

the Exaggerated condition (β = 0.018, 95% CI [-0.113, 0.152], p = 0.789).

There was a large amount of between-participant variability (SD=1.017, 95%

CI [0.809, 1.201]) and a large amount of residual variability (SD=0.512, 95%

CI [0.444, 0.575]).

Similar regression models were fit to the task and goal subscales (Table 8.6

and Table 8.7). There was a significant increase in scores on the task subscale
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Parameter Estimate 95% CI p

Fixed Effects

Intercept 2.757 [2.429, 3.089] <0.001***
Dynamic 0.355 [-0.144, 0.863] 0.186

Exaggerated 0.056 [-0.500, 0.598] 0.847
Week 0.094 [0.029, 0.159] 0.005**

Week · Dynamic -0.008 [-0.103,0.089] 0.886
Week · Exaggerated -0.085 [-0.215, 0.048] 0.215

Random Intercept (SD) 0.731 [0.574,0.867]
Residual (SD) 0.515 [0.438,0.590]

Table 8.6: Random-intercept regression model fit to a linear trend on the
working alliance task subscale. Confidence intervals are estimated from a
residual-resampling bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01,
***p ≤ 0.001.

Parameter Estimate 95% CI p

Fixed Effects

Intercept 3.158 [2.812, 3.499] <0.001***
Dynamic 0.341 [-0.189, 0.878] 0.195

Exaggerated -0.245 [-0.822, 0.322] 0.403
Week 0.061 [-0.011, 0.092] 0.824

Week · Dynamic -0.012 [-0.012, 0.092] 0.824
Week · Exaggerated -0.052 [-0.197, 0.099] 0.476

Random Intercept (SD) 0.750 [0.587, 0.887]
Residual (SD) 0.564 [0.494, 0.633]

Table 8.7: Random-intercept regression model fit to a linear trend on the
working alliance goal subscale. Confidence intervals are estimated from a
residual-resampling bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01,
***p ≤ 0.001.

over time (β = 0.094, 95% CI [0.029, 0.159], p = 0.005). There was no

significant difference between study conditions. On the goal subscale, there

was no significant change over time and no significant difference between study

conditions.

8.6.6 Perceived Behavior and Immediacy

Figure 8.7 shows self-reported weekly immediacy (SRIB) scores, aggregated by

week and by study condition. Overall, participants report a midrange amount
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Figure 8.7: Self-Report of Immediacy Behavior (SRIB) scores, by week and
by study condition. The dotted line indicates group means.

Parameter Estimate 95% CI p

Fixed Effects

Intercept 3.144 [2.949, 3.345] <0.001***
Dynamic 0.241 [-0.064, 0.544] 0.125

Exaggerated -0.050 [-0.388, 0.302] 0.762
Week -0.014 [-0.053, 0.023] 0.456

Week · Dynamic -0.024 [-0.079, 0.034] 0.423
Week · Exaggerated -0.039 [-0.116, 0.037] 0.318

Random Intercept (SD) 0.452 [0.330, 0.557]
Residual (SD) 0.295 [0.256, 0.332]

Table 8.8: Random-intercept regression model fit to a linear trend on
self-reported immediacy (SRIB). Confidence intervals are estimated from a
residual-resampling bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01,
***p ≤ 0.001.

of immediacy in the agent’s behaviors (mean 3.18, SD 0.54 on a 1–5 scale).

The reports were similar across conditions and across weeks.

To test the effect of study condition on perceived immediacy, and on the

change in perceived immediacy over time, I fit a random-intercept mixed-effect

linear regression model to the SRIB scores (Table 8.8), including fixed effects

of study condition, study week, and interaction terms. As the agent’s models

of nonverbal behavior included differential behavior in the final session, I also
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Figure 8.8: Gestalt behavioral realism scores, by study condition and by
week. The dotted line indicates group means.

fit a variant model (not shown) which included a fixed effect of the last week.

However, a likelihood ratio test (estimated by residual-resampling bootstrap,

5000 replicates) did not indicate a significantly better fit to the data for the

more complex model (χ2(3) = 4.92, p = 0.18), and the more complex model

gave similar parameter estimates and confidence bounds. In both models, no

significant changes were found over time in SRIB scores, and no significant

differences emerged between conditions, either in baseline reports (intercept)

or in rates of change.

8.6.7 Behavioral Realism (Gestalt)

Figure 8.8 gives gestalt behavioral realism scores, aggregated by study condi-

tion and by week. Overall, participants reported the agent had low to medium

realism (mean 2.54, SD 1.02 on a 1–5 scale). Of the three conditions, the

highest realism was reported in the Dynamic condition (mean 2.84, SD 1.07)

compared to both the Static (mean 2.38, SD 0.87) and Exaggerated (mean

2.36, SD 1.13) conditions.

To test the effect of study condition on perceived realism, I fit a random-

intercept mixed effect regression model to the reported behavioral realism
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Parameter Estimate 95% CI p

Fixed Effects

Intercept 2.455 [2.094, 2.821] <0.001***
Dynamic 0.326 [-0.227, 0.905] 0.263

Exaggerated 0.008 [-0.603, 0.626] 0.996
Week -0.016 [-0.083, 0.050] 0.630

Week · Dynamic 0.022 [-0.080, 0.120] 0.654
Week · Exaggerated -0.010 [-0.145, 0.125] 0.880

Random Intercept (SD) 0.842 [0.651, 1.006]
Residual (SD) 0.517 [0.423, 0.614]

Table 8.9: Random-intercept regression model fit to a linear trend on gestalt
behavioral realism scores. Confidence intervals are estimated from a residual-
resampling bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.
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Figure 8.9: The proportion of participants reporting the agent gazes at them
“too little” or “too much,” by study condition and week.

scores (Table 8.9), including fixed effects of study condition, week, and inter-

action terms. No significant differences between conditions were found, and

no significant changes over time (linear trend) were found.
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Parameter Estimate 95% CI p

Threshold
1—2 -6.065 [−∞, -4.793] <0.001***
2—3 3.136 [-8.891, -2.107] <0.001***
3—4 4.753 [3.593, 10.837] <0.001***

Fixed Effects

Dynamic 0.189 [-2.178, 2.500] 0.882
Exaggerated 0.681 [-1.679, 3.544] 0.509

Week 0.037 [-0.574, 0.641] 0.902
Week · Dynamic -0.026 [-1.011, 0.898] 0.940

Week · Exaggerated -0.641 [-2.240, 0.405] 0.169
Final 0.082 [-2.912 , 3.372] 0.961

Final · Dynamic 0.780 [-3.418, 6.511] 0.655
Final · Exaggerated 6.970 [2.028, 36.596] 0.010**

Random Intercept (SD) 2.253 [1.482, 9.140]

Table 8.10: Random-intercept ordinal regression model fit to participant’s
reports of the prevalence of the agent’s gaze, with linear trends over weeks
and an effect of the final week. Confidence intervals are estimated from a
parametric bootstrap (2000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.

8.6.8 Behavioral Realism (Specific Behaviors)

8.6.8.1 Gaze

Figure 8.9 shows the proportion of participants (by condition and week) re-

porting the agent gazed at them “too little” or “too much”; the agent’s actual

behavior was to gaze away from the participant more frequently in later ses-

sions in the Dynamic and Exaggerated conditions, except for the last week.

Overall, participants reported that the agent’s gaze was “about right” in 82.4%

of reports (168 of 204), and participants in the Exaggerated condition were

least likely to do so (68.4%, 26 of 38) compared to both the Static (84.9%,

79 of 93) and Dynamic (86.3%, 63 of 73) conditions.

To test for systematic changes in perceived gaze behavior over time and

between study conditions, I fit a random-intercept mixed-effect ordinal logistic

regression model (Table 8.10), including fixed effects of study condition, study

week, whether it was the final week (“Final” in Table 8.10), and interactions

of study condition with both of the latter variables. The “final” variable was



8.6. RESULTS 151

Static Dynamic Exaggerated

50%

25%

0%

25%

1 2 3 4 5 6 1 2 3 4 5 6 1 2 3 4 5 6

Week

%
 o

f P
ar

tic
ip

an
ts The counselor

changes her posture...

Much too much

Too much

Too little

Much too little

Figure 8.10: The proportion of participants reporting the agent shifts her
posture “too little” or “too much,” by study condition and week.

added to allow for differing perceptions of agent behavior in the final week, as

the agent’s actual behavior changed in this week.

There is a trend toward reporting less gaze in later sessions in the Exag-

gerated condition (matching the agent’s actual behavior), however it is not

statistically significant (β = −0.641, 95% CI [-2.240, 0.450], p = 0.169). Par-

ticipants in the Exaggerated condition reported significantly more gaze in

the last week relative to the overall trend (β = 6.970, 95% CI [2.028, 36.596],

p = 0.010). This also matches the agent’s actual behavior, but I note that it is

based only on reports of the small proportion of participants in that condition

who completed the final session. No other significant effects were observed.

8.6.8.2 Posture Shifts

Figure 8.10 shows the proportion of participants, by study condition and week,

reporting that the agent changes her posture “too little” or “too much”; the

agent’s actual behavior was to change her posture less frequently in later

weeks in the Dynamic and Exaggerated conditions. Aggregating all reports

together, participants most commonly reported that the agent’s frequency of

posture changes was “about right” (48.5%, 99 of 204) or “too little” (38.7%,
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Parameter Estimate 95% CI p

Threshold

1—2 -3.551 [-5.213, -2.413] <0.001***
2—3 0.492 [-0.601, 1.637] 0.359
3—4 4.837 [3.599, 6.811] <0.001***
4—5 8.175 [6.438, +∞] <0.001***

Fixed Effects

Dynamic 1.425 [-0.320, 3.303] 0.104
Exaggerated 1.176 [-0.656, 3.217] 0.197

Week 0.319 [0.055, 0.618] 0.023*
Week · Dynamic -0.284 [-0.722, 0.110] 0.149

Week · Exaggerated -0.511 [-1.094, 0.001] 0.051

Random Intercept (SD) 2.092 [1.361, 3.021]

Table 8.11: Random-intercept ordinal regression model fit to participant’s
reports of the prevalence of the agent’s posture changes, with linear trends
over weeks. Confidence intervals are estimated from a parametric bootstrap
(2000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.

79 of 204). Participants in the Dynamic condition more frequently reported

that the agent’s posture changes were “about right” (57.5%, 42 of 73) than

those in the Static (41.9%, 39 of 93) or Exaggerated (47.4%, 18 of 37)

conditions.

To test for systematic changes in perceived posture shifts over time and

between study conditions, I fit a random-intercept mixed-effect ordinal logistic

regression model (Table 8.11), with fixed effects of study week and study

condition, and interaction terms. Note that unlike the model used above to

examine gaze, I do not include a separate fixed effect from the last week, as

the agent’s rate of posture shifts did not depart from the overall trend in the

last week.

In the Static condition (taken as the reference category in this model),

participants reported significantly more perceived posture shifts relative to

expectations in later weeks (β = 0.319, 95% CI [0.055, 0.618], p = 0.023). For

participants in the Exaggerated condition, this trend was in the opposite

direction, with borderline significance (β = −0.511, 95% CI [-1.094, 0.001],

p = 0.051). There was a trend (borderline near-significant) for participants in
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Figure 8.11: The proportion of participants reporting that the agent smiles
“too little” or “too much,” by study condition and week.

the Dynamic condition to report more perceived posture shifts (β = 1.425,

95% CI [-0.320, 3.303], p = 0.104).

8.6.8.3 Facial Expressions

Figure 8.11 shows the proportion of participants, by study condition and week,

reporting that the agent smiled at them “too little” or “too much”; the agent’s

actual behavior was to smile (and frown) less frequently in later weeks in

the Dynamic and Exaggerated conditions, with the exception of the final

week. Overall, participants most frequently reported that the agent’s smiles

were “about right” (71.6%, 146 of 204) or “too little” (21.1%, 43 of 204).

Participants in the Dynamic condition more frequently reported that the

agent’s smiles were “about right” (78.1%, 57 of 73) than those in the Static

(67.8%, 63 of 93) or Exaggerated (68.4%, 26 of 38) conditions.

To test for systematic changes in perceived facial expressions over time and

between study conditions, I fit a random-intercept mixed-effect ordinal logistic

regression model (Table 8.12), including fixed effects of study condition, study

week, whether it was the final week, and interactions of study condition with

both of the latter variables. Taking the Static condition as the reference
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Parameter Estimate 95% CI p

Threshold

1—2 -6.491 [−∞, -4.759] <0.001***
2—3 -1.654 [-3.018, -0.354] 0.011*
3—4 5.179 [3.618, 7.893] <0.001***
4—5 8.106 [6.007, +∞] <0.001***

Fixed Effects

Dynamic 0.132 [-1.792, 2.315] 0.883
Exaggerated 0.456 [-1.555, 2.858] 0.650

Week 0.201 [-0.242, 0.678] 0.346
Week · Dynamic 0.103 [-0.600, 0.801] 0.779

Week · Exaggerated -0.666 [-1.577, 0.110] 0.100
Final -1.266 [-3.707, 1.030] 0.229

Final · Dynamic -0.465 [-3.896, 2.833] 0.774
Final · Exaggerated 2.285 [-2.481, 6.970] 0.293

Random Intercept (SD) 2.335 [1.401, 3.270]

Table 8.12: Random-intercept ordinal regression model fit to participant’s
reports of the prevalence of smiles by the agent, with linear trends over weeks
and an effect of the final week. Confidence intervals are estimated from a
parametric bootstrap (2000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.

category, there is a near-significant trend for participants in the Exaggerated

condition to report less smiling (relative to expectations) over time (β =

−0.666, 95% CI [-1.577, 0.110], p = 0.100); the direction of this trend matches

the agent’s actual behavior.

8.6.8.4 Nodding

Figure 8.12 shows the proportion of participants reporting that the agent

nods “too little” or “too much,” by study condition and week; the agent’s

actual behavior was to nod more frequently in later weeks in the Dynamic

and Exaggerated conditions. Overall, participants most frequently reported

that the agent’s nodding was “about right” (62.7%, 128 of 204) compared to

“too little” (12.3%, 25 of 204) and “too much” (22.5%, 46 of 204) occurred less

frequently, and the extreme categories (“much too little,” “much too much”)

were rare. Participants reported that the agent’s nodding was “about right”

most frequently in the Exaggerated condition (68.4%, 26 of 38), followed by
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Figure 8.12: The proportion of participants reporting that the agent nods
“too little” or “too much,” by study condition and week.

the Dynamic (65.8%, 48 of 73) and Static (58.1%, 54 of 93) conditions.

To test for systematic changes in perceived nodding over time and between

study conditions, I fit a random-intercept mixed-effect ordinal logistic regres-

sion model (Table 8.13), including fixed effects of study condition, study week,

whether it was the final week, and interactions of study condition with both of

the latter variables. No significant differences over time or between conditions

were observed.

8.6.8.5 Speech Rate

Figure 8.13 shows the proportion of participants reporting that the agent’s

speech was “too fast” or “too slow,” by study condition and week; the agent’s

actual behavior was to speak faster, although only on particular words, in

later weeks in the Dynamic and Exaggerated conditions. No participants

reported at any time that the agent spoke “too fast” or “much too fast.”

Overall, participants most frequently reported that the agent’s speech was

“about right” (61.8%, 126 of 204) or “too slow” (31.4%, 64 of 204), while

reports of “much too slow” were rare (6.9%, 14 of 204). Participants in the

Dynamic condition most frequently reported that the agent’s speaking rate
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Parameter Estimate 95% CI p

Threshold

1—2 -5.963 [−∞, -4.644] <0.001** *
2—3 -2.926 [-5.613, -1.822] <0.001***
3—4 2.825 [1.680, 5.550] <0.001***
4—5 8.418 [6.498, +∞] <0.001***

Fixed Effects

Dynamic 0.190 [-1.872, 2.072] 0.867
Exaggerated -0.392 [-2.747, 1.673] 0.734

Week 0.290 [-0.091, 0.772] 0.137
Week · Dynamic -0.208 [-0.890, 0.434] 0.510

Week · Exaggerated -0.117 [-0.951, 0.673] 0.721
Final -1.468 [-4.055, 0.428] 0.122

Final · Dynamic 2.237 [-0.593, 5.838] 0.119
Final · Exaggerated 2.786 [-1.214, 10.001] 0.163

Random Intercept (SD) 2.462 [1.653, 5.200]

Table 8.13: Random-intercept ordinal regression model fit to participant’s
reports of the prevalence of nodding by the agent, with linear trends over
weeks and an effect of the final week. Confidence intervals are estimated from
a parametric bootstrap (2000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.
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Figure 8.13: The proportion of participants reporting that the agent’s speech
was “too fast” or “too slow,” by study condition and week.
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Parameter Estimate 95% CI p

Threshold
1—2 -4.888 [-7.803, -3.396] <0.001***
2—3 -1.244 [-3.344, 0.0433] 0.0580*

Fixed Effects

Dynamic 2.029 [-0.109, 5.004] 0.067
Exaggerated -0.764 [-3.198, 1.66] 0.485

Week -0.302 [-0.668, 0.010] 0.060
Week · Dynamic -0.135 [-0.716, 0.437] 0.621

Week · Exaggerated 0.162 [-0.498, 0.843] 0.620

Random Intercept (SD) 2.513 [1.428, 4.138]

Table 8.14: Random-intercept ordinal regression model fit to participant’s
reports of the agent’s speaking rate, with linear trends over weeks. Confidence
intervals are estimated from a parametric bootstrap (2000 replicates). *p ≤
0.05, **p ≤ 0.01, ***p ≤ 0.001.

was “about right” (69.9%, 51 of 73), followed by the Static (60.2%, 56 of 93)

and Exaggerated (50.0%, 19 of 38) conditions.

To test for systematic changes in perceived speech rate over time and

between study conditions, I fit a random-intercept mixed-effect ordinal logistic

regression model (Table 8.14), including fixed effects of study condition and

study week, and interaction terms between them. Note that I do not include

an effect for the final study week, as the agent’s speaking behavior did not

deviate from the trend in the last week, unlike some other behaviors tested.

There was a near-significant trend for participants to report speech as “too

slow” more frequently in later weeks (β = −0.302, 95% CI [-0.668, 0.010],

p = 0.06). Taking the Static condition as the reference category, there was

a near-significant trend for participants in the Dynamic condition to report

faster perceived speech.

8.6.9 Behavioral Realism (Combined Behaviors)

In the previous section, the results were primarily concerned with testing for

systematic changes in perceptions of the agent’s conversational behaviors over

time: for example, do participants report that the agent nods more or less in
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Figure 8.14: Distribution of behavior items rated as realistic, by condition
and week.

later weeks, relative to their expectations?

In this section, I examine whether participants reported the agent’s behav-

ior as realistic or unrealistic — that is, approximately matching the expected

behavior of a human speaker — across all of the behaviors addressed in the

previous section. Reports of realism are treated as a dichotomous outcome:

a behavior is considered to be reported as realistic if a participant chose the

midpoint (“about right”) rather than any level above or below on any of the

relevant items (Table 8.1), and unrealistic otherwise, without concern for the

direction of departure from realism (e.g. more or less prevalent).

Overall, participants reported that a behavior was “about right” 65.4%

of the time (667 of 1020). Participants in the Dynamic condition most

frequently reported that a behavior was “about right” (71.5%, 261 of 365),

followed by the Static (62.6%, 291 of 465) and Exaggerated (60.5%, 115 of

190) conditions.

I fit a mixed-effect logistic regression model (Table 8.15), with random

effects of the participant, the study session (nested within participants) and

of the item (crossed with participants and sessions).7 These random effects

7As an alternative description, using terminology from Item Response Theory, this
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Parameter Estimate 95% CI p

Fixed Effects

Intercept 1.990 [0.568, 3.552] 0.005**
Static -0.960 [-2.682, 0.599] 0.230

Exaggerated -0.352 [-2.190, 1.507] 0.710
Week 0.104 [-0.225, 0.428] 0.522

Week · Static -0.025 [-0.416, 0.362] 0.921
Week · Exaggerated -0.648 [-1.185, -0.121] 0.013*

Final -1.308 [-2.824, 0.179] 0.089
Final · Static 0.905 [-1.005, 2.911] 0.389

Final · Exaggerated 3.792 [0.947, 21.476] 0.006**

Random Effects
(SD)

Participant 2.209 [1.526, 2.728]
Session 0.753 [0.000, 0.956]
Item 0.876 [0.019, 1.318]

Table 8.15: Mixed-effect logistic regression model fit to behavioral realism
items, with linear trends over weeks and an effect of the final week. Confidence
intervals are estimated from a parametric bootstrap (2000 replicates). *p ≤
0.05, **p ≤ 0.01, ***p ≤ 0.001.

allow for correlation among answers from, respectively, the same participant,

the same sessions within participants, and on the same item. To test the effects

of study condition and to test for systematic changes over time, I include fixed

effects of study condition, study week, whether it was the final week, and

interactions of study condition with both of the latter variables.

Taking the Dynamic condition as the reference category8 participants

in the Exaggerated condition report realistic behaviors significantly less

frequently in later weeks (β = −0.648, 95% CI [-1.185, -0.121], p = 0.013),

but more frequently in the final week (β = 3.792, 95% CI [0.947, 21.476],

p = 0.006). There is an overall trend (near-significant) for participants to

report less realism in the final week (β = −1.308, 95% CI [-2.824, 0.179],

p = 0.089).

model is equivalent to a multilevel Rasch model.
8Taking Static as the reference category (as done elsewhere) would yield an equivalent

model; the use of Dynamic here was chosen for easier comparison between the Dynamic
and Exaggerated conditions. Note that the difference between Static and Exaggerated
is not significant.
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Figure 8.15: The proportion of participants (of those completing the study)
who report negative, positive, or no progress on the Stages of Change toward
beginning regular physical activity.

Parameter Estimate 95% CI p

Threshold
Neg.—None -2.562 [-18.053, -1.737] <0.001***
None—Pos. -1.594 [-16.527, -0.397] 0.009**

Condition
Dynamic -0.911 [-16.223, 1.414] 0.342

Exaggerated -2.078 [-19.080, 14.316] 0.258

Table 8.16: Ordinal logistic regression model to the outcome of showing
negative, positive, or no progress on the Stages of Changes toward beginning
regular physical activity. Confidence intervals are estimated from a nonpara-
metric bootstrap (2000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.

8.6.10 Attitudes toward Physical Activity

I examined changes in attitudes toward physical activity in terms of progress

on the Stages of Change from the assessment at intake to the final assessment

following the last conversation (for those participants who completed the last

conversation). Progress was taken as an ordinal outcome: positive if a par-

ticipant moved from an earlier to a later stage (e.g., from contemplation to

preparation), negative if a participant moved from later to earlier, and neutral

if there was no change.

Figure 8.15 shows Stage of Change progress, by study condition. Overall,
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Final Stage
PC C P A M None

Initial Stage
PC 1 0 1 1 0 2
C 1 1 2 3 2 13
P 0 3 2 6 4 20

Table 8.17: Counts of participants reporting each Stage of Change at in-
take and at the final assessment. PC=precontemplation, C=contemplation,
P=preparation, A=action, M=maintenance, and None=no final assessment
completed.

70.4% (19 of 27) of participants who remained in the study and gave the

final assessment reported advancing at least one stage of change, 14.8% (4 of

27) reported no change, and 14.8% reported falling back to an earlier stage.

Participants in the Exaggerated condition were more likely to report negative

progress, however only a small fraction of participants in that condition (n =

4) remained in the study to give the final assessment.

Table 8.17 gives the number of participants (including all study conditions)

reporting progress to each of the Stages of Change at the time of final assess-

ment, contingent on the initial Stage of Change assessment. Of the subset of

participants who completed the final assessment, the majority of participants

initially in contemplation (5 of 9) or preparation (10 of 15) reached either the

action or maintenance stages.

To test the effect of study condition on Stage of Change progress, I fit an

ordinal logistic regression, with study condition as the predictor (Table 8.16).

No significant effect of study condition was found.

8.6.11 Self-Reported Walking

In a subset of sessions, participants negotiated walking goals: either in the

first session, for participants who indicated they were in the preparation, ac-

tion, or maintenance Stages of Change, or in subsequent sessions, following a

statement of increased motivation and confidence. Walking goals were nego-



162 CHAPTER 8. EVALUATION

Static Dynamic Exaggerated

●

●

●

●●

●

●0

2

4

6

2 3 4 5 6 2 3 4 5 6 2 3 4 5 6

Week

R
ep

or
te

d 
D

ay
s 

of
 W

al
ki

ng

Figure 8.16: Self-reported days of planned brisk walking per week, aggre-
gated by study condition. The dotted line indicates group means.

tiated in terms of a number of days per week to engage in a scheduled bout

of brisk walking, without specifying the days, time, or place, of walking. For

each negotiated goal, the ECA asked participants, in the following session, to

self-report the number of days actually walked in the previous week. Note

that self-reported days of walking were never available before the second week

of the study.

Figure 8.16 shows the number of days of walking reported per week, ag-

gregated by study condition. Participants reported walking on average 2.42

days per week (SD 1.70). The average number of days reported increased

from the second week (mean 1.11, SD 0.73) to the sixth (mean 3.30, SD 1.79).

Participants in the Exaggerated condition reported the highest number of

days walked (mean 2.63, SD 2.04), followed by the Dynamic (mean 2.43, SD

1.74) and Static (mean 2.32, SD 1.52) conditions.

To test for systematic changes in reported walking over time and between

study conditions, I fit a random-intercept mixed-effect linear regression model,

including fixed effects of study condition and study week, and interaction

terms between them (Table 8.18). Participants reported significantly more

days of walking in later weeks (β = 0.443, 95% CI [0.232, 0.648], p < 0.001).
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Parameter Estimate 95% CI p

Fixed Effects

Intercept 1.557 [0.877, 2.231] <0.001***
Dynamic -0.261 [-1.243, 0.767] 0.626

Exaggerated -0.279 [-1.450, 0.899] 0.632
Week 0.443 [0.232, 0.648] <0.001***

Week · Dynamic 0.122 [-0.185, 0.429] 0.450
Week · Exaggerated 0.264 [-0.105, 0.639] 0.170

Random Intercept (SD) 1.045 [0.696, 1.332]
Residual (SD) 1.192 [1.021, 1.347]

Table 8.18: Random-intercept regression model fit to a linear trend on self-
reported days of walking per week. Confidence intervals are estimated from
a residual-resampling bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01,
***p ≤ 0.001.
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Figure 8.17: Negotiated goals for days of walking per week, aggregated by
study condition. The dotted line indicates group means.

Taking the Static condition as the reference category, the estimated rate of

increase was slightly higher in both the Dynamic and Exaggerated condi-

tions, but the difference was not significant in either case.

Figure 8.17 shows the number of days per week of walking negotiated as

a goal between participants and the ECA, aggregated by study condition.

Overall, participants agreed to an average of 2.23 days of walking per week

(SD 1.22). Higher goals were negotiated in later weeks, increasing from a
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Parameter Estimate 95% CI p

Fixed Effects

Intercept 1.213 [0.814, 1.590] <0.001***
Dynamic -0.239 [-0.838, 0.358] 0.416

Exaggerated -0.127 [-0.802, 0.545] 0.830
Week 0.518 [0.409, 0.632] <0.001***

Week · Dynamic 0.121 [-0.042, 0.284] 0.151
Week · Exaggerated 0.139 [-0.067, 0.340] 0.174

Random Intercept (SD) 0.640 [0.442, 0.799]
Residual (SD) 0.647 [0.558, 0.732]

Table 8.19: Random-intercept regression model fit to a linear trend on nego-
tiated goals for days of walking per week. Confidence intervals are estimated
from a residual-resampling bootstrap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01,
***p ≤ 0.001.

mean of 1.08 days (SD 0.27) in the first week to 3.41 days (SD 1.42) in the

last week. Participants in the Exaggerated condition negotiated the highest

goals (mean 2.30, SD 1.39) followed by the Dynamic (mean 2.28, SD 1.23)

and Static (2.16, SD 1.16) conditions.

To test for systematic changes in negotiated walking goals over time and

across study conditions, I fit a mixed-effect linear regression model, as above

(Table 8.19). Participants negotiated significantly higher goals in later weeks

(β = 0.518, 95% CI [0.409, 0.632], p < 0.001). As above, taking the Static

condition as the reference category, the estimated rate of change was higher

in the Dynamic and Exaggerated conditions, but the difference was not

significant in either case.

Figure 8.18 shows the number of days above or below the negotiated goal

which participants reported walking per week, aggregated by study condition.

Overall, participants reported walking approximately the same number of days

as their goal (mean 0.19, SD 1.33). There was no consistent pattern of change

over time. Participants in the Exaggerated condition reported walking on

more days relative to their goals (mean 0.33, SD 1.03) than either the Static

(mean 0.16, SD 1.09) or Dynamic (mean 0.16, SD 1.24) conditions.

To test for systematic changes in reported days of walking per week rela-
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Figure 8.18: The difference between self-reported days of walking and ne-
gotiated goals for days of walking per week, aggregated by study condition.
The dotted line indicates group means.

Parameter Estimate 95% CI p

Fixed Effects

Intercept 0.361 [-0.060, 0.826] 0.090
Dynamic -0.033 [-0.714, 0.635] 0.913

Exaggerated 0.157 [-0.975, 0.633] 0.679
Week -0.104 [-0.311, 0.080] 0.227

Week · Dynamic 0.018 [-0.273, 0.297] 0.866
Week · Exaggerated 0.167 [-0.154, 0.531] 0.289

Random Intercept (SD) 0.359 [0.00, 0.421]
Residual (SD) 1.087 [0.968, 1.279]

Table 8.20: Random-intercept regression model fit to a linear trend on the
difference between self-reported days of walking and negotiated walking goals
per week. Confidence intervals are estimated from a residual-resampling boot-
strap (5000 replicates). *p ≤ 0.05, **p ≤ 0.01, ***p ≤ 0.001.
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tive to negotiated goals, I fit a mixed-effect linear regression model, as above

(Table 8.20). Participants tended, in a near-significant trend, to report walk-

ing more days than their negotiated goals (β = 0.361, 95% CI [-0.060, 0.826],

p = 0.090). No significant change over time was found, and no significant

differences between conditions were found.

8.7 Discussion

Of the hypotheses that examined the effect of the agent’s behavior on users’

engagement and interpersonal bond, I find mixed results, but partial support

for the overall thesis that realistic long-term conversational behavior (or be-

havior intended to be realistic) will have positive effects on the user-agent

interpersonal relationship. Hypothesis H1 was not supported: I found no

significant difference in the frequency of voluntary system usage between the

Static and Dynamic conditions. However, hypothesis H2 was supported:

participants in the Dynamic condition reported significantly greater bond

with the agent in later weeks.

I did not find evidence that the changes in the agent’s behavior in the Dy-

namic or Exaggerated condition are perceptible to participants and can be

reliably reported. Hypothesis H3 was not supported: no significant difference

was found across conditions in ratings of nonverbal immediacy. Note that

in contrast to the behavioral realism measure discussed below (H5), which

asked participants to judge the prevalence of various behaviors relative to the

expected prevalence of those behaviors when interacting with a human con-

versation partner, this measure asked participants to judge the prevalence of

behaviors without reference to an external standard.

Of the hypotheses that examine the effect of the agent’s behavior on the

perceived behavioral realism of the agent, I find mixed results, but again

partial support for the overall thesis that realistic long-term behavior will

cause the agent to be perceived as more human-like and realistic. Hypothesis
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H4 was not supported: no significant difference was found across conditions

in reports of overall or gestalt behavioral realism. However, hypothesis H5

was partially supported: participants in the Exaggerated condition were

significantly less likely to report that specific behaviors were realistic.

I report no effect of the agent’s behavior on attitudes toward physical

activity. Hypothesis H6 was not supported: there was no significant difference

across conditions in progress along the Stages of Changes toward uptake of

regular physical activity. Similarly, I report no effect of the agent’s behavior

on self-reported walking behavior: Hypothesis H7 was not supported.

8.7.1 Agent Behavior and User Engagement

As noted above, I find partial support for the hypotheses that the (assumed)

realistic agent behavior in the Dynamic condition will promote increased user

engagement and a stronger user-agent interpersonal bond: there is a significant

difference in the therapeutic alliance bond construct, but not in system usage

(taken as a measure of engagement).

The therapeutic alliance construct (and the bond subscale of it) is known

to be meaningful and predictive of outcomes in counseling [104], and is asso-

ciated with other constructs relevant to interpersonal relationship (e.g., adult

attachment style [51, 52]). I argue that significant improvements over time in

this construct is encouraging evidence that the conversational behavior in the

Dynamic condition is producing meaningful improvements in the user–agent

interpersonal relationship. Of the three study conditions, only the Dynamic

condition produced a pattern of increasing interpersonal bond over time sim-

ilar to that observed in the corpus (Section 3.4.2).

The difference between these two findings — a significant difference over

time in self-reported trust and bond, with a lack of significant difference in

observed system usage — merits some discussion. I first note that a lack of

significant difference is not a lack of a difference, and it is possible that a study
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with more participants or otherwise greater statistical power would produce a

difference: indeed, there is a trend for participants in the Dynamic condition

to have relatively higher system usage over time (Table 8.4), although it does

not approach significance (p = 0.138). The choice of whether or not to have a

conversation at all is, while certainly a meaningful measure, also a rather low-

precision measure of engagement, and may only be capable of differentiating

a very weak user-agent interpersonal relationship from others.

The increased interpersonal bond in the Dynamic condition does not oc-

cur at baseline (i.e., immediately in the first session), but rather is a significant

difference in the rate of change in interpersonal bond relative to the Static

condition. The difference in participant’s reports of interpersonal bond with

the agent between the two conditions are larger in later weeks. This is rea-

sonable, since the changes in behavior in the Dynamic condition occur grad-

ually across several conversation, and leads to a conjecture: if the systematic

changes in behavior introduced in the Dynamic condition are able to produce

a measurable difference in system usage, it may require more than six inter-

actions (and likely a longer duration of interaction than six weeks) before this

difference is apparent. Future studies in this area should consider including

longer-term interaction; and indeed, subtle behavior changes have been able

to produce measurable differences in voluntary system usage with a similar

counseling agent, when measured over much longer periods of interaction [15].

8.7.2 Exaggerated Behavior and Realism

The Exaggerated condition, in which the agent demonstrated the same be-

havior changes as in the Dynamic condition but with a greatly increased rate

of change, did not produce improved reports of interpersonal bond. Partici-

pants in the Exaggerated condition also had significantly less actual usage

of the system than other conditions. I argue that this is evidence that more

extreme change in behavior can have a measurable effects on participation in
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long-term interactions with an agent, or on participation in long-term behavior

change, even within a relatively short period of six weeks.

The effect of the Exaggerated condition is toward less engagement and

system usage: broadly speaking (as they are significant on different outcomes)

this is in the opposite direction of the Dynamic condition, although the same

systematic behavior changes were used (with different rates of change). More-

over, the negative effect on system usage occurs quickly: participants in the

Exaggerated condition show a lower rate of completed conversations as early

as the second week of the study. The changes in the agent’s behavior between

consecutive conversations are quite pronounced in this study condition. The

change, for example, of the rate of the agent’s gaze-aways between the first

and second conversations in the Exaggerated condition approximately dou-

bles (equivalent to the change between the first and fourth conversations in the

Dynamic condition). I conjecture that, while realistic changes in verbal and

nonverbal behavior across conversations may have positive effects on the user-

agent interaction, the Exaggerated condition begins to identify the points

at which such changes become too extreme, may be perceived as unrealistic,

and can have negative effects.

Supporting this conjecture, I find that participants in the Exaggerated

condition reported decreasing perceived behavioral realism of the agent over

time, relative to other conditions (Section 8.6.9); that is, participants in this

condition were less likely to say, in later weeks, that the agent approximately

matched the participant’s expectations of a human speaker’s conversational

behavior.

8.7.3 Engagement and Behavior Change

Finally, I note that while there was no significant effect of study condition on

participants’ Stage of Change toward regular physical activity, the likelihood

of a participant reporting an advance of at least one stage of change was
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high; estimated at 83.1% (95% CI [59.8%, 99.9%]) for the Static condition

and 66.4% (95% CI [38.6%, 91.7%]) for the Dynamic condition. Similarly,

while there was no significant effect of study condition on self-reported walking

behavior, participants’ in all three groups significantly increased their walking

behavior during the study (assuming the accuracy of their self-reporting did

not change over time).

Since only participants who completed the final weekly session and the final

assessment questionnaires are included in these proportions, this gives some

evidence that maintaining user engagement and participation in an agent-

based behavioral intervention can result in behavior change for many users

— although not strong evidence, as I have not compared with the subgroup

of participants who did not participate in the study through the final ses-

sion. Combined with the findings that realistic agent behavior can improve

user-agent interpersonal bond, and that exaggerated behavior can reduce en-

gagement, this suggests that the use of realistic behavior may be a promis-

ing approach to maintaining long-term engagement and promoting behavior

change when interacting with ECAs.



Chapter 9

Conclusions

I now return to the main thesis statement of this dissertation, and reevaluate

it in the context of the research contributions presented.

Thesis Statement When humans interact in multi-conversation discourse,

their verbal and nonverbal behavior changes in systematic ways, both over

time and in the context of changes to their interpersonal relationship. Mod-

eling these behaviors and implementing them within an Embodied Conversa-

tional Agent designed for long-term interaction will increase user engagement

with the agent, and will benefit the user’s perceptions of the agent as realistic

and human-like.

This statement makes three major claims, each of which has been addressed

in previous chapters.

First, I have demonstrated evidence of systematic changes in verbal and

nonverbal conversational behavior in human-human multi-conversation dis-

course, through the collection and analysis of the Exercise Counseling Cor-

pus (Chapter 3). Annotation and statistical modeling of this corpus revealed

changes in the prevalence of multiple behaviors, predicted both by the cumu-

lative amount of interaction (Chapters 4, 5, and 6), and by the strength of the

participants’ interpersonal relationship (Chapter 6). While these results are

limited by the size and scope of the corpus, and require additional validation

171



172 CHAPTER 9. CONCLUSIONS

to be generalized, they establish a basic set of plausible long-term behavior

changes which can be tested and further validated.

Second, I have shown that computational models of long-term conversa-

tional behavior can be created, and implemented within an Embodied Con-

versational Agent (ECA). I present a proof-of-concept implementation (Chap-

ter 7), and describe a set of assumptions sufficient to give a computational

model of conversational behavior generation based on the observational re-

sults which is fully-specified and implementable.

Third, I present an empirical test of the statement that implementing these

behaviors within an ECA can benefit long-term user-agent engagement and

interpersonal relationship, and improve the perceived realism of an agent. I

conducted a longitudinal randomized controlled trial (Chapter 8) comparing

agents with behavior that changed according to my findings, to agents with

otherwise similar behavior that did not change, to agents with an exagger-

ated form of my findings that displayed rapid and abrupt changes between

conversations. I show mixed, but encouraging results: there is evidence that

dynamically changing agent behavior can cause positive changes in meaning-

ful measures of interpersonal bond, and that changes in agent behavior are

capable of a significant impact on user engagement, in the context of an agent

that produces significant changes in self-reported user health behaviors.

9.1 Research Contributions

This work is interdisciplinary, and makes research contributions across sev-

eral related fields, including computer science (specifically, human-computer

interaction), health psychology, social psychology, and health informatics. I

list contributions roughly in the order of presentation.
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9.1.1 A Methodology for the Study of Conversational

Behavior in Long-Term Interaction

I develop a methodology for producing realistic verbal and nonverbal behav-

ior in an ECA that engages in long-term interaction with users. I extend an

approach used extensively by prior work (e.g. [114, 41, 42, 163]): collecting a

corpus of human-human interactions that is an example of the type of inter-

action intended for an ECA, annotating it for behaviors of interest, building

statistical models of the occurrence and features of behaviors based on those

annotations, and finally constructing heuristic rules based on those models,

which can then be used as part of a behavior generation system for an ECA.

The prior approach was typically based on a context of single isolated conver-

sations (both in terms of the corpus of human-human interaction and in terms

of the intended ECA interaction); I adapt this methodology to one appropri-

ate for multi-conversation discourse and long-term human-ECA interaction,

by collecting a longitudinal corpus of human-human interaction (containing

multiple conversations per dyad), annotating it for behaviors of interest, and

applying appropriate statistical models for the resulting longitudinal data.

From this, I construct heuristic rules for behavior generation that include pre-

dictors which vary over multiple conversations, including interaction history

and measures of interpersonal relationship.

As part of the the overall methodology, I develop a methodology and a set

of requirements for the collection of a corpus suitable for the study of long-term

interaction. The Exercise Counseling Corpus can serve as an example of such

a corpus, and can motivate the design and methodology of corpus-collection

efforts for future work involving long-term interaction. The relevant features

of the corpus include: 1. a longitudinal design with multiple conversations per

dyad; 2. a meaningful task — behavior change counseling — that both requires

multiple conversations and in which the strength of the dyads’ interpersonal

relationship is meaningful; and 3. longitudinal, conversation by conversation
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assessment, from both participants of appropriate constructs expected to vary

over time and to be predictive of behavior — here, the therapeutic alliance

construct.

9.1.2 Patterns of Conversational Behavior in

Long-Term Interaction

I present a set of empirical results illustrating changes in verbal and nonver-

bal behavior across multiple conversations between the same dyad. Some of

these results follow and are compatible with previous theoretical and empirical

work (e.g., there is a decrease in the prevalence of smiles in later conversa-

tions, which is compatible with prior work arguing that the importance of

behaviors associated with positivity will decrease over time [161, 162]), while

others may refine previous work or suggest modification. All results are ex-

plicitly longitudinal, giving a predicted time course of changes, where most

previous work only makes predictions about differences in behavior before and

after a major change in interpersonal relationship (e.g., between strangers and

friends). I identify systematic patterns of conversational behavior which are

not well-described in previous work, most notably an abrupt change in mul-

tiple nonverbal behaviors in the final conversation between a dyad in which

behaviors much more strongly resemble a first conversation than the imme-

diately preceding conversation. All such results are based on a small corpus,

limited to a single conversational task and set of conversational roles (a coun-

selor and a client), and require future work to provide further validation and to

test whether these results generalize to other types of long-term interactions.

However, these results represent a substantial contribution to the literature

and should provide direction for future investigations, both for research in re-

alistic behavior for ECAs, and for research primarily focused on human-human

interaction.
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9.1.3 An ECA with Realistic Behavior in Long-Term

Interaction

I show, via Rhythm, a proof-of-concept implementation, how these observed

patterns of conversational behavior may be incorporated into a system that

generates verbal and nonverbal behavior for an ECA. The resulting system

has been integrated into a functioning ECA, which has interacted with users

through multiple conversations and displayed changing behavior.

I present preliminary validation of my empirical findings, and of the imple-

mentation of those findings, via a longitudinal randomized controlled evalua-

tion study. The evaluation study provides multiple research contributions. It

provides some partial validation of the empirical results found in the Exercise

Counseling Corpus, beyond the small number of participants in the corpus. It

provides validation that the implementation of those results in Rhythm and in

the ECA captures at least some aspects (through the various assumptions and

compromises required for implementation) of the human behavior observed.

It provides evidence that these behavior patterns have a measurable effect

on user engagement, user-agent interpersonal relationship, and on the per-

ceived behavioral realism of the agent. Finally, being an experimental study,

in which the agent’s behavior is manipulated as an independent variable, the

evaluation study provides some causal information: I show that changes in

the agent’s behavior cause changes in the user-agent interpersonal relation-

ship, whereas the Exercise Counseling Corpus (being observational) can only

show associations.

9.2 Future Research: Toward Rich Models of

Behavior in Long-Term Interaction

I have presented a model of verbal and nonverbal behavior across multiple

conversations in which behavior is predicted primarily by two aspects of the
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interaction and of the participants in that interaction: interaction history

(limited to the number of previous conversations), and the strength of the

interpersonal bond. Long-term interaction is complex, and a richer model of

verbal and nonverbal behavior could potentially include a large number of

additional predictors. In this section, I sketch some future research questions

in that direction.

Most simply, I am interested in extending these results to very long-term

interaction: I observe roughly linear trends in changes in verbal and nonverbal

behavior over a period of six weeks. However, many real-world scenarios of in-

terest could easily involve interaction for much longer periods: months, years,

or indefinitely. It is not plausible that the trends identified here continue lin-

early over very long-term interactions, as they would produce behavior well

outside of conversational norms (either for an ECA or for a human interac-

tant). I conjecture that trends level off over time: for example, that the 99th

and 100th conversation between a dyad look far more similar than the first

and second. Future research is required to confirm this prediction and give a

more detailed time course of these changes. In very long-term interaction, it

may also become increasingly less likely that a dyad follows a smooth pattern

of behavior over time without disruption (whether external or internal). The

role of ruptures in interpersonal relationship, or other significant deviations

from systematic patterns of behavior change, should be studied.

In the Exercise Counseling Corpus, participants interacted once per week

for six weeks, and the evaluation study was based on a similar scenario. In both

cases, I operationalized the concept of interaction history as simply the num-

ber of previous conversations a dyad has participated in. Interaction history

may be broadened to consider not only the number of previous conversations,

but also the pattern of those conversations: for example, the regularity of in-

teraction, and the delay in time between conversations. Considering varying

patterns of interaction, in which participants may have conversations at differ-

ent intervals (e.g., once per day, or several per day, or rarely), and may have
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conversations at irregular intervals, leads to a group of new research questions.

First, does the duration of time spent between interactions predict any

differences in behavior? I conjecture that participants who have a long dura-

tion between conversations will display a slower rate of change in their verbal

and nonverbal behaviors across conversations. For example, the difference

between a first and second conversation may be smaller for participants who

have conversations one month apart than those who have conversations one

week apart.

Second, as a refinement of the previous question, must conversations be

separated by some period of time in order to show the observed effects? For

example, if we predict a change in behavior after five weekly conversations, is

it reasonable to predict the same change in behavior after five daily conversa-

tions, or even five conversations within the same day?

Third, if participants do not interact for an extended period of time, is

there a “decay” in which their behavior begins to more closely resemble a first

conversation (or an early conversation)? I conjecture that such a decay would

be observed, given a sufficiently large delay between interactions. The obser-

vational results provide some support for this conjecture, by establishing that

the changes in behavior that occur across conversations are not monotonic:

they can and do reverse direction, as seen in the final conversations in the

Exercise Counseling Corpus (Chapter 6).

The Exercise Counseling Corpus is an example of a corpus in which all

conversations are intended to accomplish a portion of the same conversational

task (behavior change counseling). It is an open research question whether a

corpus built around a different conversational task — for example, education

or tutoring, or a task with no clear “goal,” such as long-term companionship

— would produce similar patterns of behavior. Other corpora may include

or emphasize the use different relational behaviors, and would encourage the

study of associated verbal and nonverbal behaviors.

In some interaction scenarios, there may be more variety in the types of
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conversational tasks addressed by a single dyad. In the Exercise Counseling

Corpus, there is a strong coupling between task familiarity and interaction

history; a dyad who has had more previous conversations is also more familiar

with the task of behavior change counseling. A different corpus, built around

a different task, might partially decouple these two aspects of long-term in-

teraction. For example, consider an educational agent designed for long-term

interaction, in which occasionally a student completes one portion of a cirricu-

lum and begins a new task (with which he or she has much less familiarity). I

raise a research question: what is the conversational behavior of a dyad with

a long interaction history, but low task familiarity?

A related set of questions concerns the roles of participants in a conversa-

tion. In the Exercise Counseling Corpus, the roles of participants are asym-

metric: one counselor and one client. Motivated by the small size of the

corpus — which is, after all, limited to a single counselor — I have not ad-

dressed these questions, but it is highly plausible that varying conversational

roles are reflected in verbal and nonverbal behavior. For example, I conjec-

ture that there is a perceived power differential between the counselor and

the client; politeness theory predicts that a speaker will user higher-politeness

statements when interacting with a conversation partner they perceive to have

power over them [23], and such politeness differences may be reflected in the

details of verbal and nonverbal behavior [164]. A corpus including examples

of dyads both with and without a similar power differential would allow the

study of this potential research question.

A number of participant traits should be considered as predictors of con-

versational behavior; both traits of a speaker and the interaction between

speaker and listener traits (e.g., concordance) are possible predictors of be-

havior. These traits include the frequently-studied Big 5 personality factors,

but also traits such as attachment style[21], which is stable over time, strongly

influence interpersonal relationship constructs including therapeutic alliance

[52, 51], and may be associated with differences in nonverbal behavior in con-
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versation [98, 165]. There are effects of gender and gender concordance, which

may interact with various dimensions of interpersonal relationship to influ-

ence verbal and nonverbal behavior in conversation [71, 105]. Future work,

based on a larger corpus with additional variation along any or all of these

dimensions, may explore this differences.

9.3 Future Research: Toward Rich Models of

Conversational Behavior in Health

Behavior Change

The interactions studied here, and the intended applications of the ECA de-

veloped here, are within the context of an intervention for health behavior

change. Health behavior change is itself a long-term process. The Transthe-

oretical Model of health behavior change [133] predicts that individuals at-

tempting to change a health behavior will pass through several distinct Stages

of Change (precontemplation, contemplation, preparation, action, and main-

tenance), and that different sets of Processes of Change (e.g., consciousness

raising, dramatic relief, and several others) will be applied in different stages.

Within a series of health behavior change counseling conversations, as studied

here, the stage and processes represent another set of dimensions along which

different conversations may vary over time.

There are at least two sets of future research questions raised by this.

First, are there differences in verbal and nonverbal behavior in conversation

predicted by changes in a client’s stage of change, or other constructs in dif-

ferent theories of health behavior change, over time? Second, to what extent

is conversational behavior predictive of changes in such constructs?
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9.4 Future Research: Toward an Integrated

Model of Verbal and Nonverbal Behavior

The efforts to model, predict, and reproduce verbal and nonverbal behav-

ior which I have presented here have focused largely on the context of an

utterance at the level of an entire conversation: I examine the state of par-

ticipants in a conversation, and the overall position of an utterance within

a conversation (e.g., near the beginning of a conversation versus the middle

or end). By contrast, much prior work on nonverbal behavior generation for

ECAs begins first with the observation that much nonverbal behavior (par-

ticularly hand gestures) is co-articulated with speech [108, 86] and predicts

nonverbal behavior based on the content of the co-articulated speech, or the

immediate context associated with that utterance, on a much smaller scale.

Several examples have been referenced in earlier chapters: for example, an

association between posture shifts and discourse segment boundaries [41], and

associations between eye gaze and both turn-taking (i.e., whether a speaker

yields the turn to the conversation partner at the end of an utterance) and

information structure [42].

A future research problem is to produce accounts of verbal and nonverbal

behavior that include both the immediate and conversation-scale context of

an utterance. The model of posture shifts presented in Chapter 5 already

includes some work in this direction, as the presence or absence of a topic shift

— the discourse structure of a conversation at the immediate point where an

utterance occurs — is included as a predictor. However, interactions between

these different types of context have not yet been fully explored.

9.5 Closing

This thesis has presented a demonstration of the complex ways in which people

behave when they interact and converse over long periods of time, an example



9.5. CLOSING 181

of reproducing those patterns of behavior within a computer interface, and a

demonstration of the efficacy of such an interface for real-world, socially and

practically meaningful, applications. The set of potential applications for an

intelligent, engaging computer interface that can actively promote long-term

engagement and voluntary use is broad, spanning counseling, education, and

numerous fields within health care, and it is my hope that these results open

new approaches toward these applications.
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[77] Laura Hoffmann, Nicole Krämer, Anh Lam-chi, and Stefan Kopp. Media

equation revisited: Do users show polite reactions towards an embodied
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Appendix A

Experimental Protocol for the Collection of the

Exercise Counseling Corpus

The following sections give the detailed protocol for interaction between the

researcher and the clients. Statements to be said verbatim to clients are in

plain text, while other actions to be taken by the researcher are in bold text

and enclosed in brackets, [as in this example].

The protocol begins (for both the initial and subsequent sessions) with the

arrival of the client, and assumes that the recording apparatus and experiment

room have been prepared. Eligibility screening should have been performed

by phone or email prior to scheduling the initial session. The counselor should

be waiting in a separate room, out of view of the client.

A.1 Initial Session

[Ask the client to sit in the client’s chair, and sit in the counselor’s

chair facing him/her].

Hi, welcome to Northeastern. We’re looking at how people talk about

things like physical activity, to help us learn how to make computer systems

that can help people get more physical activity and be healthier. We’re looking

for participants to have several short conversations about physical activity

with a counselor. if you agree to participate we’ll ask you to come back once

207
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THE EXERCISE COUNSELING CORPUS

a week for six weeks, including today. Each of those sessions will take about

half an hour of your time, and you’ll be paid $10 for each session, so that’s

$60 if you come back every week.

If you participate, you’ll have a short conversation — about 15 minutes —

with the counselor each week. We’ll videotape those conversations [indicate

cameras and microphone], and after each conversations, we’ll ask you to fill

out some questionnaires to tell us how you felt about it. We’ll also ask you to

watch a videotape of each conversation while answering some more questions

about it. Finally, we’ll give you a pedometer [indicate pedometer], which

is a small device you can wear on your belt or put in your pocket that records

how many steps you take; this lets us measure how much physical activity you

are doing.

Does this sound like something you would be interested in participating

in? [If not, thank and dismiss]

Great! I just need to ask you a few questions before we begin. We asked

you the same questions when you first signed up to come in today, but I’ll ask

them again now just to be sure.

Are you at least 18 years old? [If not, thank and dismiss]

Are you a native English speaker? Is English your first language? [If not,

thank and dismiss]

Has your doctor ever said that you have a heart condition and that you

should only do physical activity recommended by a doctor? [If yes, thank

and dismiss]

Do you feel pain in your chest when you do physical activity? [If yes,

thank and dismiss]

In the past month, have you had chest pain when you were not doing

physical activity? [If yes, thank and dismiss]

Do you lose your balance because of dizziness, or do you ever lose con-

ciousness? [If yes, thank and dismiss]

Do you have a bone or joint problem that could be made worse by a change
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in your physical activity? [If yes, thank and dismiss]

Is your doctor currently prescribing drugs (for example, water pills) for

your blood pressure or heart condition? [If yes, thank and dismiss]

Do you know of any other reason why you should not do physical activity?

[If yes, thank and dismiss]

Regular Exercise is any planned physical activity, such as brisk walking,

jogging, bicycling, or swimming, performed to increase physical fitness. Such

activity should be performed 3 to 5 times per week for 20–60 minutes per

session. Exercise does not have to be painful to be effective but should be

done at a level that increases your breathing rate and causes you to break a

sweat.

According to that definition — 3 times a week, 20 minutes a session —

would you say that you are currently getting regular exercise? [If yes:] Have

you been getting regular exercise for more than 6 months? [If yes, thank

and dismiss]

Thanks. Now we have some paperwork. This is a consent form [indicate

consent form] which we will go over together, and then I will ask you to

sign. It says that you are agreeing to participate in a research study, and that

we have informed you of the risks and benefits of the study, and that you

understand your rights as a participant. [Explain consent form, being

sure to make the following points:]

• You are participating of your own free will, and you may drop out any

time without penalty.

• You have not committed to anything yet. Just being here right now

does not require you to participate if you do not want to.

• You are being asked to come here and talk about physical activity with

the counselor. The counselor may also ask you to do walking or other

physical activity, but coming here for the session is all that’s required:

you’ll still receive full payment even if you never do any physical activity.
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• Your participation is voluntary at all times. You can stop participating

at any time, for any reason. You will still be paid the full amount for

any sessions you’ve completed.

• The risks of this study are low, only those associated with moderate ex-

ercise like brisk walking. However, as this is research and experimental,

there may be negative outcomes or no benefit to you at all.

• Your participation in this study is considered private information. We

will not release your name or other identifying information without per-

mission.

• If you have any questions about your rights as a participant, either now

or later, you can contact the Human Subjects Research Protection office

here at Northeastern. The contact information is included on the consent

form.

Please take as long as you want to read over the consent form, and if youre

okay with everything, then sign on the third page. Let me know if you have

any questions. [Answer all questions. If he/she signs, then add your

signature, otherwise thank and dismiss]

Thanks. Now we have one additional consent form [Indicate videotape

consent form]. This asks for permission to show very short clips of the

videotape in educational contexts, such as explaning this research or showing

students how to conduct a research project. You don’t have to agree if you

don’t want to: if you say no, then nothing else changes, and you’ll still get

the full payment. [If he/she does not sign, cross out and initial the

signature line of the form]

Do you want a copy of the consent forms for your records? [If yes, make

copies during initial questionnaires, below]

Since this is the first session, before we get started and you meet the

counselor, we have some questionnaires for you to fill out. These will tell us
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about you and how you feel about physical activity. They’ll take you a few

minutes to get through; I’ll leave to set everything up and come back when

you’re done. [Give participant the sociodemographics, BFI, ECR-R,

Stage of Change, and Decisional Balance questionnaires, and leave

the room]

[If requested, make copies of the consent forms. Fetch the coun-

selor, but do not bring her into the experiment room yet. Check the

video setup. When the participant has completed all questionnaires,

enter the room.]

Thanks. There will be a few more questionnaires after the conversation,

but not nearly as many. In a moment, I’ll leave again and then the counselor

will come in and start the first conversation. Please stay seated here when the

conversation is done. Any questions? [Answer questions]

[Leave the room. Start recording. Send the counselor in, and

close the door. Do not interrupt or interfere with the conversation

except in case of drastic problems. When the conversation ends and

the counselor leaves the room, stop recording.]

[Give the cognitive inventory and WAI-SR questionnaires to the

counselor, and send her to a separate room to complete them.]

[Enter the room] Thanks! Now, I’ll give you a couple short question-

naires about that conversation. [Give the cognitive inventory instruc-

tions and response form to the client] For this one, please write down

your thoughts about the conversation and the counselor: whatever pops into

your head first. Don’t worry about spelling, grammar, or handwriting, but

try and write each thought in a separate box. You have two minutes. [Time

two minutes, then collect the response form].

Next, we have one more questionnaire. [Give the WAI-SR to the

client; while he/she is completing it, set up the equipment for the

retrospective review] Thanks! [Collect the WAI-SR]

The last thing I’ll ask you to do today is to watch a video of the conversa-



212
APPENDIX A. EXPERIMENTAL PROTOCOL FOR THE COLLECTION OF

THE EXERCISE COUNSELING CORPUS

tion you just had. While you’re watching it, you’ll be videotaped again, and

we ask you to do two things. First, we’re interested in how you were feeling

during the conversation, so try and say out loud any thoughts you had about

the conversation. Second, we want you to use this paper [Place trust mea-

sure on the table] to tell us how your trust in the counselor changed during

the conversation. Just point to the paper while watching to show how much

you trusted the counselor at that time. Any questions? [Answer questions]

[Turn on the large-screen display. Leave the room and close the

door. Start video recording, and then playback. When playback is

complete, shut off recording and reenter the room.]

That’s everything for today. Before you go, I’ll give you the pedometer we

mentioned earlier. [Indicate pedometer] Try to wear it as much as possible.

It can go either in your pocket or on a belt [Demonstrate use]. Make sure to

bring it with you to the next sessions [Give the pedometer to the client]

Thanks! We’ll see you next week. [Give $10 payment to the client,

and schedule the next session]

A.2 Subsequent Sessions

[Ask the client to sit in the client’s chair, and ask to take the pe-

dometer. If it is forgotten or missing, note in the experiment log,

otherwise ask the client to wait and download the step data; it

should make a printout. Fetch the counselor, and give her the print-

out, but do not bring her into the room yet. Enter the room, and

return the pedometer.]

Thanks. We’ll start this week’s conversation now. Any questions? [An-

swer questions]

[Leave the room. Start recording. Send the counselor in, and

close the door. Do not interrupt or interfere with the conversation

except in case of drastic problems. When the conversation ends and
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the counselor leaves the room, stop recording.]

[Give the cognitive inventory and WAI-SR questionnaires to the

counselor, and send her to a separate room to complete them.]

[Enter the room] Thanks! [Give the cognitive inventory instruc-

tions and response form to the client]. Like before, just write down your

thoughts, one per box. You have two minutes. [Time two minutes, then

collect the response form]

Here are this week’s questionnaires. [For weeks 3 and 5, give the

WAI-SR questionnaire to the client. For weeks 2, 4, and 6 give the

WAI-SR, Stage of Change, and Decisional Balance questionnaires

to the client. While he/she is completing the questionnaire(s), set

up up the equipment for the retrospective review.] Thanks! [Collect

the questionnaire(s)]

Now it’s time to watch the video of the conversation you just had. Like

last time, you’ll be videotaped again, and please try and point to the paper

to show how much you trusted the counselor during the conversation, and try

and talk about what you were feeling at the time. Any questions? [Answer

questions]

[Turn on the large-screen display. Leave the room and close the

door. Start video recording, and then playback. When playback is

complete, shut off recording and reenter the room.]

[Thank and pay the participant]. Thanks! That’s everything for

today. We’ll see you next week. [Give $10 payment to the client, and,

for the second through fifth weeks, schedule the next session]
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Volunteers	  are	  needed	  for	  a	  research	  study	  on	  how	  people	  talk	  about	  exercise	  

$60	  and	  6	  free	  weeks	  of	  exercising	  counseling	  

Researchers	  at	  Northeastern	  University	  are	  studying	  how	  people	  talk	  about	  exercise	  and	  
other	  health-‐related	  issues.	  We	  are	  looking	  for	  volunteers	  who	  are	  willing	  to	  be	  videotaped	  
talking	  to	  an	  exercise	  counselor	  once	  a	  week	  for	  6	  weeks.	  

You	  must	  be18	  or	  older,	  and	  a	  native	  English	  speaker	  in	  order	  to	  participate.	  	  We	  are	  
looking	  for	  volunteers	  who	  are	  not	  currently	  exercising	  regularly.	  

The	  study	  will	  be	  held	  at	  Northeastern	  University.	  	  The	  first	  session	  takes	  1	  hour,	  and	  the	  
rest	  take	  30	  minutes.	  

If	  you	  are	  interested,	  please	  call	  (617)	  373-4605,	  or	  email	  expt@neu.edu.	  

	  

Recruitment Material
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Volunteers Needed for a Research Study 

$60 and 6 weeks of free exercise counseling 

Researchers at Northeastern University are studying how 
people talk about exercise and other health-related issues. 

We are looking for volunteers who are willing to be 
videotaped talking to an exercise counselor once a week 

for 6 weeks. 

You must be18 or older, and a native English speaker in 
order to participate.  We are looking for volunteers who are 

not currently exercising regularly. 

The study will be held at Northeastern University.  The first 
session takes 1 hour, and the rest take 30 minutes. 

If you are interested,  
call (617) 373-4605, or email expt@neu.edu. 

Recruitment Material
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Physical	  Activity	  Readiness	  Questionnaire	  (PAR-‐Q)	  

Please	  take	  a	  few	  minutes	  to	  answer	  the	  following	  questions	  to	  see	  if	  you	  are	  eligible	  to	  participate.	  

	  

	   	   YES	   NO	  
1.	   Has	  your	  doctor	  ever	  said	  that	  you	  have	  a	  heart	  condition	  and	  that	  you	  

should	  only	  do	  physical	  activity	  recommended	  by	  a	  doctor?	  
	  

_____	  
	  

_____	  

2.	   Do	  you	  feel	  pain	  in	  your	  chest	  when	  you	  do	  physical	  activity?	   _____	   _____	  

3.	   In	  the	  past	  month,	  have	  you	  had	  chest	  pain	  when	  you	  were	  not	  doing	  
physical	  activity?	  

_____	   _____	  

4.	   Do	  you	  lose	  your	  balance	  because	  of	  dizziness,	  or	  do	  you	  ever	  lose	  
consciousness?	  

_____	   _____	  

5.	   Do	  you	  have	  a	  bone	  or	  joint	  problem	  that	  could	  be	  made	  worse	  by	  a	  change	  
in	  your	  physical	  activity?	  

_____	   _____	  

6.	   Is	  your	  doctor	  currently	  prescribing	  drugs	  (for	  example,	  water	  pills)	  for	  your	  
blood	  pressure	  or	  heart	  condition?	  

_____	   _____	  

7.	   Do	  you	  know	  of	  any	  other	  reason	  why	  you	  should	  not	  do	  physical	  activity?	   _____	   _____	  

Eligibility Screening: PAR-Q
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Northeastern University, College of Computer and Information Science 
Timothy W. Bickmore, Ph.D. 
Nonverbal Behavior during the Development of a Counseling Relationship 
 
Informed Consent to Participate in a Research Study 
We are inviting you to take part in a research study.  This form will tell you about the 
study, but the researcher will explain it to you first.  You may ask this person any 
questions that you have.  When you are ready to make a decision, you may tell the 
researcher if you want to participate or not.  You do not have to participate if you do not 
want to.  If you decide to participate, the researcher will ask you to sign this statement 
and will give you a copy to keep. 
 
Why am I being asked to take part in this research study?   
You are being asked to participate in this study because you are an English speaking 
adult, and are not currently engaged in regular exercise. 
 
Why are you doing this research study? 
The purpose of this research is to study how people talk to each other when discussing 
exercise and other health-related issues. 
 
What will I be asked to do?   
If you decide to take part in this study, we will first ask you some questions about your 
background and ask you to fill out some questionnaires.  Some of these questionnaires 
will tell us about your personality, while others will ask how you feel about exercise.  
You will have a short conversation about exercise with a counselor.  This conversation 
will be videotaped.  After the conversation, we will ask you some more questions. You 
will then watch a videotape of the conversation, while answering questions about it. 
We will give you a pedometer to take home with you, which you will carry for the next 5 
weeks.  This pedometer will record how many steps you walk each day. 
Once a week, you will return here for another session.  You will have another 
conversation with the counselor, answer questions, and watch a videotape of the 
conversation while answering questions about it. 
 
Where will this take place and how much of my time will it take? 
The study will take place in the Human-Computer Interaction Laboratory at Northeastern 
University.  The first session, today, will take approximately 1 hour. 
You will come back for 5 additional sessions about once a week.  Each additional session 
will take approximately 30 minutes. 
 
 
 
 
 

Consent Form
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Will there be any risk or discomfort to me? 
You will give up approximately 1 hour of your time today, plus five additional half-hour 
meetings once a week. 
There is a possibility that some of the questions you will be asked might make you feel 
uncomfortable.  In that case, you are free to refuse to answer any question and/or 
discontinue the study.  Your refusal to answer will not have any impact on your 
participation in the study.   
There are some risks associated with increasing your physical activity, such as physical 
injury. 
 
Will I benefit by being in this research? 
You may receive no direct benefit from taking part in the study, although you may 
increase the amount of physical activity you perform on a regular basis.  Your 
participation may help the investigators learn to build computer systems that will help 
people get more exercise. 
 
Who will see the information about me? 
Information from this study may be used for research purposes and may be published. 
However, your name will not be used in any publications. All videotapes will be stored in 
a locked cabinet, accessible only to the researchers, and will be not be shown to anyone 
unless you give explicit permission for them to be used for teaching purposes. 
 In rare instances, authorized people may request to see research information about you 
and other people in this study.  This is done only to be sure that the research is done 
properly.  We would only permit people who are authorized by organizations such as 
Northeastern University or the federal government to see this information. 
 
If I don’t want to take part in the study, what choices do I have? 
You have the option to not participate in the study. 
 
What will happen if I suffer any harm from this research? 
No special arrangements will be made for compensation or for payment for treatment 
solely because of your participation in this research.   
 
Can I stop my participation in this study? 
Your participation in this research is completely voluntary.  You do not have to 
participate if you do not want to.  Even if you begin the study, you may quit at any time.  
If you do not participate or if you decide to quit, you will not lose any rights, benefits, or 
services that you would otherwise have.  
 
Who can I contact if I have questions or problems? 
If you have questions or concerns at any time, or if you need to report an injury while 
participating in this research, contact TIMOTHY BICKMORE at (617) 373-5477. 
 
 

Consent Form
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Who can I contact about my rights as a participant? 
If you have any questions about your rights in this research, you may contact Nan C. 
Regina, Director, Human Subject Research Protection, 960 Renaissance Park, 
Northeastern University, Boston, MA 02115. Tel: 617.373.4588, Email: irb@neu.edu. 
You may call anonymously if you wish. 
 
Will I be paid for my participation? 
You will be paid $10 for each completed session, at the end of the session.  You will 
receive a total of $60 if you participate in the entire study. 

 
Will it cost me anything to participate? 
There are no costs to you for participating in this research study. 
 
Is there anything else I need to know? 
• You must be at least 18 years old to participate. 
• You will be one of approximately 30 people to be asked to participate in this study. 

 
 
 

I agree to take part in this research. 
 
 
 
______________________________________________ ______________________ 
Signature of person agreeing to take part    Date 
 
 
______________________________________________ 
Printed name of person above 
 
 
 
______________________________________________
 ________________________ 
Signature of person who explained the study to the   Date 
participant above and obtained consent    
 
 
______________________________________________ 
Printed name of person above 

Consent Form
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Use of Videotape 
 
We would also appreciate your consent to use very short clips of the videotapes to show 
in educational contexts. If we do use short clips of you, we will edit them to only show 
short examples of your interaction with the counselor. 
 
This consent is entirely separate from your consent to participate in the experiment and 
may be withdrawn at any time in the future.  To give your permission to have an excerpt 
from the videotape potentially shown for research and teaching purposes, please sign 
below. Please note that if you do not wish to give your permission for this, you may still 
participate in the study. 
  
I have read and understand the above and agree to potentially have an excerpt from my 
videotaped interaction shown for educational purposes. 
 
Name__________________________________________________________________
_ 
 
Signature________________________________________________Date____________ 
 
 

Consent Form
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Counselor	  Instructions	  
	  

You	  will	  be	  meeting	  with	  each	  participant	  up	  to	  six	  times,	  approximately	  once	  per	  week.	   	  During	  each	  
session,	   you	  will	   discuss	   the	   participant’s	   exercise	   behavior	   and	   any	   related	   issues	  which	   arise.	   	   Your	  
overall	   goal	   for	   the	   intervention	   is	   for	   the	   participant	   to	   begin	   a	   program	   of	   moderate	   and	   regular	  

exercise,	  which	  you	  believe	  that	  he/she	  will	  be	  able	  to	  maintain	  once	  the	  intervention	  is	  ended.	  

The	   specific	   target	   behavior	   is	   brisk	   walking;	   however	   please	   feel	   free	   to	   suggest	   additional	   or	  
alternative	  activities	  whenever	  you	  feel	  it	  is	  appropriate.	  	  Each	  session	  is	  expected	  to	  consist	  of	  a	  10-‐15	  
minute	  conversation,	  which	  you	  may	  conduct	  however	  you	  feel	  will	  be	  most	  effective.	  	  	  

You	  will	  be	  given	  basic	  demographic	  information	  (including	  age,	  height,	  and	  weight)	  on	  each	  participant.	  	  

All	  participants	  have	  indicated	  that	  they	  are	  not	  currently	  maintaining	  a	  regular	  exercise	  program,	  and	  
that	  they	  have	  no	  known	  health	  problems	  which	  would	  prevent	  them	  from	  engaging	  in	  regular	  exercise.	  	  
Each	   participant	   will	   be	   given	   a	   pedometer	   for	   the	   duration	   of	   their	   participation	   in	   the	   study	   and	  

instructed	  to	  wear	  it	  every	  day.	  	  You	  will	  have	  access	  to	  step	  counts	  gathered	  from	  these	  pedometers.	  

All	  sessions	  with	  participants	  will	  be	  videotaped	  for	  analysis.	  	  You	  will	  not	  have	  access	  to	  these	  
videotapes	  during	  the	  duration	  of	  the	  study.	  	  Please	  do	  not	  discuss	  the	  videotapes	  themselves,	  or	  the	  
analysis	  of	  them,	  with	  participants.	  	  If	  a	  participant	  asks	  about	  them	  during	  a	  session,	  please	  tell	  them	  

only	  that	  you	  do	  not	  look	  at	  the	  videotapes,	  and	  that	  they	  are	  analyzed	  for	  research	  purposes	  only.	  	  	  

Participants	  will	  also	  answer	  a	  series	  of	  questionnaires	  before	  the	  first	  session,	  and	  after	  every	  session.	  	  
You	  will	  also	  complete	  questionnaires	  after	  each	  session.	  	  You	  will	  not	  have	  access	  to	  these	  
questionnaires	  during	  the	  duration	  of	  the	  study.	  	  Please	  do	  not	  discuss	  the	  questionnaires	  with	  

participants	  during	  sessions.	  	  If	  a	  participant	  asks	  about	  them	  during	  a	  session,	  please	  tell	  them	  only	  that	  
you	  do	  not	  look	  at	  the	  questionnaires,	  and	  that	  what	  they	  answer	  will	  not	  change	  what	  you	  do	  during	  
the	  session	  in	  any	  way.	  

	  

Counselor Instructions
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Sociodemographics	  Questionnaire	  

Please	  take	  a	  moment	  and	  answer	  a	  few	  questions	  about	  yourself:	  
	  
	  
Date	  of	  Birth:_________	   	   	  
	  
Sex:	  	  M	  /	  F	  
	  
Height:	  __________	   	   	   	  
	  
Weight:_________	  
	  
Do	  you	  smoke:	  	  Y	  /	  N	  
	  
Ethnic	  Background	  (check	  one):	  
	   American	  Indian	  or	  Alaskan	  Native	   ____	  
	   Asian	  or	  Pacific	  Islander	  	   	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ____	  
	   Black,	  Not	  of	  Hispanic	  Origin	   	  	  	  	  	  	  	  	  	  	  	  	  	   ____	  
	   White,	  Not	  of	  Hispanic	  Origin	   	  	  	  	  	  	  	  	  	  	  	  	  	   ____	  
	   Hispanic	   	   	   	   ____	  
	  
Marital	  Status	  (check	  one):	  
	   Single	   	   	   	   	   ____	  
	   Married	   	   	   	   ____	  
	   Divorced/Widowed	   	   	   ____	  
	  
Last	  grade	  of	  school	  completed	  (check	  one):	  
	   Less	  than	  high	  school	  (0-‐8)	   	   ____	  
	   Some	  high	  school	  	   	   	   ____	  

High	  school	  graduate	  or	  GED	   	   ____	  
	   Technical	  school	  education	   	   ____	  
	   Some	  college	   	   	   	   ____	  

College	  graduate	   	   	   ____	  
	   Advanced	  degree	   	   	   ____	  
	  
	  
Occupation:	   ___________________________________________	  

Sociodemographics
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Here	  are	  a	  number	  of	  characteristics	  that	  may	  or	  may	  not	  apply	  to	  you.	  	  For	  example,	  do	  you	  agree	  that	  
you	  are	  someone	  who	  likes	  to	  spend	  time	  with	  others?	  	  Please	  write	  a	  number	  next	  to	  each	  statement	  

to	  indicate	  the	  extent	  to	  which	  you	  agree	  or	  disagree	  with	  that	  statement.	  

Disagree	  strongly	   Disagree	  a	  little	   Neither	  agree	  nor	  
disagree	  

Agree	  a	  little	   Agree	  strongly	  

1	   2	   3	   4	   5	  
	  

I	  See	  Myself	  as	  Someone	  Who...	  

___1. Is	  talkative	  

___2. Tends	  to	  find	  fault	  with	  others	  

___3. Does	  a	  thorough	  job	  

___4. Is	  depressed,	  blue	  

___5. Is	  original,	  comes	  up	  with	  new	  ideas	  

___6. Is	  reserved	  

___7. Is	  helpful	  and	  unselfish	  with	  others	  

___8. Can	  be	  somewhat	  careless	  

___9. Is	  relaxed,	  handles	  stress	  well	  

___10. Is	  curious	  about	  many	  different	  things	  

___11. Is	  full	  of	  energy	  

___12. Starts	  quarrels	  with	  others	  

___13. Is	  a	  reliable	  worker	  

___14. Can	  be	  tense	  

___15. Is	  ingenious,	  a	  deep	  thinker	  

___16. Generates	  lots	  of	  enthusiasm	  

___17. Has	  a	  forgiving	  nature	  

___18. Tends	  to	  be	  disorganized	  

___19. Worries	  a	  lot	  

___20. Has	  an	  active	  imagination	  

___21. Tends	  to	  be	  quiet	  

___22. Is	  generally	  trusting	  

___23. Tends	  to	  be	  lazy	  

___24. Is	  emotionally	  stable,	  not	  easily	  upset	  

___25. Is	  inventive	  

___26. Has	  an	  assertive	  personality	  

___27. Can	  be	  cold	  and	  aloof	  

___28. Perseveres	  until	  the	  task	  is	  finished	  

___29. Can	  be	  moody	  

___30. Values	  artistic,	  aesthetic	  expression	  

___31. Is	  sometimes	  shy,	  inhibited	  

___32. Is	  considerate	  and	  kind	  to	  almost	  everyone	  

___33. Does	  things	  efficiently	  

___34. Remains	  calm	  in	  tense	  situations	  

___35. Prefers	  work	  that	  is	  routine	  

___36. Is	  outgoing,	  sociable	  

___37. Is	  sometimes	  rude	  to	  others	  

___38. Makes	  plans	  and	  follows	  through	  with	  them	  

___39. Gets	  nervous	  easily	  

___40. Likes	  to	  reflect,	  play	  with	  ideas	  

___41. Has	  few	  artistic	  interests	  

___42. Likes	  to	  cooperate	  with	  others	  

___43. Is	  easily	  distracted	  

___44. Is	  sophisticated	  in	  art,	  music,	  or	  literature	  

	  
Please	  check:	  Did	  you	  write	  a	  number	  in	  front	  of	  each	  statement?	  

Personality: BFI
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THE EXERCISE COUNSELING CORPUS
Experiences	  in	  Close	  Relationships	  –	  Revised	  (ECR-‐R)	  

Page	  1	  of	  2	  

The	  statements	  below	  concern	  how	  you	  feel	  in	  emotionally	  intimate	  relationships.	  We	  are	  interested	  in	  
how	  you	  generally	  experience	  relationships,	  not	  just	  in	  what	  is	  happening	  in	  a	  current	  relationship.	  

Respond	  to	  each	  statement	  by	  writing	  a	  number	  to	  indicate	  how	  much	  you	  agree	  or	  disagree	  with	  the	  
statement.	  

Strongly	  
disagree	  

Disagree	   Disagree	  a	  
little	  

Neither	  
agree	  nor	  
disagree	  

Agree	  a	  little	   Agree	   Strongly	  
agree	  

1	   2	   3	   4	   5	   6	   7	  
	  

___1. I	  usually	  discuss	  my	  problems	  and	  concerns	  with	  others.	  

___2. It	  helps	  to	  turn	  to	  people	  I	  am	  close	  to	  in	  times	  of	  need.	  

___3. I	  find	  that	  others	  don’t	  want	  to	  get	  as	  close	  as	  I	  would	  like.	  

___4. Sometimes	  others	  change	  their	  feelings	  about	  me	  for	  no	  apparent	  reason.	  

___5. I	  talk	  things	  over	  with	  people	  I	  am	  close	  to.	  

___6. I	  find	  it	  easy	  to	  depend	  on	  others.	  

___7. I	  do	  not	  often	  worry	  about	  being	  abandoned.	  

___8. It	  makes	  me	  mad	  that	  I	  don’t	  get	  the	  affection	  and	  support	  I	  need	  from	  others.	  

___9. I	  find	  it	  difficult	  to	  allow	  myself	  to	  depend	  on	  others.	  

___10. I	  worry	  a	  lot	  about	  my	  relationships.	  

___11. When	  a	  person	  I	  am	  close	  to	  is	  out	  of	  sight,	  I	  worry	  that	  he	  or	  she	  might	  become	  interested	  in	  

someone	  else.	  

___12. I	  get	  uncomfortable	  when	  others	  want	  to	  be	  very	  close.	  

___13. I’m	  afraid	  that	  once	  someone	  gets	  to	  know	  me,	  he	  or	  she	  won’t	  like	  who	  I	  really	  am.	  

___14. I	  feel	  comfortable	  sharing	  my	  private	  thoughts	  and	  feelings	  with	  others.	  

___15. My	  desire	  to	  be	  very	  close	  sometimes	  scares	  people	  away.	  

___16. Other	  people	  make	  me	  doubt	  myself.	  

___17. I	  often	  worry	  that	  others	  don’t	  really	  love	  me.	  

___18. I	  prefer	  not	  to	  be	  too	  close	  to	  others.	  

	  
Please	  check:	  Did	  you	  write	  a	  number	  in	  front	  of	  each	  statement?	  

	  

	  
	  

Attachment Style: ECR-R
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Page	  2	  of	  2	  

The	  statements	  below	  concern	  how	  you	  feel	  in	  emotionally	  intimate	  relationships.	  We	  are	  interested	  in	  
how	  you	  generally	  experience	  relationships,	  not	  just	  in	  what	  is	  happening	  in	  a	  current	  relationship.	  

Respond	  to	  each	  statement	  by	  writing	  a	  number	  to	  indicate	  how	  much	  you	  agree	  or	  disagree	  with	  the	  
statement.	  

Strongly	  
disagree	  

Disagree	   Disagree	  a	  
little	  

Neither	  
agree	  nor	  
disagree	  

Agree	  a	  little	   Agree	   Strongly	  
agree	  

1	   2	   3	   4	   5	   6	   7	  
	  

___19. I	  worry	  that	  I	  won’t	  measure	  up	  to	  other	  people.	  

___20. I	  rarely	  worry	  about	  others	  leaving	  me.	  

___21. I	  worry	  that	  others	  won’t	  care	  about	  me	  as	  much	  as	  I	  care	  about	  them.	  

___22. I	  am	  very	  comfortable	  being	  close	  to	  others.	  

___23. I	  often	  wish	  that	  others’	  feelings	  for	  me	  were	  as	  strong	  as	  my	  feelings	  for	  them.	  

___24. I	  don't	  feel	  comfortable	  opening	  up	  to	  others.	  

___25. I	  tell	  people	  I	  am	  close	  to	  just	  about	  everything.	  

___26. It's	  easy	  for	  me	  to	  be	  affectionate	  with	  others.	  

___27. Other	  people	  only	  seem	  to	  notice	  me	  when	  I’m	  angry.	  

___28. I	  find	  it	  relatively	  easy	  to	  get	  close	  to	  others.	  

___29. People	  that	  I	  am	  close	  to	  really	  understand	  me	  and	  my	  needs.	  

___30. It's	  not	  difficult	  for	  me	  to	  get	  close	  to	  others.	  

___31. I	  am	  nervous	  when	  others	  get	  too	  close	  to	  me.	  

___32. I	  prefer	  not	  to	  show	  others	  how	  I	  feel	  deep	  down.	  

___33. I’m	  afraid	  that	  I	  will	  lose	  others’	  love.	  

___34. When	  I	  show	  my	  feelings	  for	  others,	  I’m	  afraid	  they	  will	  not	  feel	  the	  same	  about	  me.	  

___35. I	  feel	  comfortable	  depending	  on	  others.	  

___36. I	  often	  worry	  that	  others	  will	  not	  want	  to	  stay	  with	  me.	  

	  

Please	  check:	  Did	  you	  write	  a	  number	  in	  front	  of	  each	  statement?	  

	  

Attachment Style: ECR-R
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THE EXERCISE COUNSELING CORPUS
Thought	  Listing	  -‐-‐	  Instructions	  

We	  are	  now	  interested	  in	  your	  thoughts	  about	  the	  conversation.	  

Please	  list	  any	  thoughts,	  regardless	  of	  whether	  they	  are	  about	  you,	  the	  counselor,	  the	  situation,	  or	  
anything	  else;	  whether	  they	  are	  positive,	  negative	  or	  neutral.	  

Please	  be	  completely	  honest.	  	  The	  counselor	  will	  not	  see	  your	  responses.	  

Simply	  write	  the	  first	  thought	  you	  have	  in	  the	  first	  box,	  the	  second	  in	  the	  second	  box,	  and	  so	  on.	  	  Please	  

put	  only	  one	  idea	  or	  thought	  in	  a	  box.	  	  Don’t	  worry	  about	  spelling,	  handwriting,	  grammar,	  or	  
punctuation.	  	  	  

You	  will	  have	  2	  minutes	  to	  write.	  	  You	  can	  write	  as	  many	  thoughts	  as	  you	  like;	  you	  do	  not	  need	  to	  fill	  
every	  box.	  	  If	  you	  fill	  all	  the	  boxes,	  and	  wish	  to	  list	  more	  thoughts,	  please	  continue	  on	  to	  the	  next	  page.	  

Cognitive Inventory (Instruction)
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We are now interested in your thoughts about the conversation. 

Please list any thoughts, regardless of whether they are about you, the client, the situation, or anything 

else; whether they are positive, negative or neutral. 

Please be completely honest.  The client will not see your responses. 

Simply write the first thought you have in the first box, the second in the second box, and so on.  Please 

put only one idea or thought in a box.  Don’t worry about spelling, handwriting, grammar, or 

punctuation.   

You will have 2 minutes to write.  You can write as many thoughts as you like; you do not need to fill 

every box.  If you fill all the boxes, and wish to list more thoughts, please continue on to the next page. 

Cognitive Inventory (Counselor Instruction)
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THE EXERCISE COUNSELING CORPUS
Thought	  Listing	  –	  Response	  form	  

	  

	  

	  

	  

	  

	  

	  

	  

	  

Cognitive Inventory (Response Form)
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Below	  is	  a	  series	  of	  statements	  about	  experiences	  people	  might	  have	  with	  their	  counseling	  or	  counselor.	  	  
Some	  items	  refer	  directly	  to	  your	  counselor	  with	  an	  underlined	  space	  -‐-‐	  as	  you	  read	  the	  sentences,	  

mentally	  insert	  the	  name	  of	  your	  counselor	  in	  place	  of	  _______	  in	  the	  text.	  	  	  

For	  each	  statement,	  please	  take	  your	  time	  to	  consider	  your	  own	  experience	  and	  then	  respond	  by	  writing	  
a	  number.	  

Seldom	   Sometimes	   Fairly	  often	   Very	  often	   Always	  
1	   2	   3	   4	   5	  

	  

___1. As	  a	  result	  of	  these	  sessions	  I	  am	  clearer	  as	  to	  how	  I	  might	  be	  able	  to	  change.	  

___2. What	  I	  am	  doing	  in	  counseling	  gives	  me	  a	  new	  way	  of	  looking	  at	  my	  problem.	  

___3. I	  believe	  ______	  likes	  me.	  

___4. ______	  and	  I	  collaborate	  on	  setting	  goals	  for	  my	  counseling.	  

___5. ______	  and	  I	  respect	  each	  other.	  

___6. ______	  and	  I	  are	  working	  toward	  mutually	  agreed-‐upon	  goals.	  

___7. I	  feel	  that	  ______	  appreciates	  me.	  

___8. We	  agree	  on	  what	  is	  important	  for	  me	  to	  work	  on.	  

___9. I	  feel	  ______	  cares	  about	  me	  even	  when	  I	  do	  things	  that	  he/she	  does	  not	  approve	  of.	  

___10. I	  feel	  that	  the	  things	  I	  do	  in	  counseling	  will	  help	  me	  to	  accomplish	  the	  changes	  that	  I	  want.	  

___11. We	  have	  established	  a	  good	  understanding	  of	  the	  kind	  of	  changes	  that	  would	  be	  good	  for	  me.	  

___12. I	  believe	  the	  way	  we	  are	  working	  with	  my	  problem	  is	  correct.	  

	  

Please	  check:	  Did	  you	  write	  a	  number	  in	  front	  of	  each	  statement?	  
	  

Therapeutic Alliance: WAI-SR
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THE EXERCISE COUNSELING CORPUS
Realtime trust assessment 

Below is a series of statements about experiences people might have with their counseling or counselor.  

Some items refer directly to your client with an underlined space -- as you read the sentences, mentally 

insert the name of your client in place of _______ in the text.   

For each statement, please take your time to consider your own experience and then respond by writing 

a number. 

Seldom Sometimes Fairly often Very often Always 
1 2 3 4 5 

 

___1. As a result of these sessions ______ is clearer as to how he/she might be able to change. 

___2. What ______ is doing in counseling gives him/her a new way of looking at his/her problem. 

___3.  ______ believes I like him/her. 

___4. ______ and I collaborate on setting goals for his/her counseling. 

___5. ______ and I respect each other. 

___6. ______ and I are working toward mutually agreed-upon goals. 

___7. ______ feels that I appreciate him/her. 

___8. We agree on what is important for ______ to work on. 

___9. ______ feels that I care about him/her even when he/she does things I do not approve of. 

___10. I feel that the things ______  does in counseling will help him/her to accomplish the changes 

that he/she wants. 

___11. We have established a good understanding of the kind of changes that would be good for 

______. 

___12. ______  believes the way we are working with his/her problem is correct. 

 

Please check: Did you write a number in front of each statement? 

 

Therapeutic Alliance: WAI-SR (Counselor)
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Regular	  Exercise	  is	  any	  planned	  physical	  activity	  (e.g.,	  brisk	  walking,	  aerobics,	  jogging,	  bicycling,	  
swimming,	  rowing,	  etc.)	  performed	  to	  increase	  physical	  fitness.	  	  Such	  activity	  should	  be	  performed	  3	  to	  

5	  times	  per	  week	  for	  20-‐60	  minutes	  per	  session.	  	  Exercise	  does	  not	  have	  to	  be	  painful	  to	  be	  effective	  but	  
should	  be	  done	  at	  a	  level	  that	  increases	  your	  breathing	  rate	  and	  causes	  you	  to	  break	  a	  sweat.	  

	  

Do	  you	  exercise	  regularly	  according	  to	  that	  definition?	  	  (Please	  check	  one):	  

_____	  Yes,	  I	  have	  been	  for	  MORE	  than	  6	  months.	  	  

_____	  Yes,	  I	  have	  been	  for	  LESS	  than	  6	  months.	  	  

_____	  No,	  but	  I	  intend	  to	  in	  the	  next	  30	  days.	  	  

_____	  No,	  but	  I	  intend	  to	  in	  the	  next	  6	  months.	  	  

_____	  No,	  and	  I	  do	  NOT	  intend	  to	  in	  the	  next	  6	  months.	  	  

Stage of Change
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THE EXERCISE COUNSELING CORPUS
Exercise	  decisional	  balance	  

The	  statements	  below	  look	  at	  positive	  and	  negative	  aspects	  of	  exercise.	  Read	  the	  following	  items	  and	  
write	  a	  number	  next	  to	  each	  statement	  to	  indicate	  how	  important	  each	  statement	  is	  with	  respect	  to	  

your	  decision	  to	  exercise	  or	  not	  to	  exercise	  in	  your	  leisure	  time.	  	  

If	  you	  disagree	  with	  a	  statement	  and	  are	  unsure	  how	  to	  answer,	  the	  statement	  is	  probably	  not	  
important	  to	  you.	  

Not	  important	   A	  little	  bit	  
important	  

Somewhat	  
important	  

Quite	  important	   Extremely	  
important	  

1	   2	   3	   4	   5	  
	  

	  

___1. I	  would	  have	  more	  energy	  for	  my	  family	  and	  friends	  if	  I	  exercised	  regularly.	  	  	   	  

___2. I	  would	  feel	  embarrassed	  if	  people	  saw	  me	  exercising.	  	   	  

___3. I	  would	  feel	  less	  stressed	  if	  I	  exercised	  regularly.	  	   	  

___4. Exercise	  prevents	  me	  from	  spending	  time	  with	  my	  friends.	  	   	  

___5. Exercising	  puts	  me	  in	  a	  better	  mood	  for	  the	  rest	  of	  the	  day.	  	   	  

___6. I	  feel	  uncomfortable	  or	  embarrassed	  in	  exercise	  clothes.	  	   	  

___7. I	  would	  feel	  more	  comfortable	  with	  my	  body	  if	  exercised	  regularly.	  	   	  

___8. There	  is	  too	  much	  I	  would	  have	  to	  learn	  to	  exercise.	  	   	  

___9. Regular	  exercise	  would	  help	  me	  have	  a	  more	  positive	  outlook	  on	  life.	  	   	  

___10. Exercise	  puts	  an	  extra	  burden	  on	  my	  significant	  other.	  

	  

Please	  check:	  Did	  you	  write	  a	  number	  in	  front	  of	  each	  statement?	  
	  

Decisional Balance
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Appendix B

Coding Manual for Discourse Structure

This coding manual was used for the annotation of topic boundaries in the

analysis of posture shifts (Chapter 5).

B.1 Introduction

This manual gives coding directions for identifying and discourse segment

boundaries in the exercise counseling corpus: points at which a conversation

can most naturally be divided into smaller discourse segments.

You will be using transcripts that have already been separated into phrases

based on the occurrence of silence. You will mark each phrase — a phrase

being here a sequence of words spoken by a participant without intervening

silence — to indicate whether there is a discourse segment boundary at that

phrase.

B.2 Identifying Segment Boundaries

We assume that most of the time (not necessarily all of the time) participants

in conversation believe that they are mutually discussing a particular topic.

A discourse segment boundary occurs whenever either participant attempts

to change this mutual topic. You should mark a boundary wherever you
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believe an attempt occurred, even if it was not successful (i.e., even if the

other participant did not join in discussing the intended topic).

The topic they are attempting to introduce need not be new to the con-

versation. It may be a previously discussed topic. It may also be a sub-topic

of the current topic or a previous topic, or it may be a return to the main

topic, having discussed a sub-topic.

To indicate the exact location and nature of a boundary, use one of the

following tags:

new A segment begins at the beginning of a phrase. The phrase is devoted

to either discussing a new topic or to attempting to introduce it, and

adds no substantial information to the old topic.

overlap A segment begins somewhere in the middle of the phrase. The phrase

has both content that adds something to the previous topic (typically

at the beginning), as well as content that is devoted to the new topic

(typically at the end).

drift A boundary occurs somewhere near a segment, but the exact location

is unclear. Typically, a participant has begun by discussing one topic,

and gradually changed to a second topic, but it is difficult to identify an

exact point at which the topic changed.

Phrases often begin with acknowledgments (e.g. “okay”) or markers (e.g.

“so...”) that, by themselves, add little information. A topic shift that begins

with these but has no other content relating to the previous topic should be

coded as “new” rather than “overlap”.

When “drift” is used, it should almost always be used on a several phrases

in sequence. You should mark the shortest sequence of phrases that could

possibly contain a segment boundary.
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B.3 Examples

Here are two examples of phrases that should be coded as “new”. Note that

although the beginning of the second example (“right but”) refers to a previous

topic, it adds little to it, so this is still coded as “new” rather than “overlap”.

1 (counselor) let’s talk about exercise

1 (client) right but about the walking

In order to be coded as “overlap”, a phrase both introduce a new topic

and add something to the old one. For example:

1 (client) I like the walking but about next week

B.4 General Suggestions

Discourse markers such as “so”, “well”, “now” often occur at topic shifts, and

can be a hint that a phrase may be a segment boundary. Other hints are

disfluencies or filled pauses (“um”, “uh”) and phrases that explicitly reference

the topic of discussion (“let’s talk about...”). However, you should use these

only as hints, and always decide whether a boundary is present based on the

definitions above.

B.5 Difficult or Special Cases

B.5.1 Greetings

By convention, the first phrase of a conversation should always be marked as

a segment boundary.
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Most or all conversations will begin with some type of ritual greeting and

social dialogue (e.g., “Hi, how are you?”); common exchanges that require

little thought and little specific knowledge of the conversation partner. You

should try and mark a discourse segment boundary at the point that less

ritualized dialogue beings. Note that this may still be social dialogue, not

focused on the specific counseling task.

B.5.2 Topic Shifts over Multiple Phrases

A topic may often be introduced over several phrases. You should always mark

the segment boundary on the first phrase that contributes any substantial

information about the new topic. In the following example, you should mark

“new” on line 3:

1 (counselor) okay so

2 (counselor) um

3 (counselor) let’s talk about last week

4 (client) okay

5 (counselor) how did the walking go

B.5.3 Subtopics

It some cases, it may be difficult to decide whether a phrase introduces a

sub-topic of the current topic, or merely continues the current topic. This

rule may be useful: if there is a clear point later on at which the participant

appears to go back to the larger topic — particularly if marked in any way

— both points should be coded as segment boundaries. If you are unable to

decide, you should prefer coding fewer segment boundaries rather than more.
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B.5.4 Lengthy Narrative

Some conversations include lengthy narrative segments, during which one par-

ticipant talks extensively about a topic while the other contributes no more

than minimal acknowledgments (“okay”, “mmhmm”). These passages of-

ten include several sub-topics, and these may be among the most difficult

to code reliably. The suggestions given above (under “General Suggestions”

and “Subtopics”) may be useful. Lengthy narrative passages are also where

the “drift” tag is most likely to be applicable.

B.5.5 Vague or Open-Ended Questions

One participant may introduce a topic only broadly, leaving it to the conver-

sation partner to decide a more specific discussion topic. This may be done

with an open-ended question, as in the following example:

1 (counselor) so

2 (counselor) um

3 (counselor) do you have any other questions

4 (client) um

5 (client) wearing the pedometer thing

A new topic has introduced, so at least one discourse segment boundary

should be marked. However, there are two possible locations: on line 3, the

counselor introduces an open-ended topic (unanswered questions), and on line

5, the client responds with the specific topic to be discussed (wearing the

pedometer). Arguably, a boundary could be marked at line 3, at line 5, or

both.

In most cases like this, try and mark only the phrase that first tries to

begin a new topic — line 3 in this example — even if it does not completely
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decide what that topic will be. This choice is somewhat arbitrary, but will

limit the number of extra boundaries marked, and may increase reliability.



Appendix C

Coding Manual for Posture Shifts

This coding manual was used for the annotation of posture shifts in the anal-

ysis of that behavior (Chapter 5).

C.1 Introduction

This manual gives directions for identifying and coding posture shifts in the

exercise counseling corpus. The corpus includes 32 conversations between a

behavior change counselor and several different clients. Each conversation

takes place in the same setting, with a similar arrangement: both client and

counselor are seated in swiveling chairs, facing each other at a distance of

about a couple feet. You will code posture shifts based on silent video of the

conversations, recorded simultaneously from 3 different cameras: front and

side views of the counselor, and a front view of the client, all focused mainly

on the waist up.

The primary goal of the coding effort is to mark every movement, made by

either counselor or client, that is identifiable as a posture shift according to the

definitions given below. For each shift, you will also describe the movement

by coding several features:

1. Timing: when does the shift begin and end?
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2. Direction and movement pattern: what body parts move, and in which

direction(s)?

3. Energy: How much effort is expended in the movement?

4. Co-occurrences: Are other movements performed simultaneously with

the shift?

C.2 Identifying Posture Shifts

A posture shift is a movement during conversation (whether a participant is

speaking or silent) that meets all of the following conditions:

1. It changes the overall (gross) position of the body, including at least the

trunk, legs and lower body, or both. Movement of the head, shoulders,

hands, or feet may be included, but by themselves they are not sufficient.

2. It is a distinct action, rather than being part of a continuous or repeated

movement. It should be fairly easy to identify start and end points.

3. It is not caused by the performance of either:

a) A movement that appears to be consciously intended to communi-

cate to the conversation partner, such as a head nod or an emphatic

hand gesture, or

b) A purposeful physical action, such as leaning down to tie a shoe,

or getting up out of the chair.

C.3 Coding Features of Shifts

C.3.1 Timing

Mark the times you believe a posture shift begins and ends with good accuracy.

It is not necessary to go frame by frame to identify an exact position, but try
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to be within a quarter second (7–8 frames) of where you believe the shift

begins or ends.

C.3.2 Movement Pattern

Some shifts are simple movements, while others are more complex, and are

made up of smaller sub-movements with changes of direction.

shift A simple movement, primarily in one direction, with no major changes

of direction.

shift-and-return A movement in one direction, followed by a movement in

the opposite direction. The two movements need not be the same energy

or size; for example, a large movement forward and a smaller movement

back should still be coded as a shift-and-return.

other Any other pattern of movement.

In some cases, a shift may contain some very small movements; You should

consider smaller movements when coding movement pattern only if they would

be large enough to count as posture shifts by themselves. For example, a large

movement forward followed by a barely perceptible movement back should be

coded as a shift, not shift-and-return.

C.3.3 Direction

forward/back Movement that brings the upper body closer to, or further

away, respectively, from the conversation partner.

left/right Movement that brings the upper body to the participant’s left or

right (note: not the camera’s left or right!), respectively.

lower-body Shifting of weight or other movement primarily involving the

legs and lower body.
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rotate Rotating in the chair.

other Any movement not described above.

In the case of a shift-and-return, code the direction of the shift, not the

return. In the case of a movement pattern coded as “other”, if there is an

obvious primary movement within it, give the direction of that movement,

and if not, use “other”.

Some movements may appear to be in multiple directions simultaneously;

for example, a participant may move forward and left, or back while rotating

in the chair. If there is clearly a higher energy direction, code that. If not, use

the order in the list above as a tie-breaker: prefer forward to left, and so on.

C.3.4 Energy

For each posture shift, estimate the total energy or effort expended by the

participant to perform the movement. Fast movements are higher energy

than slow movements, and large movements are higher energy than small

movements.

Code energy with a linear scale from 1–10, where 1 is the least energetic

movement you could identify, and 10 is the most energetic movement possible

without the participant being forced to leave their chair.

If a posture shift includes several sub-movements (e.g. a shift-and-return

rather than a simple shift), code the total energy; that is, the sum of all parts

of the shift.

C.3.5 Co-occurrence

As above, movements similar to posture shifts may be caused by other actions,

such as emphatic head nodding. In other cases, another noticeable action may

occur at the same time as a posture shift, without causing it — that is, the
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action and the posture shift could reasonably occur separately. If so, code the

following common actions that occur simultaneously with posture shifts:

none No, or only small actions.

grooming Moving hair, straightening clothes, or similar actions.

laughter Visibly laughing or giggling.

other Any other large action.

C.4 General Suggestions

It will be easier (although more time consuming) to code the client and coun-

selor separately, in two passes. When coding the counselor, be sure to keep

an eye on both cameras, as some movements may be more apparent from the

front view or the side view.

You are not required to code a conversation from start to finish with no

breaks. It may be helpful to take regular short breaks in order to keep attention

focused.

In some cases, it may be easier to notice changes in position than the

movements themselves, particularly when other movements are occurring at

the same time. If you notice that a participant’s upper body position has

changed noticeable, it is usually worth going back and looking to see if there

was a posture shift.

C.5 Difficult or Special Cases

C.5.1 Small Movements

Very small movements — those that would be coded with an energy of 1, or

sometimes 2 — can be very hard to code reliably, particularly when any other
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action is occurring. Avoid placing too much effort on coding these movements,

and focus on coding the larger ones reliably.

C.5.2 Repetitive Movement

In some cases, participants may perform repetitive motions during a conver-

sation, which can last quite a long time — often a minute or more. The most

common are repetitive back and forward motions, and repetitive swiveling in

the chair. Repetitive motion should not be marked as a posture shift, since

there is not distinct action (just continuous motion).

While long-running repetitive motion should be obvious, in some cases

it may be difficult to decide whether movement is a posture shift or short-

running repetitive motion. If a movement includes more than two repetitions

(e.g. forward, back, forward, back, forward, back) or lasts more than a few

seconds, it should normally be treated as repetitive motion, and not coded as

a posture shift.

C.5.3 Co-occurring Actions

When a possible posture shift occurs at the same time as another action, it

may be difficult to decide if the possible shift was caused by the co-occurring

action, and thus should not be coded. The decision to make is: would it be

possible for the other action to occur unmodified without the possible posture

shift? While each possible shift should be examined carefully, here are some

common examples:

• Possible shifts that co-occur with grooming behavior, or with laughing,

usually should be coded.

• Possible shifts that co-occur with very emphatic head nodding, hand

gestures, or shrugging, or with actions like picking up an object or tying

a shoe, usually should not be coded.
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C.5.4 Single versus Multiple Shifts

In some cases, it may appear possible to code a sequence of movements as

either a single shift or as multiple shifts. For example, a forward movement

followed by a backward movement could be coded as two shifts or a single

shift-and-return.

You should prefer coding a single shift over two or more shifts. Only code

multiple shifts if there is a clearly identifiable period of time between the end of

one movement, and the beginning of the next, at least one second in duration.

C.5.5 Conversational Openings

In the exercise counseling corpus, every conversation begins with the counselor

walking in and taking a seat. The counselor’s movements should be coded as

posture shifts (where appropriate) starting from the moment when she is first

in a seated position in the chair. Note that sitting in a chair is often followed

very closely by several movements. These are all potential posture shifts that

can be coded; only the initial sitting motion is not.

The client will always begin the conversation seated. All client movements

can potentially be coded as posture shifts from the beginning of the video.

However, be sure to exclude movements such as reaching up to shake hands.

C.6 Changes from Earlier Drafts

There has been extensive rewriting and clarification from earlier drafts. In

addition, the following substantive changes were made to the coding scheme:

• Lower-body movement (including chair movement) is now coded.

• The “other” movement pattern was added.

• The coding of movement direction was simplified, removing rotate left,
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rotate right, raise left, raise right, raise, and drop, while adding lower-

body and chair rotation codes.

• Coding of energy was simplified to use a 1–10 scale rather than 1–100.

• Coding of some co-occurring actions was added.
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Coding Manual for Nonverbal Behavior in

Openings

This coding manual was used for the annotation of nonverbal behavior in the

analysis of conversation openings and reopenings (Chapter 6).

D.1 Introduction

This coding scheme is intended for an investigation of how nonverbal behavior

varies over time in multi-conversation discourse, both across multiple conver-

sations and within individual conversations. The specific focus during devel-

opment of the scheme is a study of conversational openings, but the scheme

may also be more generally useful.

This effort is intended to produce an accurate description of the form

of (some of the) nonverbal behavior in these conversations. We code the

timing, shape, extent, speed, and other physical features of behavior, but not

the communicative function (e.g. semantic meaning, affect, turn-management

features).

This manual is heavily based on the MUMIN coding scheme [2], which

has been previously used for annotation of nonverbal behavior with good re-

liability on most behaviors. Relative to MUMIN, we omit all coding related

to communicative function and simplify coding of facial expressions and hand
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gestures. We add annotation of “resting” hand position, of “adapter” gestures

that release bodily tension, and modify the annotation of posture.

D.2 Materials and Coding Task

The materials for this coding task are 32 one-minute video clips, each taken

from the beginning of a conversation. Each video has two participants, the

counselor and the client. One counselor appears in all videos; there are several

clients. Each video has three (simultaneous) camera angles: a front and side

view of the counselor, and a front view of the client.

Each conversation begins with the client seated, and the counselor entering

the room. The clips have been chosen to begin as soon as the counselor is

seated.

Coding will be performed twice for each behavior detailed below, separately

for the counselor and the client. In the case of the counselor, all coding should

be a single unified judgment based on both camera views.

All coding will be performed using the ANVIL tool [88], version 5.0.22

or higher1. This tool allows for the coding of “events” on multiple “tracks”,

where each event has a start time, an end time, and a set of features that

varies for each track. For this task there will be two tracks for each behavior

category below: one for the counselor, and one for the client.

D.3 Visibility

As participants do not assume precisely the same position in all videos, some

features of the participants’ bodies may not be clearly visible, rendering some

annotation difficult or impossible. The most frequently obstructed are the

hands (off the bottom of the frame) and the eyes (by shadows and/or glasses).

1The current version is available at http://anvil-software.de

http://anvil-software.de
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Before coding any nonverbal behavior, view a video and note the visibility

of the eyes and hands separately for each participant. If the hands or eyes are

coded as “obstructed”, you may skip coding of hand gestures or gaze direction,

respectively, for that participant.

visible The participant’s hands/eyes are entirely or mostly visible throughout

the video, and easily coded.

partially-visible The participant’s hands/eyes are partially obstructed or

otherwise difficult to code. The reliability of coding may be reduced.

obstructed The participant’s hands/eyes are entirely or mostly obstructed

or otherwise difficult to code. Coding accurately will be very difficult or

impossible.

Any major obstruction affecting parts of the body other than the hands or

eyes should be noted in a comment.

D.4 Nonverbal Behavior

Most nonverbal behaviors are coded in terms of movement rather than posi-

tion: you need only annotate when a participant either is moving, or shifts out

of a “neutral” position (as defined for each type of behavior). The exception

is arm openness, which should be annotated continuously (i.e.̃there should be

a position coded at all times in the video).

In ANVIL, you should create events for all time periods at which a par-

ticipant moves out of “neutral”, except for arm openness, where the events

should cover the entire track. These tracks may have only a single event, in

the case where a participant does not change their position during the video.

Many behaviors include an “other” category. These should be used only

when none of the defined categories can be used, and a comment should be

added to the annotation.
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D.4.1 Gaze Direction

Annotate the video to mark segments where a participant is not looking to-

ward the conversation partner. All directions are relative to the conversation

partner; e.g., if a participant’s eyes are away from the partner and up relative

to the partner, this should be coded as “up” whether or not the participant’s

head is also tilted up.

up Away from the conversation partner, and primarily upwards: at more

than a 45 degree angle from horizontal.

down Away from the conversation partner, and primarily downwards: at

more than a 45 degree angle from horizontal.

side Away from the conversation partner, and primarily sideways (either left

or right): at less than a 45 degree angle from horizontal.

other The participant is gazing away from the conversation partner, but the

direction is unclear and/or does not match one of the above categories.

D.4.2 Eyebrows

Annotate the video to mark segments where a participants eyes are either

raised or lowered relative to their neutral position.

raise The brows are moved up toward the forehead (AU 1 and/or 2).

frown The brows are contracted and moved down toward the nose (AU 4).

other The brows have moved from a neutral position, but in some arrange-

ment other than “raise” or “frown”. Use this category if only one eye-

brow is raised/lowered.

Small and brief eyebrow raises can be easily missed. Often, these co-occur

with a widening of the eyes and/or with abrupt head movements, often a tilt,
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jerk, or turn (as defined below). You may want to pay extra attention to the

eyebrows during such events.

D.4.3 Head Movement

Annotate the video to mark segments where a participant moves their head,

either with a movement of the whole trunk or separately. All head movements

should be marked with two features: the type of movement, and whether it is

a single or repeated movement.

Very small movements will often occur as the participant’s head balances

on his or her shoulders. You should try and avoid coding these small move-

ments. The goal is to mark movements that are noticeable to the conversation

partner and may be taken to have meaning, and/or movements that substan-

tially change the position of the head relative to the conversation partner.

As a general rule, you should code a movement if either (or both) of the

following conditions holds, and not otherwise:

1. Any part of the head moves by two inches or more.

2. The movement is part of a clearly identifiable, repetitive gesture (e.g.,

nodding or shaking).

Note that participants may commonly nod using small movements, partic-

ularly as a “backchannel” when the conversation partner is talking. Following

the second condition given here, you should try and code these movements

whenever possible, even if the movements would be too small to code other-

wise.

nod Movement of the head down-and-up.

jerk A single quick head movement up, sometimes with a movement back

down. If this movement is repeated (see below), it should generally be

coded as “nod” instead.
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back Movement of the head backwards and/or up, either by itself or as part

of a movement of the whole trunk.

forward Movement of the head forward and/or down, either by itself or as

part of a movement of the whole trunk.

turn Movement that rotates the head to either side, or both.

tilt Leaning the head to either side. The head may also turn somewhat; use

this category in that case rather than “turn”.

other Movement that does not fit any of the above categories. This includes

cases where a participant appears to perform two movements at once;

for example nodding overlaid on a backward or forward movement.

The same type of head movement is often repeated without pause; for

example, a participant may continue nodding for several seconds, or may

“turn” repeatedly (i.e. shaking the head to indicate disagreement). Code such

repeated movement as a single event, starting at the beginning of the initial

movement and continuing until there is a noticeable pause in movement (at

least a half second) or the participant performes a different category of head

movement.

single A single movement is performed, or a movement in one direction fol-

lowed immediately by a return (e.g., moving the head down and back

up should be coded as “nod” and “single”).

repeated The same movement is repeated two or more times without pause.

D.4.4 Mouth Shape

Annotate segments of video whenever the lips are not in a neutral shape. A

neutral shape is the shape the lips take when the face is relaxed, not smiling

or frowning, or displaying any other recognizable emotion. Note that mouth
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shapes should still be annotated when a participant is speaking or otherwise

has his or her mouth open.

corners-up Corners turned up, as in a smile (AU 12 and/or 13).

corners-down Corners turned down, as in a frown (AU 15, possibly with

17).

protruded Lips rounded and protruded.

retracted Lips sucked into the mouth.

other A mouth shape that does not fit into any of the above categories. This

includes asymmetrical shapes (e.g., turning up one corner only).

A few cases may be more difficult:

1. Mouth shapes that a participant has taken at the beginning of the video

are easily missed: for example, if a participant is already smiling when

the video begins. These may be easier to notice when the expression

ends and the mouth returns to a neutral position.

2. Some categories, particularly “retracted”, are unlikely to occur during

speech.

3. Smaller and less emphatic smiling (“corners-up”) can be missed, partic-

ularly during speech. It may be easier to first notice movement of the

cheeks, possibly with dimpling.

D.4.5 Hand Gesture

Annotate segments of video where the participant gestures with his or her

hands. Gestures should be annotated whether they appear to be intentional or

unintentional (e.g., adapters). Very small movements (e.g., twitching fingers)

need not be annotated.



256
APPENDIX D. CODING MANUAL FOR NONVERBAL BEHAVIOR IN

OPENINGS

D.4.5.1 Semiotic Category

Semiotic category refers to the meaning or function of a hand gesture, although

particular categories may have characteristic shapes. There are five categories

given here, which can be placed into two broader groups. First, there are

gestures that refer to or represent something the participants are talking about

(“deictic”, “iconic”, and “emblematic”), as a pronoun like “it” might refer

to something. These categories are distinguished based on how the gesture

identifies what it is referring to. Second, there are gestures that do not refer

to anything (“beat” and “adapter”).

Although each gesture should be considered individually, we note that

“beat” and “adapter” are usually the most common categories. Of the re-

maining categories, “iconic” is the most general, and should usually be used

unless a gesture is clearly a “deictic” or “emblematic”.

deictic Represents something the participants are talking about by indicating

its physical location, often by pointing. This includes pointing or other

gestures (e.g. tapping fingers on the chest) which a participant uses

to emphasize that they are referring to themselves or the conversation

partner.

iconic Represents something the participants are talking about by similarity

in hand shape, trajectory, or speed. Examples include gestures that

indicate the size of an object. Metaphoric gestures are included in this

category (i.e., gestures that represent an abstract feature of something

rather than a physical feature). Also included are gestures that indicate

some ordering of things (first, second, next, previous, etc.).

emblematic Gestures that have meaning based on social convention (e.g.,

thumbs up).

beat Rhythmic, simple, baton-like movements that tend not to vary in shape

along with the content of speech. Beat gestures do not appear to refer to
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anything in the discourse; rather, they mark timing and emphasis. Of-

ten, a participant will leave his or her hand position wherever it happens

to be, and just add a small movement. Multiple short beat gestures in

quick succession are common.

adapter Gestures that appear to have no conscious communicative function,

and act to relieve bodily tension. Examples include wringing hands, and

grooming behaviors (e.g. running fingers through hair).

other A gesture that does not fit any of the above categories, or appears to

fit into two or more categories.

D.4.5.2 Handedness

Gestures may be performed with the left hand, the right, or both. In the case

of a single hand, we do not currently annotate which hand is used.

single-hand Either the left or right hand is used.

both-hands Both the left and the right hands are used. The hands need not

perform identical or symmetrical movements.

D.4.5.3 Spatial Extent

Gestures may be “broad”, taking up a large amount of space, or narrow. The

spatial extent of a gesture is defined in terms of the participant’s “center”,

which is the region in front of the participant’s torso (at or above the stomach,

and not over the head) easily reachable without extending the arms. Note

that gestures at the face (common with “adapters”) are considered within the

center.

minimal The gesture remains within the center, and involves only minimal

movement, typically only moving the hands with very little movement

of the arms.



258
APPENDIX D. CODING MANUAL FOR NONVERBAL BEHAVIOR IN

OPENINGS

center The gesture remains within the center, with more movement than

“minimal”.

periphery The gesture extends outside the center to either side of the par-

ticipant, or above his or her face.

forward The gesture extends outside the center in front of the participant

toward the conversation partner.

D.4.6 Shoulder Raising

Mark all segments of the video in which a participant shrugs or otherwise

temporarily raises either one shoulder or both shoulders. For the purposes

of this annotation, “raising” is moving the shoulder(s) up above whatever

position a participant assumes for the majority of the video. For example,

in some videos a participant may lean heavily on the chair, with his or her

shoulders fairly far down; when raised, the shoulders may still be lower than

in other videos.

both Both the left and right shoulders are raised.

single Either the left shoulder or the right shoulder alone is raised.

D.4.7 Arm Openness

Arms can be either closed or opened. A closed position is one that generally

moves the arms and/or hands to a participant’s front, between the participant

and the partner, while open positions move the arms and/or hands out of this

area.

Arm openness is coded here by looking at the lateral (left–right) position

of the upper arms and elbows. The arms of the chairs are used as a reference

point. The shoulder position may also change along with the upper arms, and

can serve as an alternate cue.
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Note that arm openness, unlike all other behaviors in this manual, should

be annotated continuously: that is, the segments you mark should cover the

entire video. In some cases, you may code only a single segment for a par-

ticipant who never changes his or her arm position during a video, while in

others, multiple segments should be coded.

shifting The participant is in the process of moving, and the open/closed

position of the arms is unclear or changing.

closed Both arms are farther in than the arms of the chair. Arms are often

touching the torso, and hands may be joined.

half-open One arm is positioned as in “closed”, and one as in “open”.

open Both arms are either resting on the chair arms, or lined up with them.

Hands may or may not be joined.

half-back One hand positioned as in either “closed” or “open”, and the other

as in “back”.

back Both arms are farther out than the arms of the chair. The arms may

sometimes be hanging down to the side, or behind a participant’s head.





Appendix E

Experimental Protocol for the Evaluation

Study

The evaluation study was almost entirely automated, with contact between

researchers and participants (via email) occurring only in the case of technical

problems or other unanticipated difficulties. Recruitment materials directed

potential participants to a website where all experiment sessions, including

intake, were performed. The system also contacted participants automatically

via email. The following sections detail the behavior of the website and the

automated email.

E.1 Experiment Sessions

E.1.1 Intake Session

When a potential participant navigated to the Front Page and clicked on

“Get Started”, the system performed the following steps:

1. Present Screening Questionnaire.

a) If the participant is under 18 years of age (question 1), present

Ineligibility Response: Age and exit.

b) If the participant is not a native English speaker (question 2),

present Ineligibility Response: Language and exit.

261
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c) If the participant does not have computer access (question 3),

present Ineligibility Response: Computer Access, and exit.

d) If the participant has a health issue which increases the risks of

physical activity (questions 4–10), present Ineligibility Response:

Physical Activity Readiness, and exit.

e) If the participant is in the Action or Maintenance stages of change

(question 11, first or second response), present Ineligibility Re-

sponse: Stage of Change and exit.

2. Present Consent Form. If the participant indicates consent (checking

“I agree to participate” and selecting “Yes, continue”), then proceed,

otherwise exit.

3. Present Sign-up Form. If a participant has previously signed-up using

the same email address, present Error: Already Signed Up, otherwise

proceed.

4. Record the participant as signed-up, randomize the participant into a

study condition, and send the Sign-up Email.

5. The participant navigates to the link provided in the Sign-up Email.

Record the participant as having started the study; the current date is

week 1 of the study.

6. Present the Demographics questionnaire.

7. Present the Pre-Intervention Decisional Balance questionnaire.

8. Proceed to the first session, as below.

E.1.2 Weekly Sessions

A weekly session was held either immediately following intake steps (for the

first week), or when a participant navigated to the Front Page and logged

in (in the second through sixth weeks):
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1. If a weekly conversation has not been held, present the virtual counselor.

2. If not yet collected for the current week, present the Nonverbal Im-

mediacy (SRIB) questionnaire.

3. If not yet collected for the current week, present the Therapeutic Al-

liance (WAI-SR) questionnaire.

4. If not yet collected for the current week, present the Behavioral Re-

alism questionnaire.

5. If the participant is in the first through fifth study weeks, present Ses-

sion Completion and exit.

6. If the participant is in the sixth study week, then:

a) If not yet collected, present the Post-Intervention Assessment

questionnaire.

b) Present Final Session Completion.

E.1.3 Post-Intervention Sessions

For a period of two weeks after the sixth weekly session, if a participant logged

in, the system performed the following steps:

1. If not yet collected, present the Post-Intervention Assessment ques-

tionnaire.

2. If a conversation has not been held during the current day, present the

virtual counselor.

3. Present Final Session Completion.

If a participant attempted to log in following this two week period, the

system presented End of Participation.
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E.2 Email Messaging

Participants were considered withdrawn and did not receive most email mes-

sages if either:

• they followed the link provided in all email reminders (explicitly with-

drawn), or

• they did not log in for two consecutive weeks during the six-week inter-

vention period (implicitly withdrawn).

At the beginning of each week (approximately midnight Monday), the

system sent the following messages:

• From the set of participants who had a weekly conversation in the previ-

ous week (including the initial session but not including post-intervention

sessions), the system selected one at random and delivered the Drawing

Notification Email.

• For each participant in the second through sixth weeks of the study

who was not withdrawn, the system delivered the Weekly Reminder

Email.

• For each participant in the two week period following the final weekly

session who was not explicitly withdrawn and had not completed the

Post-Intervention Assessment questionnaire, the system delivered the

Final Assessment Email.

• For each participant who had just completed the two week period follow-

ing the final weekly session (including participants who had withdrawn,

implicitly or explicitly), the system delivered the Debriefing Email.

Two days prior to the end of each week (approximately midnight Satur-

day), for each participant in the second through sixth weeks of the study who

was not withdrawn and had not yet had a weekly conversation, the system

delivered the Additional Reminder Email.
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Volunteers	  needed	  for	  an	  online	  research	  study	  

Researchers	  at	  Northeastern	  University	  are	  building	  animated	  computer-‐controlled	  
characters	  that	  act	  as	  counselors	  to	  help	  people	  improve	  their	  health.	  	  	  

We	  are	  looking	  for	  volunteers	  to	  help	  test	  a	  physical	  activity	  counselor	  that	  you	  can	  talk	  to	  
in	  your	  web	  browser.	  	  Volunteers	  will	  briefly	  talk	  to	  the	  counselor	  once	  a	  week	  for	  six	  
weeks.	  	  All	  sessions	  can	  be	  done	  online	  at	  any	  time	  that	  is	  convenient	  to	  you.	  

You	  will	  be	  entered	  in	  a	  drawing	  with	  a	  chance	  to	  win	  a	  $50	  gift	  card	  to	  Amazon.com	  
each	  week	  you	  take	  part	  in	  the	  study.	  

You	  must	  be	  18	  or	  older,	  and	  a	  native	  English	  speaker	  in	  order	  to	  participate.	  	  You	  will	  need	  
regular	  access	  to	  a	  computer	  with	  a	  high-‐speed	  (not	  dial-‐up)	  internet	  connection	  and	  the	  
ability	  to	  play	  audio	  with	  speakers	  or	  headphones.	  	  We	  are	  looking	  for	  volunteers	  who	  are	  
in	  good	  health	  and	  are	  not	  currently	  exercising	  regularly.	  

If	  you	  are	  interested,	  go	  to:	  http://wonder.ccs.neu.edu/counselor-study	  

	  

Recruitment Material
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Volunteers Needed for an Online Research Study 

Researchers at Northeastern University are building animated 
computer-controlled characters that act as counselors to help 

people improve their health.   

We are looking for volunteers to help test a physical activity 
counselor that you can talk to in your web browser.  Volunteers will 
briefly talk to the counselor once a week for six weeks.  All sessions 

can be done online at any time that is convenient to you. 

You will be entered in a drawing with a chance to win a 
$50 Amazon.com gift card each week you participate in 

the study.  

You must be 18 or older, and a native English speaker in order to 
participate. You will need regular access to a computer with a high-
speed (not dial-up) internet connection and the ability to play audio 
with speakers or headphones.  We are looking for volunteers who 

are in good health and are not currently exercising regularly. 

If you are interested, go to: 
http://wonder.ccs.neu.edu/counselor-study 

Recruitment Material
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Longitudinal Evaluation of a Web-Based
Physical Activity Counselor

If you are currently participating in this study, you can log in here:

Email:

Password:

If not, are you interested in participating?

Researchers at Northeastern University are building animated computer characters that act as
counselors to help people improve their health.

We are looking for volunteers to help test a physical activity counselor that you can talk to in your
web browser. Volunteers will briefly talk to the counselor once a week for six weeks. All sessions
can be done online at any time that is convenient to you.

You will be entered in a drawing with a chance to win a $50 gift card to Amazon.com each week
you take part in the study.

You must be 18 or older, and a native English speaker in order to participate. You will need regular
access to a computer with a high-speed (not dial-up) internet connection and the ability to play
audio with speakers or headphones. We are looking for volunteers who are in good health and are
not currently exercising regularly.

Log In

Get Started

1 of 1

Front Page (web form)
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Thank you for your interest in this study.
Before we can begin, we have a few questions to check whether you are eligible to participate:

Are you at least 18 years old?

 

Are you a native English speaker?

 

Do you have regular access to a computer with a high-speed (not dial-up) internet
connection and the ability to listen to audio through speakers or headphones?

 

Has your doctor ever said that you have a heart condition and that you should only do
physical activity recommended by a doctor?

 

Do you feel pain in your chest when you do physical activity?

 

In the past month, have you had chest pain when you were not doing physical activity?

 

Do you lose your balance because of dizziness, or do you ever lose consciousness?

 

Do you have a bone or joint problem that could be made worse by a change in your
physical activity?

Is your doctor currently prescribing drugs (for example, water pills) for your blood
pressure or heart condition?

Do you know of any other reason why you should not do physical activity?

Yes No

Yes No

Yes No

Yes No

Yes No

Yes No

Yes No

Yes No

Yes No

1 of 2

Screening Questionnaire (web form)
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Regular exercise is any planned physical activity (e.g., brisk walking, aerobics, jogging, bicycling,
swimming, rowing, etc.) performed to increase physical fitness. Such activity should be performed
3 to 5 times per week for 20-60 minutes per session. Exercise does not have to be painful to be
effective but should be done at a level that increases your breathing rate and causes you to break
a sweat.

Do you exercise regularly according to that definition? (Please select one):

Yes No

Yes, I have been for MORE than 6 months

Yes, I have been for LESS than 6 months

No, but I intend to in the next 30 days

No, but I intend to in the next 6 months

No, and I do NOT intend to in the next 6 months

Continue

2 of 2

Screening Questionnaire (web form)
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We are sorry, but you are not eligible to participate in this study. We can accept only participants
who are least 18 years old.

Thank you for your time, and please feel free to mention this study to anyone you know who may
be interested in participating.

If you have any further questions about this study, please feel free to contact Daniel Schulman,
phone: 617-373-4605, email: schulman@ccs.neu.edu, the person mainly responsible for the
research. You can also contact Timothy Bickmore, phone: 617-373-5477, email:
bickmore@ccs.neu.edu, the Principal Investigator.

1 of 1

Ineligibility Response: Age (web form)
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We are sorry, but you are not eligible to participate in this study. We can accept only participants
who are native English speakers.

Thank you for your time, and please feel free to mention this study to anyone you know who may
be interested in participating.

If you have any further questions about this study, please feel free to contact Daniel Schulman,
phone: 617-373-4605, email: schulman@ccs.neu.edu, the person mainly responsible for the
research. You can also contact Timothy Bickmore, phone: 617-373-5477, email:
bickmore@ccs.neu.edu, the Principal Investigator.

1 of 1

Ineligibility Response: Language (web form)
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We are sorry, but you are not eligible to participate in this study. We can accept only participants
who have regular access to a computer with a suitable internet connection and the ability to play
audio.

Thank you for your time, and please feel free to mention this study to anyone you know who may
be interested in participating.

If you have any further questions about this study, please feel free to contact Daniel Schulman,
phone: 617-373-4605, email: schulman@ccs.neu.edu, the person mainly responsible for the
research. You can also contact Timothy Bickmore, phone: 617-373-5477, email:
bickmore@ccs.neu.edu, the Principal Investigator.

1 of 1

Ineligibility Response: Computer Access (web form)
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We are sorry, but you are not eligible to participate in this study. Your answers indicate that you
may have a medical condition which would increase the risks of beginning an exercise or physical
activity program.

Thank you for your time, and please feel free to mention this study to anyone you know who may
be interested in participating.

If you have any further questions about this study, please feel free to contact Daniel Schulman,
phone: 617-373-4605, email: schulman@ccs.neu.edu, the person mainly responsible for the
research. You can also contact Timothy Bickmore, phone: 617-373-5477, email:
bickmore@ccs.neu.edu, the Principal Investigator.

1 of 1

Ineligibility Response: Physical Activity Readiness

(web form)
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We are sorry, but you are not eligible to participate in this study. We are currently looking for
participants who do not exercise at least three times a week for at least twenty minutes a session.

Thank you for your time, and please feel free to mention this study to anyone you know who may
be interested in participating.

If you have any further questions about this study, please feel free to contact Daniel Schulman,
phone: 617-373-4605, email: schulman@ccs.neu.edu, the person mainly responsible for the
research. You can also contact Timothy Bickmore, phone: 617-373-5477, email:
bickmore@ccs.neu.edu, the Principal Investigator.

1 of 1

Ineligibility Response: Stage of Change (web form)
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Northeastern University, College of Computer and Information Science
Name of Investigator(s): Timothy Bickmore, Daniel Schulman
Title of Project: Longitudinal Evaluation of a Web-Based Virtual Exercise Counselor

Request to Participate in Research
We would like to invite you to participate in a web-based online research study. The purpose of this
study is to evaluate how people respond to an animated computer character designed to act as a
counselor which discusses exercise and physical activity with users. The computer character is
automatically controlled and is not monitored by the research staff or any person. If you choose to
participate, you will have six weekly conversations with this animated counselor, and answer
questions about your attitudes toward the conversation, the counselor, and physical activity. Each
weekly session should take about 10-15 minutes, and can be done at any time you like during a
week.

We are asking you to participate in this study because you are an English-speaking adult, in good
health, and not currently engaging in regular physical activity. You must have regular access to a
computer capable of using the animated counselor, including high-speed internet and the ability to
play audio. You must be at least 18 years old to participate in this study.

The decision to participate in this research project is voluntary. You do not have to participate
and you can refuse to answer any question. Even after you begin an online session, you can stop at
any time.

The possible risks or discomforts of the study are minimal. You may feel a little uncomfortable
answering some questions. If you choose to increase your physical activity, you may have a risk of
injury. You will not be asked to perform any physical activity more strenuous than brisk walking,
and are not required to do any physical activity in order to participate.

No special arrangements will be made for compensation or for payment for treatment solely
because of your participation in this research.

You will receive no direct benefit from participating in this study. Your participation may help
us learn about how to build computer systems that help people get more exercise.

As a token of our appreciation, you will be entered in a drawing for a $50 gift card to
Amazon.com each time you complete a weekly session. The odds of winning will vary depending
on the number of participants who complete a session in a given week. If you win, you will receive
your gift card via email. If you win in one week, you will remain eligible for drawings in later
weeks.

Your part in this study is anonymous to the researchers. Your responses to survey questions
are anonymous to the researchers. However, because of the nature of web based surveys, it is
possible that respondents could be identified by the IP address or other electronic record
associated with the response. Neither the researcher nor anyone involved with this survey will
be capturing those data. Any reports or publications based on this research will use only
group data and will not identify you or any individual as being affiliated with this project.

1 of 2

Consent Form (web form)
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If you have any questions regarding electronic privacy, please feel free to contact Mark
Nardone, IT Security Analyst via phone at 617-373-7901, or via email at privacy@neu.edu.

If you have any questions about this study, please feel free to contact Daniel Schulman, phone:
617-373-4605, email: schulman@ccs.neu.edu, the person mainly responsible for the research. You
can also contact Timothy Bickmore, phone: 617-373-5477, email: bickmore@ccs.neu.edu, the
Principal Investigator.

If you have any questions regarding your rights as a research participant, please contact Nan
C. Regina, Director, Human Subject Research Protection, 960 Renaissance Park, Northeastern
University, Boston, MA 02115. Tel: 617-373-7570, Email: irb@neu.edu. You may call
anonymously if you wish.

By clicking on the button below you are indicating that you consent to participate in this
study. Please print out a copy of this consent form for your records.

 I agree to participate in this study.

No, thanks.  Yes, continue!

2 of 2

Consent Form (web form)
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Thank you!

To get started, please give your first name (or whatever you would like the counselor to call you),
a valid email address, and a password which you will use to log in and talk to the counselor.

We'll send you a confirmation email at the address you provide. When you respond to that email,
you'll get started with the first weekly session.

First Name:

Email:

Password:

Retype Password:

Continue

1 of 1

Sign-up Form (web form)
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Longitudinal Evaluation of a Web-Based
Physical Activity Counselor

According to our records, you have already signed up for this study using the email address you
provided. You can log in here:

Email:

Password:

Log In

1 of 1

Error: Already Signed Up (web form)
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A confirmation email has been sent. To continue, please verify that the email address is valid by
responding to that message.

1 of 1

Sign-Up Completion (web form)
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Please take a moment and answer a few questions about yourself.

Year of Birth: 

Sex

 

Ethnic background

 

Marital Status

 

Last grade of school completed

Male Female

American Indian or Alaskan Native

Asian or Pacific Islander

Black, Not of Hispanic Origin

White, Not of Hispanic Origin

Hispanic

Other

Single

Married

Divorced or Widowed

Other

Less than high school (0-8)

Some high school

High school graduate or GED

Technical school education

1 of 2

Demographics (web form)
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Some college

College graduate

Advanced degree

Continue

2 of 2

Demographics (web form)
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The statements below look at positive and negative aspects of exercise. Read the following items
and write a number next to each statement to indicate how important each statement is with
respect to your decision to exercise or not to exercise in your leisure time.

If you disagree with a statement and are unsure how to answer, that statement is probably not
important to you.

I would have more energy for my family and friends if I exercised regularly.

I would feel embarrassed if people saw me exercising.

I would feel less stressed if I exercised regularly.

Exercise prevents me from spending time with my friends.

Exercising puts me in a better mood for the rest of the day.

I feel uncomfortable or embarrassed in exercise clothes.

I would feel more comfortable with my body if I exercised regularly.

There is too much I would have to learn to exercise.

Regular exercise would help me have a more positive outlook on life.

Exercise puts an extra burden on my significant other.

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

1 of 2

Pre-Intervention Decisional Balance (web form)
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Continue

2 of 2

Pre-Intervention Decisional Balance (web form)
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Below are a series of statements that describe the ways some people behave while talking with or
to others. For each statement, choose the answer that most closely describes the agent's behavior
when talking to you.

Karen uses a monotone or dull voice while talking to people.

Karen looks at people while talking to them.

Karen frowns while talking to people.

Karen has a very tense body posture while talking to people.

Karen moves away from people while talking to them.

Karen uses a variety of vocal expressions while talking to people.

Karen smiles while talking to people.

Karen looks away from people while talking to them.

Karen has a relaxed body posture while talking to people.

Karen is "stiff" while talking to people.

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

1 of 2

Nonverbal Immediacy (SRIB) (web form)
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Karen moves close to people while talking to them.

Karen is expressive while talking to people.

Karen looks bland or neutral when talking to people.

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Never Rarely Occasionally Often Very Often

Continue

2 of 2

Nonverbal Immediacy (SRIB) (web form)
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Page 2 of 3

Below is a series of statements about experiences people might have with their counseling or
counselor. For each statement, please take your time to consider your own experience and then
respond by selecting one of the choices below it.

As a result of these sessions, I am clearer as to how I might be able to change.

What I am doing in counseling gives me a new way of looking at my problems.

I believe Karen likes me.

Karen and I collaborate on setting goals for my counseling.

Karen and I respect each other.

Karen and I are working toward mutually agreed-upon goals.

I feel that Karen appreciates me.

We agree on what is important for me to work on

I feel Karen cares about me even when I do things she does not approve of.

I feel that the things I do in counseling will help me to accomplish the changes that I want.

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

1 of 2

Therapeutic Alliance (WAI-SR) (web form)
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We have established a good understanding of the kind of changes that would be good for
me.

I believe the way we are working with my problems is correct.

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Seldom Sometimes Fairly often Very often Always

Continue

2 of 2

Therapeutic Alliance (WAI-SR) (web form)
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Page 3 of 3

Please think about the counselor's behavior during your conversation, and answer whether you
agree or disagree with each of the following statements.

The virtual counselor acted like a real person.

The virtual counselor moved like a real person.

I felt like I was interacting with a real person.

For each of the following statements, please think about whether you feel that the counselor's
behavior in your conversation felt compared to how a person might behave in a similar situation.

The counselor looks at me....

The counselor changes her body posture...

The counselor smiles at me...

The counselor nods her head...

The counselor's speech is...

Strongly disagree Disagree Neither agree nor disagree Agree Strongly agree

Strongly disagree Disagree Neither agree nor disagree Agree Strongly agree

Strongly disagree Disagree Neither agree nor disagree Agree Strongly agree

Much too little Too little About the right amount Too much Much too much

Much too little Too little About the right amount Too much Much too much

Much too little Too little About the right amount Too much Much too much

Much too little Too little About the right amount Too much Much too much

Much too slow Too slow About right Too fast Much too fast

Continue

1 of 1

Behavioral Realism (web form)
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Longitudinal Evaluation of a Web-Based
Physical Activity Counselor

Thanks! You've completed everything we need for the study for now, and please come back next
week! You'll be able to talk to the counselor again next ___________.

Do you have any questions or comments? Please feel free to tell us what you think about the
counselor or the study.

Email:

Password:

Send Comment

Log In

1 of 1

Session Completion (web form)
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Page 4 of 4

The statements below look at positive and negative aspects of exercise. Read the following items
and write a number next to each statement to indicate how important each statement is with
respect to your decision to exercise or not to exercise in your leisure time.

If you disagree with a statement and are unsure how to answer, that statement is probably not
important to you.

I would have more energy for my family and friends if I exercised regularly.

I would feel embarrassed if people saw me exercising.

I would feel less stressed if I exercised regularly.

Exercise prevents me from spending time with my friends.

Exercising puts me in a better mood for the rest of the day.

I feel uncomfortable or embarrassed in exercise clothes.

I would feel more comfortable with my body if I exercised regularly.

There is too much I would have to learn to exercise.

Regular exercise would help me have a more positive outlook on life.

Exercise puts an extra burden on my significant other.

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

Not important A little bit important Somewhat important Quite important Extremely important

1 of 2

Post-Intervention Assessment (web form)
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Regular exercise is any planned physical activity (e.g., brisk walking, aerobics, jogging, bicycling,
swimming, rowing, etc.) performed to increase physical fitness. Such activity should be performed
3 to 5 times per week for 20-60 minutes per session. Exercise does not have to be painful to be
effective but should be done at a level that increases your breathing rate and causes you to break
a sweat.

Do you exercise regularly according to that definition? (Please select one):
Yes, I have been for MORE than 6 months

Yes, I have been for LESS than 6 months

No, but I intend to in the next 30 days

No, but I intend to in the next 6 months

No, and I do NOT intend to in the next 6 months

Continue

2 of 2

Post-Intervention Assessment (web form)
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Longitudinal Evaluation of a Web-Based
Physical Activity Counselor

Thanks! You've completed the study.

The counselor is still available, and you can come back here for a quick check-in with her up to
once each day. You'll be able to talk to the counselor again tomorrow, ____________.

Do you have any questions or comments? Please feel free to tell us what you think about the
counselor or the study.

Email:

Password:

Send Comment

Log In

1 of 1

Final Session Completion (web form)
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Longitudinal Evaluation of a Web-Based
Physical Activity Counselor

The study is now closed. Thank you for your participation.

Do you have any questions or comments? Please feel free to tell us what you think about the
counselor or the study.

Send Comment

1 of 1

End of Participation (web form)
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Hello name

Thank you for participating in the animated physical activity counselor
study.

To continue, please click on the link below, or copy and paste it into the
address bar of your web browser:
http://wonder.ccs.neu.edu/counselor-study/confirm?token=token

After you click on the link, you’ll be asked to fill out a few short
questionnaires, then have your first session with the animated counselor.

Sign-Up Email Template

Congratulations name!

You have won the weekly drawing for the animated physical activity
counselor study. You should be receiving a $50 Amazon.com gift card by
email.

Thank you again for participating in this study.

Remember that you are still eligible to win another drawing: you will be
entered in a new drawing each week that you have a conversation with
the counselor.

Drawing Notification Email Template
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Hello name,

This is week week of the animated physical activity counselor study. To
log in, and have your conversation with the counselor for this week,
please click on this link (or copy and paste it into the address bar of your
web browser):

http://wonder.ccs.neu.edu/counselor-study

Each week that you have a conversation with the counselor, you are
entered in a drawing to win a $50 gift card to Amazon.com. Even if you
have won a drawing before, you are still eligible to win every week.

You can talk to the counselor any time you want during the week, day or
night.

If you do not want to receive these reminder emails, please click on this
link:

http://wonder.ccs.neu.edu/counselor-study/withdraw?token=token

Weekly Reminder Email Template

Hello name

Thank you for participating in the animated physical activity counselor
study!

It looks like you haven’t yet had a conversation with the counselor for
this week. To log in and have your conversation, you can click on this
link (or copy and paste it into the address bar of your web browser):

http://wonder.ccs.neu.edu/counselor-study

Each week that you have a conversation with the counselor, you are
entered in a drawing to win a $50 gift card to Amazon.com. Even if you
have won a drawing before, you are still eligible to win every week.

You can talk to the counselor any time you want during the week, day or
night.

If you do not want to receive these reminder emails, please click on this
link:

http://wonder.ccs.neu.edu/counselor-study/withdraw?token=token

Additional Reminder Email Template
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Hello name,

Your participation in the animated physical activity counselor study is
now finished. If possible, we ask you to please log in and complete a final
set of questionnaires which tell us how you feel about physical activity.
The questionnaires are short and should only take a couple minutes to
complete.

To log in, click on this link, or copy and paste it into the address bar of
your web browser:

http://wonder.ccs.neu.edu/counselor-study

Thank you again for your time. Your participation helps us to develop
better systems to promote health and well-being.

If you do not want to receive these reminder emails, please click on this
link:

http://wonder.ccs.neu.edu/counselor-study/withdraw?token=token

Final Assessment Email Template
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Dear Participant,

Thank you for participating in the animated physical activity counselor
study. During this study, you were asked to have several conversations
with an animated computer-controlled counselor, and were told that the
purpose of this study was to evaluate how people respond to this
counselor.

However, we did not tell you that participants were randomly placed into
one of three groups. In all groups, participants had similar conversations
with the counselor, but the verbal and nonverbal behavior of the
counselor was different. In the first group, the counselor’s behavior was
consistent throughout the study, while in the other two, there were
changes in later conversations, including faster speech on some words,
fewer posture shifts, fewer smiles and frowns, fewer head movements, and
looking away from you more while speaking. In the second group, these
changes matched those observed in a human counselor, while in the third
they were exagerrated, and changed three times as much.

The purpose of this manipulation was to study the effect of these
changes in behavior on participants’ attitude toward the counselor, their
willigness to talk to the counselor, and on the counselor’s effectiveness in
promoting physical activiy. We did not disclose this at the start of the
study in order to avoid influencing your response to the counselor.

If you have any questions about this study, please feel free to contact
Daniel Schulman, phone: 617-373-4605, email: schulman@ccs.neu.edu,
the person mainly responsible for the research. You can also contact
Timothy Bickmore, phone: 617-373-5477, email: bickmore@ccs.neu.edu,
the Principal Investigator.

If you have any questions regarding your rights as a research participant,
please contact Nan C. Regina, Director, Human Subject Research
Protection, 960 Renaissance Park, Northeastern University, Boston, MA
02115. Tel: 617-373-7570, Email: irb@neu.edu. You may call
anonymously if you wish.

Debriefing Email Template





Appendix F

Sample Conversation Transcripts for the

Evaluation Study

The following are a set of example conversation transcripts for the user-agent

conversations in the evaluation study (Chapter 8). These conversations do

not represent a single participant’s interactions with the system; rather they

are intended to be illustrative of the range of possible interactions.

Users’ input to the system was largely limited to multiple choice from a

short list of possible utterances. This is indicated in the transcripts below by

giving the full set of possible user utterances at each turn, with the chosen

one in italics.

F.1 Initial Conversations

At the first conversation, participants receive, following an introduction to the

system, an in-conversation Stage of Change assessment (turns 23–24 in the

first transcript below). Participants who give an answer indicative of an early

stage of change (precontemplation or contemplation) receive content inspired

by Motivational Interviewing [112]; in the first conversation this consists of a

discussion of the pros and cons of physical activity, with reflective and refram-

ing responses. Participants who give an answer indicative of a later stage of

299
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change receive a goal setting intervention, beginning in the first conversation

with a discussion of the long-term goal and negotiation of a first weekly goal.

F.1.1 Initial Motivational Interviewing

(1) Agent:
Hello. To talk to me, just click the buttons to the right.

(2) User:
OK, this is where I click.

(3) Agent:
Hi, NAME. My name is Karen.

(4) User:
Hi Karen.
Hello Karen.

(5) Agent:
It’s nice to meet you. I’m looking forward to talking with you.

(6) User:
Nice to meet you too.
OK.
What will we talk about?

(7) Agent:
Great! We are going to be working together to help you get more walking
and improve your daily physical activity.

(8) User:
OK.
What will we do?
What should I do?

(9) Agent:
Okay. When I talk about physical activity, what kinds of things come
to mind?

(10) User:
Healthy.
Fit.
Fun.
Embarrassing.
Sweat!
Not fun.

(11) Agent:
I understand. There are lots of things that can make it hard to get
regular physical activity. That’s why we’re going to be talking about
brisk walking, which is simple and easy to fit into your life.

(12) User:
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Okay.
Great!

(13) Agent:
First of all, let’s talk about how you feel about physical activity, right
now. That will help up have a better conversation about walking.

(14) User:
OK.

(15) Agent:
The long-term goal is to get up to doing at least thirty minutes of phys-
ical activity, at least five days every week.

(16) User:
OK.
No problem.
Sounds like a lot.
What is physical activity?

(17) Agent:
When I talk about exercise, I mean structured physical activity that
makes you breathe hard or break a sweat.

(18) User:
How hard should I work?
Structured?
What kind of activity?
OK.

(19) Agent:
Things like housework, golfing using a cart, and walking around the
office do not count. But things like brisk walking, bicycling, or playing
sports are great!

(20) User:
OK.
I get it.

(21) Agent:
So, that’s what I mean by physical activity. And like I said, the goal is
thirty minutes, five days a week.

(22) User:
OK.
No problem.
Sounds like a lot.

(23) Agent:
How do you feel about this? Do you think you could work up to doing
this much physical activity, every week?

(24) User:
Probably not.
I’m considering it.
Maybe.
Yes, I will.



302
APPENDIX F. SAMPLE CONVERSATION TRANSCRIPTS FOR THE

EVALUATION STUDY

I seriously intend to.
I’m doing it now!

(25) Agent:
Thanks.

(26) Agent:
What’s the most important reason to get more physical activity that
you can think of right now?

(27) User:
I’d have more energy.
I’d feel less stressed.
I’d be in a good mood.
I’d feel more fit.
I’d feel more positive about life.
Something else.
Nothing.

(28) Agent:
A little walking or other physical activity is a great way to reduce stress!
There’s nothing like getting moving to take your mind off things.

(29) User:
OK.
Yes.

(30) Agent:
And what makes it hardest to do more physical activity?

(31) User:
It’s embarassing.
It takes too much time.
It’s uncomfortable.
It’s difficult.
It’s hard on my friends and family.
Something else.
Nothing.

(32) Agent:
I understand. Exercise can often be sweaty or just uncomfortable, and
that can be a big deal, especially if you’re not used to it. I like walking
because it’s easy to do at your own pace, and you can wear comfortable
clothes if it helps.

(33) User:
OK.
Yes.
Maybe.

(34) Agent:
So, you’re not sure about physical activity because it might be uncom-
fortable. On the other hand, it could help you feel less stressed. If we
work together to deal with these obstacles, do you think you are willing
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to try some easy ways to get you started with some activity?
(35) User:

OK.
Great!
Not right now.

(36) Agent:
That’s okay. It is always your choice. I’d like to keep talking with you
about your physical activity.

(37) User:
Let’s talk now.
Not right now.
Actually, I’m ready to try walking.

(38) Agent:
Okay.

(39) Agent:
That’s all for today. But before you go, let’s talk about the rest of our
sessions, and when we will talk again.

(40) User:
OK.
When should we talk again?

(41) Agent:
We should try and talk once per week for the next six weeks. Each week,
we’ll catch up on what you’ve been doing since the last time we talked.

(42) User:
OK.
What day should we talk?
What time should we talk?
I’m not sure I can.

(43) Agent:
We can talk whenever you want during the week, day or night, but it
can help to schedule an appointment.

(44) User:
OK.
I guess.
I’m not sure I can.

(45) Agent:
So, when do you want to talk again?

(46) User:
Monday.
Tuesday.
Wednesday.
Thursday.
Friday.
Saturday.
Sunday.
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I’m not sure.
(47) Agent:

Great! I’ll see you then.
(48) User:

OK.
(49) Agent:

Okay, NAME. I look forward to talking with you again!
(50) User:

OK. Me, too.
Bye, Karen.

(51) Agent:
Bye, NAME. Have a good week!

F.1.2 Initial Goal Setting

(1) Agent:
Hello. To talk to me, just click the buttons to the right.

(2) User:
OK, this is where I click.

(3) Agent:
Hi, NAME. My name is Karen.

(4) User:
Hi Karen.
Hello Karen.

(5) Agent:
It’s nice to meet you. I’m looking forward to talking with you.

(6) User:
Nice to meet you too.
OK.
What will we talk about?

(7) Agent:
I’m glad you asked. We are going to work together to help you get more
walking and improve your daily physical activity.

(8) User:
OK.
What will we do?
What should I do?

(9) Agent:
Okay. When I talk about physical activity, what kinds of things come
to mind?

(10) User:
Healthy.
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Fit.
Fun.
Embarrassing.
Sweat!
Not fun.

(11) Agent:
Great! It sounds like you have a really positive attitude. All kinds of
physical activity are great, but we’re going to be talking about brisk
walking, which is simple and easy to fit into your life.

(12) User:
OK.
Great!

(13) Agent:
First of all, let’s talk about how you feel about physical activity, right
now. That will help up have a better conversation about walking.

(14) User:
OK.

(15) Agent:
The long-term goal is to get up to doing at least thirty minutes of phys-
ical activity, at least five days every week.

(16) User:
OK.
No problem.
Sounds like a lot.
What is physical activity?

(17) Agent:
How do you feel about this? Do you think you could work up to doing
this much physical activity, every week?

(18) User:
Probably not.
I’m considering it.
Maybe.
Yes, I will.
I seriously intend to.
I’m doing it now!

(19) Agent:
Thanks.

(20) Agent:
Okay, I think it’s time to get moving! In the next week, I want you to
try and do some brisk walking.

(21) User:
I can do that.
I’m not sure.
I don’t think I can.
How much should I walk?
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I can walk more than once!
(22) Agent:

I know it can be difficult to get started. Is there anything stopping you
from walking that you would like to talk about?

(23) User:
Actually, I think I will walk.
Yes, there are some problems.
Nothing I want to talk about.
I just don’t want to.

(24) Agent:
Okay. What is making it difficult to set a walking goal?

(25) User:
Nothing I want to talk about.
I don’t have time.
I just don’t think I can do it.
I just don’t feel like it.
The weather is terrible.
Something else.

(26) Agent:
A lot of people think they do not have the time to walk, but I find that
if you make yourself the priority and schedule exercise in your calendar
first, you can fit other things around it.

(27) User:
OK.

(28) Agent:
I hope that helps a little. Do you think you can try and go for a walk?

(29) User:
Yes, I will try.
No thanks.

(30) Agent:
Great! I’m sure you’ll do it.

(31) User:
OK.
Thanks.

(32) Agent:
That’s all for today. But before you go, let’s talk about the rest of our
sessions, and when we will talk again.

(33) User:
OK.
When should we talk again?

(34) Agent:
We should try and talk once per week for the next six weeks. Each week,
we’ll catch up on what you’ve been doing since the last time we talked.

(35) User:
OK.
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What day should we talk?
What time should we talk?
I’m not sure I can.

(36) Agent:
We can talk whenever you want during the week, day or night, but it
can help to schedule an appointment.

(37) User:
OK.
I guess.
I’m not sure I can.

(38) Agent:
So, when do you want to talk again?

(39) User:
Monday.
Tuesday.
Wednesday.
Thursday.
Friday.
Saturday.
Sunday.
I’m not sure.

(40) Agent:
Great! I’ll see you then.

(41) User:
OK.

(42) Agent:
Okay, NAME. I look forward to talking with you again!

(43) User:
OK.
Me, too.
Bye, Karen.

(44) Agent:
Bye, NAME. Have a good week!

F.2 Routine Conversations

The second through fourth conversations (referred to here as “routine” conver-

sations) all have the same content conditional on a participant’s prior behavior.

Participants initially assessed at an early Stage of Change continue to receive

Motivational Interviewing-inspired content — a discussion of reasons for mo-
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tivation or confidence, with reflective and reframing responses — until they

indicate strong motivation and confidence for change, at which point they be-

gin receiving goal-setting content. Participants receiving goal-setting content,

either from the initial conversation or later, negotiate a series of weekly goals,

and begin each conversation by reviewing the prior goal and receiving either

positive reinforcement or problem-solving.

The fifth conversations (not shown here) were similar to the routine con-

versations, with the exception of a brief addition just prior to the end of the

conversation, noting to the participant that the next conversation would be

the final conversation.

F.2.1 Motivational Interviewing

(1) Agent:
Hello, NAME.

(2) User:
Hello.
Hi, Karen.
Hi Karen, good to see you again.
Hi Karen, how are you?

(3) Agent:
I’m glad to see you this week.

(4) User:
OK.
Sure.
Good to see you too.

(5) Agent:
How are you doing today?

(6) User:
Great!
Good.
Okay.
Not bad.
Could be better.
Terrible.

(7) Agent:
That’s good to hear.

(8) User:



F.2. ROUTINE CONVERSATIONS 309

OK.
Thanks.
And how are you?
It’s been a fun week.
I feel good about walking this week.

(9) Agent:
Doing well as usual, thanks.

(10) User:
OK.
Great.
Sure.

(11) Agent:
Okay. How motivated are you to do more physical activity? Can you
give it a number, on a scale from 0 to 10?

(12) User:
3

(13) Agent:
It sounds like you have some reasons to feel motivated to get more phys-
ical activity, since you answered 3 instead of zero. What would it take
to move you up to 7? What stops you from feeling more motivated?

(14) User:
I just haven’t thought about it.
Physical activity won’t help me right now.
Other things are more important.
Physical activity won’t help me.
I’ll never manage to do it.
Actually, I DO feel very motivated.
I’d rather not talk about this now.

(15) Agent:
In that case, let’s talk about some of the benefits of physical activity.
One of the great things about physical activity is that it helps you both
now and in the future. Which would you like to talk about?

(16) User:
Benefits now.
Benefits later.
Neither.

(17) Agent:
Sure. Besides helping you to get and stay healthy and fit, physical
activity also can give you more energy and reduce stress. Many people
find it helps to keep up a positive outlook on life.

(18) User:
OK.

(19) Agent:
Thanks for talking about this with me. How are you feeling about
physical activity after our discussion?
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(20) User:
I’m not sure.
About the same.
I feel more motivated.

(21) Agent:
Okay. We can talk about this again another time.

(22) Agent:
That’s about all for today. Do you want to pick a day to talk next week?

(23) User:
Sure, let’s pick a day.
Whatever day you want.
I’m not sure which day is good.
I’m not sure I can talk next week.
I can’t talk next week.

(24) Agent:
I understand that finding time can be hard, but it’s important that we
keep working on your physical activity. If it’s hard to pick a day right
now, that’s fine too. I’m always here, so we can talk whenever you want.

(25) User:
I will pick a day.
I’ll talk, but I’m not sure when.
I’m still not sure I can talk.

(26) Agent:
Okay. If you change your mind, remember that I am always available.

(27) User:
OK.

(28) Agent:
Okay, NAME. I look forward to talking with you again!

(29) User:
OK.
Me too.
Bye, Karen.

(30) Agent:
Bye, NAME. Have a good week!

F.2.2 Motivational Interviewing, and Goal Setting

(1) Agent:
Hello, NAME.

(2) User:
Hello.
Hi Karen.
Hi Karen, good to see you again.
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Hi Karen, how are you?
(3) Agent:

I’m doing well, thanks for asking.
(4) Agent:

How are you?
(5) User:

Great!
Good Okay.
Not bad.
Could be better.
Terrible.

(6) Agent:
That’s always good to hear.

(7) User:
OK.
Thanks.
It’s been a fun week.
I feel good about walking this week.
I don’t feel good about the walking.

(8) Agent:
Great! That’s what we’re here to talk about.

(9) User:
OK.

(10) Agent:
Okay. How confident are you that you could do more physical activity,
on a scale from 0 to 10?

(11) User:
8

(12) Agent:
Great! It sounds like you are really confident that you can get more
physical activity.

(13) User:
OK.
Yes!
Not really.
I’m not sure.

(14) Agent:
Tell me more. What is keeping you from being even more confident?

(15) User:
It sounds like hard work!
I’m not good at exercise.
I’m bad at starting things.
I might start, but I won’t keep it up.
I can’t do it by myself.
I’m just not ready.
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Actually, I DO feel very confident.
I don’t want to talk about this now.

(16) Agent:
I understand! It’s easy to procrastinate when starting something new.
I think everyone does that.

(17) User:
OK.
That’s right.

(18) Agent:
So it sounds like you could probably be more confident if we could just
get you started with something quick, and get you past that first step.

(19) User:
OK.
Maybe.
No thanks.

(20) Agent:
Thanks for talking about this with me. How are you feeling about
physical activity after our discussion?

(21) User:
I’m not sure.
About the same.
I feel more confident.

(22) Agent:
Since you feel that physical activity is important and you are feeling
pretty confident you can do more, we should talk next about the first
steps you can do. Do you want to talk about this now?

(23) User:
Yes.
Sure.
Not right now.

(24) Agent:
Okay, I think it’s time to get moving! In the next week, I want you to
try and do some brisk walking.

(25) User:
I can do that.
I’m not sure.
I don’t think I can.
How much should I walk?
I can walk more than once!

(26) Agent:
For now, even a ten minute walk is great. You should be walking briskly,
or fast enough to feel that you’re working a little harder than usual.

(27) User:
Okay, I can do that.
I’m not sure.
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I don’t think I can.
I can walk more!

(28) Agent:
Great! I’m sure you’ll do it.

(29) User:
OK.
Thanks.

(30) Agent:
Okay, I think that’s all we need to talk about today. Do you want to
schedule a day for our next talk?

(31) User:
Sure, let’s pick a day.
Whatever day you want.
I’m not sure which day is good.
I’m not sure I can talk next week.
I can’t talk next week.

(32) Agent:
So, what day should we talk again?

(33) User:
Monday.
Tuesday.
Wednesday.
Thursday.
Friday.
Saturday.
Sunday.
I’m not sure.

(34) Agent:
Great! See you then.

(35) User:
OK.

(36) Agent:
Okay, NAME. I look forward to talking with you again!

(37) User:
OK.
Me too.
Bye, Karen.

(38) Agent:
Bye, NAME. Have a good week!
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F.2.3 Baseline Goal Setting

(1) Agent:
Hello NAME.

(2) User:
Hello.
Hi Karen.
Hi Karen, good to see you again.
Hi Karen, how are you?

(3) Agent:
Thanks! I’ve been looking forward to it.

(4) User:
OK.
Great.
And how are you?

(5) Agent:
How was your week?

(6) User:
Great!
Good.
Okay.
Not bad.
Could be better.
Terrible.

(7) Agent:
I’m glad to hear that!

(8) User:
OK.
Thanks.
It’s been a fun week.
I feel good about walking this week.

(9) Agent:
Last week, you waid you would try and do some walking.

(10) User:
I did walk once.
I walked more than once!
I wasn’t able to walk.
I tried, but I couldn’t.

(11) Agent:
Great! That’s a wonderful step toward your goals.

(12) User:
Yes.
OK.
Thanks.

(13) Agent:
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So, it is time to start working up to our long-term goal of doing physical
activity five times a week. Can you make a goal to walk for at least 20
minutes, 2 times a week?

(14) User:
I can do that.
I’m not sure.
I don’t think I can.
I might have some problems.
I can walk more!

(15) Agent:
Great! I’m sure you’ll do it.

(16) User:
OK.
Thanks.

(17) Agent:
That’s about all for today. Do you want to pick a day to talk next week?

(18) User:
Sure, let’s pick a day.
Whatever day you want.
I’m not sure which day is good.
I’m not sure I can talk next week.
I can’t talk next week.

(19) Agent:
Thanks! I’m always here, so we can talk any day you want. If you don’t
want to pick a day now, that’s fine too.

(20) User:
I don’t want to pick a day.
I will pick a day.
I’m not sure I can talk next week.
I can’t talk next week.

(21) Agent:
Great! Just talk to me whenever you have time. I will be here.

(22) User:
OK.

(23) Agent:
Okay, NAME. I look forward to seeing you next week!

(24) User:
OK.
Me too.
Bye, Karen.

(25) Agent:
Bye, NAME. Have a good week!
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F.2.4 Incremental Goal Setting

(1) Agent:
Hello, NAME.

(2) User:
Hello.
Hi, Karen.
Hi Karen, good to see you again.
Hi Karen, how are you?

(3) Agent:
Thanks for talking with me.

(4) User:
OK.
Sure.
Good to see you too.

(5) Agent:
How are you?

(6) User:
Great!
Good.
OK.
Not bad.
Could be better.
Terrible.

(7) Agent:
Okay, great.

(8) User:
Thanks.
And how are you?
I feel good about walking this week.
It’s been a fun week.
I feel good about walking this week.
I don’t feel good about the walking.

(9) Agent:
So, your goal from last time was to walk for 20 minutes, 3 days a week.
How did it go?

(10) User:
I didn’t walk at all.
I only walked once.
I walked less than that.
I did it!
I walked more!

(11) Agent:
I’m sorry to hear that. But it sounds like even when you had a rough
week, you still tried to do some walking. Would you like some tips that
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may help with weeks like that?
(12) User:

Yes.
No.

(13) Agent:
Here’s a plot of the walking you’ve been doing.

(14) User:
OK.
Thanks.

(15) Agent:
So, it’s time to set a goal for next week. Can you try again to do 20
minutes, 3 times a week?

(16) User:
I can do that.
I’m not sure.
I don’t think I can.
I might have some problems.
I can walk more!

(17) Agent:
Great! I’m sure you’ll do it.

(18) User:
OK.
Thanks.

(19) Agent:
We’re just about done for today. Can we schedule a day for our conver-
sation next week?

(20) User:
Sure, let’s pick a day.
Whatever day out want.
I’m not sure which day is good.
I’m not sure I can talk next week.
I can’t talk next week.

(21) Agent:
I’m always here, so we can talk whenever you want. We don’t have to
pick a day now.

(22) User:
I don’t want to pick a day.
I will pick a day.
I’m not sure I can talk next week.
I can’t talk next week.

(23) Agent:
Great! I’ll see you next week.

(24) User:
OK.

(25) Agent:
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Okay, NAME. I look forward to seeing you next week!
(26) User:

OK.
Me too.
Bye, Karen.

(27) Agent:
Bye, NAME. Have a good week!

F.3 Final Sessions

The sixth and final sessions followed a different pattern from prior conversa-

tions. Participants receiving a Motivational Interviewing-inspired intervention

received a discussion of pros and cons of physical activity, similar to the ini-

tial conversation. Participants receiving a goal-setting intervention had a final

discussion of the most recent weekly goal, with an opportunity for problem

solving; they did not negotiate a new weekly goal.

In both cases, the conversation included a brief meta-dialogue about the

state of the user-agent relationship; this is shown in turns 37–41 of the first

transcript below.

F.3.1 Final Motivational Interviewing

(1) Agent:
Hello, NAME.

(2) User:
Hello.
Hi Karen
Hi Karen, good to see you again.
Hi Karen, how are you?

(3) Agent:
Good to see you again.

(4) User:
OK.
Sure.
Good to see you too.

(5) Agent:
How are things going?
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(6) User:
Great!
Good.
Okay.
Not bad.
Could be better.
Terrible.

(7) Agent:
Okay, great.

(8) User:
Thanks
And how are you?
I feel good about walking this week.
I don’t feel good about the walking.

(9) Agent:
So, NAME, this is our last weekly session. I’ve really enjoyed talking
with you.

(10) User:
OK. Thanks.
I’ve enjoyed it too.
What happens now?

(11) Agent:
I’ll still be around for a couple more weeks if you want to do a quick
check-in at any time.

(12) User:
OK.
I’ll do that.
What will we talk about today?

(13) Agent:
Today, we’ll wrap up everything we’ve discussed about walking any phys-
ical activity and try and make sure to get to any concerns you have.

(14) User:
OK.

(15) Agent:
Let’s talk once more about some of your reasons for thinking about
physical activity.

(16) User:
OK.
I guess.

(17) Agent:
What’s the most important reasons to get more physical activity that
you can think of right now?

(18) User:
I’d have more energy.
I’d feel less stressed.
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I’d be in a good mood.
I’d feel more fit.
I’d feel more positive about life.
Something else.
Nothing.

(19) Agent:
That’s true. Even if a little exercise ight tire you out, it can give you
more energy throughout the day.

(20) User:
OK.
Yes.

(21) Agent:
And what gets in your way of doing more physical activity?

(22) User:
It’s embarrassing.
It takes too much time.
It’s uncomfortable.
It’s difficult.
It’s hard on my friends and family.
Something else.
Nothing.

(23) Agent:
It can be hard to find time to exercise. Remember to try and fit some
short brisk walks into your day.

(24) User:
OK.
Yes.
Maybe.

(25) Agent:
So, you’re not sure about physical activity because it might be hard to
fit in your day, but on the other hand, it can give you more energy.
It sounds like you’ve spent some time thinking about physical activity.
That can be difficult, so good for you.

(26) User:
OK.
Yes.
I guess.

(27) Agent:
Since this may be our last conversation, I thought it would be a good
idea to talk one last time about some tips for walking.

(28) User:
OK.
I guess.
No thanks.

(29) Agent:
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Okay. What kinds of problems would you like to talk about.
(30) User:

Nothing else, thanks.
Trouble finding enough time.
Feeling like I can’t do it.
When I don’t want to exercise.
Bad weather.
A different problem.

(31) Agent:
Even with all your other responsibilities, it is important to get some
exercise in every day. You may want to try exercising for ten minutes
at a time, several times a day. That way you can fit your exercise in,
without taking away from anything else.

(32) User:
OK.

(33) Agent:
Do you want to hear about any other problems?

(34) User:
Nothing else, thanks.
Trouble finding enough time.
Feeling like I can’t do it.
When I don’t want to exercise.
Bad weather.
A different problem.

(35) Agent:
I hope these tips can help you in the future.

(36) User:
OK.
Thanks.

(37) Agent:
So, now that it’s been several weeks, how do you feel about working with
me?

(38) User:
Great!
Okay.
I’m not sure.
It’s been kind of strange.
It’s not that great.
I’d rather not say.

(39) Agent:
I’m sorry to hear that. I know that talking with a computer about
physical activity, must be weird, and maybe a little uncomfortable.

(40) User:
Yes.
I guess.
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It’s not that bad.
It is pretty weird.
It is repetitive.
It’s not helpful to me.

(41) Agent:
Okay. I’m sorry this didn’t work out better, and I hope you still got
something useful out of our talks.

(42) User:
OK.

(43) Agent:
And how are you feeling about physical activity now?

(44) User:
I can handle it.
I’m not sure, but I think I’m good.
I’m not sure.
I’m worried about doing it on my own.
I’d rather not say.

(45) Agent:
Don’t worry. You’ve made great progress in the time we’ve talked to-
gether, and I’m sure you’ll continue to do great.

(46) User:
OK.
Thanks.

(47) Agent:
So, NAME, that’s all for today. I know I’ve said this a few times already,
but I’m glad we were able to talk.

(48) User:
OK.
Thanks.
I’m glad too.

(49) Agent:
I’ll still be around for a couple more weeks if you want a quick chat
about walking and physical activity.

(50) User:
OK.
Thanks.
I may do that.
I will do that.

(51) Agent:
Goodbye, NAME.

(52) User:
Goodbye.
Bye, Karen.
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F.3.2 Final Goal Setting

(1) Agent:
Hello NAME.

(2) User:
Hello.
Hi Karen.
Hi Karen, good to see you again.
Hi Karen, how are you?

(3) Agent:
I’m glad to see you this week.

(4) User:
OK.
Sure
Good to see you too.

(5) Agent:
How are you?

(6) User:
Great!
Good.
Okay.
Not bad.
Could be better.
Terrible.

(7) Agent:
I’m glad to hear that.

(8) User:
Okay.
Thanks.
It’s been a fun week.
I feel good about walking this week.

(9) Agent:
I’m very glad to hear that.

(10) User:
OK.

(11) Agent:
So, NAME, this is our last weekly session. I’ve really enjoyed talking
with you.

(12) User:
OK.
Thanks.
I’ve enjoyed it too.
What happens now?

(13) Agent:
Thanks! I’m glad to hear that.
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(14) Agent:
I’ll still be around for a couple more weeks if you want to do a quick
check-in at any time.

(15) User:
OK.
I’ll do that.
What will we talk about today?

(16) Agent:
Today, we’ll wrap up everything we’ve discussed about walking and phys-
ical activity and try and make sure to get to any concerns you have.

(17) User:
OK.

(18) Agent:
Last week, you said you might not be able to do any walking by today.

(19) User:
I did walk once.
I walked more than once!
I didn’t walk.
OK.

(20) Agent:
Great! It sounds like you are really doing well! How many days did you
walk?

(21) User:
4

(22) Agent:
Here’s a plot showing your progress so far!

(23) User:
OK.
Thanks.

(24) Agent:
Okay. Since this may be our last conversation, I thought it would be a
good idea to talk one last time about some tips for walking.

(25) User:
OK.
I guess.
No thanks.

(26) Agent:
Are you sure? I know we’ve already talked a lot, but you never know
when some tips might be useful.

(27) User:
OK, let’s talk.
No thanks.

(28) Agent:
OK.

(29) Agent:
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So, now that it’s been several weeks, how do you feel about working with
me?

(30) User:
Great!
Okay.
I’m not sure.
It’s been kind of strange.
It’s not that great.
I’d rather not say.

(31) Agent:
That’s okay. No problem.

(32) User:
OK.
Thanks.
Let’s just talk about walking.

(33) Agent:
And how are you feeling about physical activity now?

(34) User:
I can handle it.
I’m not sure, but I think I’m good.
I’m not sure.
I’m worried about doing it on my own.
I’d rather not say.

(35) Agent:
Great! I’m glad to hear that. I’m sure you’ll do well.

(36) User:
OK.
Thanks.

(37) Agent:
So, NAME, that’s all for today. I know I’ve said this a few times already,
but I’m glad we were able to talk.

(38) User:
OK.
Thanks.
I’m glad too.

(39) Agent:
I’ll still be around for a couple more weeks if you want a quick chat
about walking and physical activity.

(40) User:
OK.
Thanks.
I may do that.
I will do that.

(41) Agent:
Goodbye, NAME.
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(42) User:
Goodbye. Bye Karen
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